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Abst ract

Conmputing- Aware Traffic Steering (CATS) is a traffic engineering
approach that optimzes the steering of traffic to a given service

i nstance by considering the dynam c nature of conputing and network
resources. In order to consider the conputing and network resources,
a system needs to share information (netrics) that describes the
state of the resources. Metrics fromnetwork domain have been in use
in network systems for a long time. This docunment defines a set of
metrics fromthe conputing domai n used for CATS.

Di scussi on Venues
This note is to be renoved before publishing as an RFC
Di scussion of this docunent takes place on the Conputing- Aware
Traffic Steering Working Goup mailing list (cats@etf.org), which is

archived at https://mailarchive.ietf.org/arch/browse/cats/.

Source for this draft and an issue tracker can be found at
https://github. com VMatri x1900/draft-cats-netric-definition.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working documents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.
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Internet-Drafts are draft documents valid for a maxi num of six nonths
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material or to cite themother than as "work in progress."
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Copyright (c) 2026 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.
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Provisions Relating to | ETF Documents (https://trustee.ietf.org/
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1. I nt roduction

Servi ce providers are depl oying conputing capabilities across the
network for hosting applications such as distributed Al workl oads,
AR/ VR and driverl ess vehicles, anbng others. |n these deploynents,
mul tiple service instances are replicated across various sites to
ensure sufficient capacity for maintaining the required Quality of
Experi ence (QoE) expected by the application. To support the

sel ection of these instances, a franmework called Conputing-Aware
Traffic Steering (CATS) is introduced in [I-D.ietf-cats-framework].
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CATS is a traffic engineering approach that optim zes the steering of
traffic to a given service instance by considering the dynam c nature
of conputing and network resources. To achieve this, CATS conponents
require performance netrics for both communicati on and conpute
resources. Since these resources are deployed by multiple providers,
standardi zed nmetrics are essential to ensure interoperability and
enabl e precise traffic steering decisions, thereby optinizing
resource utilization and enhanci ng overall system performance.

Metrics from network domain have al ready been defined in previous
docunents, e.g., [RFC9439], [RFC8912], and [ RFC8911], and been in use
in network systems for a long time. This docunent focuses on
categorizing the relevant nmetrics at the conputing domain for CATS
into three levels based on their conplexity and granularity.

2. Conventions and Definitions

Thi s docunent uses the following terns defined in
[I-D.ietf-cats-franmework]:

*  Conputing-Aware Traffic Steering (CATS)
*  Service
* Service site
* Service contact instance
* CATS Service Contact Instance ID (CSCl-ID)
* CATS Service Metric Agent (C SVA)
* CATS Network Metric Agent (C NMVA)

3. Design Principles

3.1. Three-Level Metrics
As outlined in [I-D.ietf-cats-usecases-requirenments], the resource
nodel that defines CATS netrics MJST be scal able, ensuring that its
i npl ementation remains within a reasonabl e and sustai nabl e cost.
Additionally, it MJUST be useful in practice. To that end, a CATS
system shoul d sel ect the nost appropriate metric(s) for instance

sel ection, recognizing that different netrics may influence outcones
in distinct ways dependi ng on the specific use case.
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3.

2

Introducing a definition of netrics requires bal ancing the foll ow ng
trade-off: if the metrics are too fine-grained, they becone
unscal abl e due to the excessive nunber of metrics that nust be
conmmuni cated through the netrics distribution protocol. (See
[1-D.rcr-opsawg- operational -conmpute-netrics] for a discussion of
metrics distribution protocols.) Conversely, if the netrics are too
coarse-grai ned, they may not have sufficient information to enable
proper operational decisions.

Conceptually, it is necessary to define at |east two fundanental

| evel s of netrics: one conprising all raw netrics, and the other
representing a sinplified form--consisting of a single val ue that
encapsul ates the overall capability of a service instance.

However, such a definition may, to sone extent, constrain
implementation flexibility across diverse CATS use cases.
I mpl enenters often seek bal anced approaches that consider trade-offs
anong encodi ng conpl exity, accuracy, scalability, and extensibility.

To ensure scalability while providing sufficient detail for effective
deci si on-maki ng, this docunment provides a definition of netrics that
incorporates three levels of abstraction

* *Level O (LO): Raw netrics.* These netrics are presented w thout
abstraction, with each nmetric using its own unit and format as
defined by the underlying resource.

* *Level 1 (L1): Metrics normalized within categories.* These
metrics are derived by aggregating LO netrics into nultiple
categories, such as network and conmputing. Each category is
sunmarized with a single L1 netric by normalizing it into a val ue
within a defined range of scores.

* *Level 2 (L2): Single nornmalized netric.* These netrics are
derived by aggregating | ower level netrics (LO or L1) into a
single L2 netric, which is then normalized into a value within a
defined range of scores.

Level 0: Raw Metrics

Level O netrics enconpass detailed, raw netrics, including but not
limted to:

* CPU. Base Frequency, boosted frequency, nunber of cores, core
utilization, menory bandw dth, menory size, nmenory utilization,
power consunpti on.
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* @GPU. Frequency, nunber of render units, menory bandw dth, nenory
size, nmenory utilization, core utilization, power consunption

* NPU. Conputing power, utilization, power consunption

*  Network: Bandwi dth, capacity, throughput, bytes transmtted, bytes
recei ved, host bus utilization

* Storage: Avail able space, read speed, wite speed.
* Delay: Time taken to process a request.

LO nmetrics serve as foundational data and do not require
classification. They provide basic information to support higher-
| evel nmetrics, as detailed in the follow ng sections.

LO metrics can be encoded and exposed using an Application
Programm ng Interface (APlI), such as a RESTful API, and can be
solution-specific. Different resources can have their own metrics,
each conveyi ng uni que information about their status. These netrics
can generally have units, such as bits per second (bps) or floating
poi nt instructions per second (flops).

Regardi ng network-related i nformation, [RFC8911] and [ RFC8912] defi ne
various performance netrics and their registries. Additionally, in

[ RFC9439], the ALTO WG i ntroduced an extended set of metrics related
to network performance, such as throughput and delay. For conmpute
metrics, [I-D.rcr-opsawg-operational -conpute-netrics] lists a set of
cl oud resource netrics.

3.3. Level 1: Normalized Metrics in Categories

L1 metrics are organized into distinct categories, such as computing,
conmuni cati on, service, and conposed netrics. Each LO netric is
classified into one of these categories. Wthin each category, a
single L1 nmetric is conputed using an _aggregation function_ and
normaelized to a unitless score that represents the performance of the
underlying resources according to that category. Potential

cat egories incl ude:

* *Conputing:* A nornalized value derived from conmputing-related LO
metrics, such as CPU, GPU, and NPU utili zation.

*  *Conmuni cation:* A normalized val ue derived from comruni cati on-
related LO nmetrics, such as conmuni cation throughput.

* *Service:* A normalized value derived fromservice-related LO
metrics, such as tokens per second and service availability
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*  *Composed:* A normalized val ue derived from an aggregation
function that takes as input a combination of conputing,
communi cati on and service nmetrics. For exanple, end-to-end del ay
conputed as the sumof all delays al ong a path.

Editor note: detailed categories can be updated according to the CATS
WG di scussi on.

LO metrics, such as those defined in [RFC8911], [RFC8912], [RFC9439],
and [I-D.rcr-opsawg-operational -conpute-netrics], can be categorized
into the aforenentioned categories. Each category will employ its
own aggregation function (e.g., weighted sunmary) to generate the
normel i zed value. This approach allows the protocol to focus solely
on the metric categories and their normalized val ues, thereby

avoi ding the need to process solution-specific detailed netrics.

3.4. Level 2: Single Normalized Metric.

The L2 metric is a single score value derived fromthe | ower |eve
metrics (LO or L1) using an aggregation function. Different

i npl ementations may enpl oy different aggregation functions to
characterize the overall performance of the underlying conpute and
conmuni cati on resources. The definition of the L2 netric sinplifies
the conplexity of collecting and distributing nunerous | ower-|evel
metrics by consolidating theminto a single, unified score.

TODO. Sorne i npl ementati ons may support the configuration of Ingress
CATS- Forwarders with the netric normalizing nethod so that it can
decode the information fromthe L1 or LO netrics

Figure 1 provides a summary of the logical relationships between
metrics across the three | evels of abstracti on.

S +
L2 Metric: | MR |
AL
I
S +----- +----- S +
I I I I
S | S S
L1 Metrics: | ML-1 | | | M-2 | | M-3 | (...)
+---Noo o+ | +---Noo o+ e
I I I I
Fom e - -+ | F-m o=+ |

T T S S S S S I TR S St S
LO Metrics:| MD-1 | | M-2 | | MO-3 | | M-4 | | MO-5| | M-6] (...)
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4.

4.

Figure 1: Logic of CATS Metrics in levels
CATS Metrics Framework and Specification

The CATS netrics framework is a key conponent of the CATS
architecture. It defines how netrics are encoded and transnitted
over the network. The representation should be flexible enough to
acconmodat e various types of metrics along with their respective
units and precision |evels, yet sinple enough to enabl e easy

i npl ement ati on and depl oynent across het erogeneous edge environnents.

1. CATS Metric Fields

This section defines the detailed structure used to represent CATS
metrics. The design follows principles established in related | ETF
specifications, such as the network performance netrics outlined in
[ RFC9439] .

Each CATS netric is expressed as a structured set of fields, with
each field describing a specific property of the metric. The
followi ng definition introduces the fields used in the CATS netric
representations.
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- Cats_metric:

- Metric_type:
The type of the CATS netric.
Exanpl es: conpute _cpu, storage di sk _size, network_ bw,
conmput e_del ay, network_del ay, conpute_norm
storage_norm network_norm delay_norm

- Format:
The encoding format of the netric.
Exampl es: int, float.

- Format _std (optional):
The standard used to encode and decode the val ue
field according to the format field.
Exanpl e: ieee_754, ascii.

- Length:
The size of the value field measured in octets.
Examples: 2, 4, 8, 16, 32, 64.

- Unit:
The unit of this netric.
Exanpl es: nmhz, ghz, byte, kbyte, nbyte,
gbyte, bps, kbps, nbps, gbps, tbps, tflops, none.

- Source (optional):
The source of information used to obtain the value field.
Exanpl es: nominal, estinmation, normalization,
aggregati on.

- Statistics(optional):
The statistical function used to obtain the value field.
Exanmpl es: max, mn, nean, cur.

- Level:
The level this metric belongs to.
Exanmpl es: LO, L1, L2.

- Val ue:
The value of this netric.
Exampl es: 12, 3. 2.

Figure 2: CATS Metric Fields
Next, we describe each field in nore detail
* *Metric_Type (type)*: This field specifies the category or kind of
CATS netric being nmeasured, such as conputational resources,
storage capacity, or network bandwidth. It acts as a | abel that
enabl es network devices to identify the purpose of the netric.
* *Format (format)*: This field indicates the data encodi ng format

of the metric, such as whether the value is represented as an
integer, a floating-point nunber, or has no specific format.
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Kehan,

*Format standard (format_std, optional)*: This optional field

i ndi cates the standard used to encode and decode the value field
according to the format field. It is only required if the value
field is encoded using a specific standard, and knowing this
standard is necessary to decode the value field. Exanples of
format standards include ieee 754 and ascii. This field ensures
that the value can be accurately interpreted by specifying the
encodi ng net hod used.

*Length (length)*: This field indicates the size of the val ue
field nmeasured in octets (bytes). It specifies how many bytes are
used to store the value of the netric. Exanples include 4, 8, 16,
32, and 64. The length field is inmportant for nmenory all ocation
and data handling, ensuring that the value is stored and retrieved
correctly.

*Unit (unit)*: This field defines the measurenent units for the
metric, such as frequency, data size, or data transfer rate. It
is usually associated with the netric to provide context for the
val ue.

*Source (source, optional)*: This field describes the origin of
the information used to obtain the nmetric. It may include one or
nmore of the follow ng non-mutually exclusive val ues:

- ’'nomnal’. Sinmlar to [RFC9439], "a 'nonminal’ netric indicates
that the metric value is statically configured by the
underlying devices. For exanple, bandwi dth can indicate the
maxi mum transni ssion rate of the involved device.

- ’'estimation’. The 'estimation® source indicates that the
metric value is conputed through an estimation process.

- ’'directly nmeasured’. This source indicates that the netric can
be obtained directly fromthe underlying device and it does not
need to be estinmated.

- 'normalization'. The '"normalization’ source indicates that the
metric value was normalized. For instance, a netric could be
normal i zed to take a value fromO to 1, fromO to 10, or to
take a percentage value. This type of netrics do not have
units.

- 'aggregation’. This source indicates that the netric val ue was
obt ai ned by using an aggregation function.
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4.

4.

Noni nal netrics have inherent physical neanings and specific units
wi t hout any additional processing. Aggregated netrics nmay or may
not have physical neanings, but they retain their significance
relative to the directly neasured netrics. Nornmalized netrics, on
the ot her hand, m ght have physical neanings but |ack units.

* *Statistics (statistics, optional)*: This field provides
additional details about the metrics, particularly if there is any
pre-conmputation performed on the netrics before they are
collected. It is useful for services that require specific
statistics for service instance sel ection.

- max’ . The maxi num val ue of the data collected over intervals.
- 'mn . The mninumvalue of the data collected over intervals.
- ’'nmean’. The average val ue of the data collected over

i nterval s.
- cur’ The current value of the data coll ected.

* *Level (level)*: This field specifies the |level at which the
metric is neasured. It is used to categorize the netric based on
its granularity and scope. Exanples include LO, L1, and L2. The
I evel field helps in understanding the |evel of detail and
specificity of the netric being neasured.

* *Value (value)*: This field represents the actual nunerical val ue
of the metric being nmeasured. It provides the specific data point
for the metric in question.

2. Aggregation and Normalization Functions

In the context of CATS netric processing, aggregation and
nornal i zation are two fundanental operations that transformraw and
derived netrics into fornms suitable for decision-naking and

compari son across het erogeneous systens.

2.1. Aggregation

Aggregation functions conbine nmultiple netric values into a single
representative value. This is particularly useful when netrics are
collected frommultiple sources or over time intervals. For exanple,
CPU usage netrics fromnultiple service instances may be aggregated
to produce a single load indicator for a service. Comon aggregation
functions include:

* ©Mean average: Conputes the arithnetic average of a set of val ues.
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* M ni munmf maxi mum Sel ects the | owest or highest value froma set.

* Wi ghted average: Applies weights to values based on rel evance or
priority.

The output of an aggregation function is typically a Level 2 netric,
derived frommultiple Level O netrics, or a level 2 nmetric, derived
frommultiple Level 0 or 1 metrics.

R + o e e e e oo +
| Metric 1.1 |---->] |
R + | Aggr egati on | R +
| Functi on |---->] Metric 2 |
S + | | Fomm e e e oo +
| Metric 1.n |---->| |
R + o e e e e oo +
Input: Miltiple values Qut put: Single value

Figure 3: Aggregation function
4.2.2. Normalization

Normal i zation functions convert netric values with or without units
into unitless scores, enabling conparison across different types of
metrics and systens. This is essential when conmbining nmetrics froma
het er ogeneous set of resources (e.g, |latency measured in mlliseconds
with CPU usage neasured in percentage) into a unified decision nodel.

Normal i zation functions often map val ues into a bounded range, such
as integers fron O, to 5, or real nunbers fromO to 1, using
techni ques |ike:

* Signoid function: Snobothly maps input values to a bounded range.

* Mn-max scaling: Rescal es val ues based on known ni ni mum and
maxi mum bounds.

* Z-score normalization: Standardi zes val ues based on statistica
di stribution.

Normal i zed nmetrics facilitate conmposite scoring and ranking, and can
be used to produce Level 1 and Level 2 metrics.
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S + oo + S +
| Metric 1 |---->] Normalization Function |---->] Metric 2 |
TS + o e e e e e e e e oo o - + TS +
Input: Value with or without units Qut put: Unitless val ue

Fi gure 4: Normalization function
4.3. On the Meaning of Scores in Heterogeneous Metrics Systens

In a systemlike CATS, where netrics originate from heterogeneous
resources---such as conpute, comruni cation, and storage---the
interpretation of scores requires careful consideration. Wile
normal i zati on functions can convert raw nmetrics into unitless scores
to enabl e conpari son, these scores may not be directly conparabl e
across different inplenentations. For exanple, a score of 4 on a
scale from1l to 5 may represent a high-quality resource in one

i npl ementation, but only an average one in another

This anbiguity arises because different inplenentations nmay apply

di stinct normalization strategies, scaling nethods, or semantic
interpretations. As a result, relying solely on unitless scores for
deci si on-naki ng can | ead to inconsistent or suboptinal outcones,
especially when netrics are aggregated frommultiple sources.

To mitigate this, inplementors of CATS netrics SHOULD provide clear
and precise definitions of their metrics---particularly for unitless
scores---and explain how these scores should be interpreted. This
docunent ati on shoul d be designed to support operators in making

i nformed deci sions, even when conparing netrics fromdifferent

i mpl emrent ati ons.

Simlarly, operators SHOULD exercise caution when nmaking potentially
i npactful decisions based on unitless netrics whose definitions are
uncl ear or underspecified. In such cases, especially when decisions
are critical or sensitive, operators MAY choose to rely on Level O
(LO) metrics with units, which typically offer a nore direct and
unanbi guous under st andi ng of resource conditions.

4.4. Level Metric Representations
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4.4.1. Level 0 Metrics

Several definitions have been devel oped within the conpute and
conmuni cation industries, as well as through various standardi zation
efforts---such as those by the [DMIF]---that can serve as LO netrics.
LO metrics contain all raw netrics which are not considered to be
standardi zed in this docunent, considering about their diversity and
many ot her exi sting work.

See Appendi x A for exanples of LO netrics.
4.4.2. Level 1 Metrics

L1 metrics are nornmalized fromLO netrics. Although they don’'t have
units, they can still be classified into types such as conpute,
conmmuni cati on, service and conposed netrics. This classification is
useful because it makes L1 netrics semantically neani ngful

The sources of L1 netrics is normalization. Based on LO netrics,
service providers design their own algorithns to normalize metrics.
For exanple, assigning different cost values to each raw netric and
do weighted summation. L1 netrics do not need further statistica
val ues.

4.4.2.1. Normalized Conmpute Metrics

The netric type of normalized conpute nmetrics is "conpute_norni, and
its format is unsigned integer. It has nounit. It will occupy an
octet. Exanple:

Basic fields:
Metric type: conpute_norm
Level: L1
For mat : unsi gned integer
Length: one octet
Val ue: 5

Sour ce:
nornal i zation

| Metric Type| Level | For nmat | Lengt h| Val ue| Sour ce|
8bits 2bits 1bit 3bits 8bits 3bits

Figure 5: Exanple of a normalized L1 conpute metric
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4.4.2.2. Normalized Comruni cati on Metrics

The netric type of normalized communication nmetrics is
"comuni cation_nornt, and its format is unsigned integer. It has no
unit. It will occupy an octet. Exanpl e:

Basic fields:
Metric type: conmmunication_norm
Level : L1
For mat : unsi gned integer
Length: one octet
Val ue: 1
Sour ce:
normal i zati on

| Metric Type| Level | For mat | Lengt h| Val ue| Sour ce|
8hits 2bits 1bit 3bits 8bits 3bits

Fi gure 6: Exanmple of a normalized L1 communication nmetric

4.4.2.3. Normalized Composed Metrics

The netric type of nornalized conposed netrics is "delay _norm, and

its format is unsigned integer. It has no unit. It wll occupy an
octet. Exanple:

Basic fields:
Metric type: conposed _norm
Level : L1
Format : unsi gned i nteger
Length: an octet
Val ue: 8

Sour ce:
normal i zati on

| Metric Type| Level | For mat | Lengt h| Val ue| Sour ce|
8hits 2bits 1bit 3bits 8bits 3bits

Figure 7: Exanple of a normalized L1 conposed netric

4.4.3. Level 2 Metrics

A Level 2 metric is a single-value, nornmalized netric that does not
carry any inherent physical unit or meaning. Wile each provider may
enploy its own internal nethods to conpute this value, all providers
must adhere to the representation guidelines defined in this section
to ensure consistency and interoperability of the nornalized output.
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Metric type is "normfi". The format of the value is unsigned
integer. It has nounit. It will occupy an octet. Exanple:

Basic fields:
Metric type: normfi
Level: L2
Format : unsi gned i nteger
Length: an octet
Val ue: 1

Sour ce:
normal i zati on

| Metric Type| Level | For mat | Lengt h| Val ue| Sour ce|
8bits 2bits 1bit 3bits 8bits 3bits

Figure 8: Exanple of a nornmalized L2 netric

The single nornmalized value also facilitates aggregation across
mul ti ple service instances. Wen each instance provides its own
normal i zed val ue, no additional statistical processing is required at
the instance |level. Instead, aggregation can be perforned externally
usi ng standardi zed nmet hods, enabling scal abl e and consi st ent
interpretation of netrics across distributed environnents.

5. Conparison anpong Metric Levels

Metrics are progressively consolidated fromLO to L1 to L2, with each
| evel offering a different degree of abstraction to address the

di verse requirenments of various services. Table 1 provides a
conparative overview of these netric |evels.

[ ool oo ool el oo el oo 1}
| Level | Encoding | Extensibility | Stability | Accuracy |
I | Conplexity | I I I
S ittty e ey e el el Sl
| Level | High | Low | Low | High |
|0 | I I I I
+------- R i R R i +
| Level | Medium | Medium | Medium | Medium |
1 I I I I
+------- I I i I I +
| Level | Low | High | High | Medium |
2 | I I I I
+------- R i R R i +

Tabl e 1: Conparison anmong Metrics Levels
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Since Level O nmetrics are raw and service-specific, different
services may define their own sets---potentially resulting in
hundreds or even thousands of unique nmetrics. This diversity

i ntroduces significant conplexity in protocol encodi ng and
standardi zati on. Consequently, LO netrics are generally confined to
bespoke inplementations tailored to specific service needs, rather
than being standardi zed for broad protocol use. |In contrast, Level 1
metrics organi ze raw data i nto standardi zed categories, each
normalized into a single value. This structure makes them nore
suitable for protocol encoding and standardi zation. Level 2 netrics
take sinplification a step further by consolidating all rel evant
information into a single normalized val ue, making themthe easiest
to encode, transmit, and standardize

Therefore, fromthe perspective of encoding complexity, Level 1 and
Level 2 netrics are recomended.

When considering extensibility, Level O netrics all ow new services to
define their own customnetrics. However, this flexibility requires
correspondi ng protocol extensions, and the proliferation of metric
types can introduce significant overhead, ultimately reducing the
protocol’s extensibility. |In contrast, Level 1 nmetrics introduce
only a limted set of standardized categories, naking protoco

ext ensi ons nore manageable. Level 2 netrics go even further by
consolidating all information into a single normalized val ue, placing
the | east burden on the protocol

Therefore, froman extensibility standpoint, Level 1 and Level 2
metrics are recomended.

Regarding stability, Level O raw nmetrics may require frequent

prot ocol extensions as new nmetrics are introduced, |leading to an
unst abl e and evol ving protocol format. For this reason,

standardi zing LO netrics within the protocol is not recommended. In
contrast, Level 1 netrics involve only a limted set of predefined
categories, and Level 2 netrics rely on a single consolidated val ue,
both of which contribute to a nore stable and nai ntai nabl e protoco
desi gn.

Therefore, froma stability standpoint, Level 1 and Level 2 netrics
are preferred.
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In conclusion, for CATS, Level 2 metrics are recomended due to their
simplicity and m ni mal protocol overhead. |If nore advanced
schedul ing capabilities are required, Level 1 nmetrics offer a
bal anced approach wi th nanageabl e conplexity. Wile Level 0 netrics
are the nost detail ed and dynami c, their high overhead nakes them
unsui table for direct transm ssion to network devices and thus not
recommended for standard protocol integration.
6. CATS L2 Metric Registry Entry
This section gives an initial Registry Entry for the CATS L2 netric.
6.1. Summary
This category includes multiple indexes to the Registry Entry: the
element ID, Metric Nanme, URI, Metric Description, Metric Controller,
and Metric Version.
6.1.1. ID(ldentifier)

| ANA has allocated the Identifier 1 for the Named Metric Entry in
Section 5. See Section 5.1.2 for mapping to Nanes.

6.1.2. Nane
Nor m Passi ve_CATS- L2_RFCXXXXsecY_Uni tl ess_Si ngl et on
Nam ng Rul e Expl anation
* Norm Metric type (Nornalized Score)
* Passive: Measurenent nethod
* CATS-L2: Metric level (CATS Metric Framework Level 2)

*  RFCXXXXsecY: Specification reference (To-be-assi gned RFC nunber
and section nunber)

* Unitless: Metric has not units
* Singleton: Metric is a single value
6.1.3. UR

To- be- assi gned.
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6.1.4. Description
This metric represents a single normalized score used within CATS
It is derived by aggregating one or nore CATS LO and/or L1 netrics,
followed by a normalization process that produces a unitless val ue.
The resulting score provides a concise assessnent of the overal
capability of a service instance, enabling rapid conpari son across
i nstances and supporting efficient traffic steering deci sions.

6.1.5. Change Controller
| ETF

6.1.6. Version
1.0

6.2. Metric Definition

6.2.1. Reference Definition
[I-D.ietf-cats-netric-definition] Core referenced sections:
Section 3.4 (L2 Level Metric Definition), Section 4.2 (Aggregation
and Normal i zation Functions)

6. 2. 2. Fi xed Par aneters

* Nornmalization score range: 0-10 (0 indicates the poorest
capability, 10 indicates the optimal capability)

* Data precision: deciml nunber (unsigned integer)

6.3. Method of Measurenent
This category includes colums for references to relevant sections of
the RFC(s) and any suppl enental information needed to ensure an
unanbi guous net hod for inpl enentations.

6.3.1. Reference Mt hods
Raw Metrics collection: Collect LO service and conpute raw netrics
usi ng platform specific managenent protocols or tools (e.qg.,
Promet heus [ Pronet heus] in Kubernetes). Collect LO network
performance raw nmetrics using existing standardi zed protocols (e.qg.,
NETCONF [ RFC6241], |PFI X [ RFC7011]).

Aggregation logic: Refer to [I-D.ietf-cats-nmetric-definition]
Section 4.2.1 (e.g., Weighted Average Aggregation).
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Normal i zation logic: Refer to [I-D.ietf-cats-metric-definition]
Section 4.2.2 (e.g., Signoid Normalization).

The reference nethod aggregates and normalizes LO netrics to generate
L1 metrics in different categories, and further calculates a L2
singl eton score for full normalization

6.3.2. Packet Stream Generation
N A

6.3.3. Traffic Filtering (Cbservation) Details
N A

6.3.4. Sanpling Distribution

Sanpl i ng nmethod: Continuous sanpling (e.g., collect LO netrics every
10 seconds)

6.3.5. Runtime Paraneters and Data Format
CATS Service Contact Instance ID (CSCl-1D): an identifier of CATS
service contact instance. According to [I-D.ietf-cats-franework], a
uni cast | P address can be an exanple of identifier. (format: ipv4-
addr ess- no-zone or ipv6-address-no-zone, conplying with [ RFC6991])

Service_Instance | P: Service instance | P address (format: ipv4-
addr ess- no-zone or ipv6-address-no-zone, conplying with [ RFC6991])

Measur ement _W ndow. Metric measurenent tine wi ndow (Units: seconds,
mlliseconds; Format: uint64; Default: 10 seconds)

6.3.6. Roles
C-SMA: Collects LO service and conpute raw netrics, and optionally
calculates L1 and L2 metrics according to service-specific
strat egi es.
C-NMA: Col l ects LO network perfornance raw netrics, and optionally
calculates L1 and L2 netrics according to service-specific
strat egi es.

6.4. Cutput

This category specifies all details of the output of neasurenents
using the netric.
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1. Type
Si ngl et on val ue
2. Reference Definition

Qutput format: Refer to [I-D.ietf-cats-metric-definition]
Section 4.4.3

Score semantics: 0-3 (Low capability, not reconmmended for steering),
4-7 (Medium capability, optional for steering), 8-10 (High
capability, priority for steering)

3. Metric Units
Unitl ess
4, Calibration

Calibration nmethod: Conduct benchmark calibration based on standard
test sets (fixed workload) to ensure the output score deviation of
C-SMA and CNMA is lower than 0.1 (one abnormal score in every ten
test rounds).

Admini strative Itens
1. Status
Current

2. Requester

To- be- assgi ned

3. Revision

1.0

4. Revision Date

2026- 01- 20

5. Conments and Remarks

None
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7.

10.

10.

I mpl ement ati on Cui dance on Using CATS Metrics

<Authors’ Note: This section has been noved to
[I-D.ietf-cats-franework] at the suggestion of the chairs, since this
docunent focuses primarily on netric definitions rather than

i npl ementation details.>

Security Consi derations
TBD
I ANA Consi derations
TBD
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Appendi x A.  Appendi x A
A.1. Level O Metric Representation Exanples

Several definitions have been devel oped within the conpute and
conmmuni cation industries, as well as through various standardi zation
efforts---such as those by the [DMIF]---that can serve as LO netrics.
This section provides illustrative exanples.

A.1.1. Conpute Raw Metrics

Thi s section uses CPU frequency as an exanple to illustrate the
representation of raw conpute netrics. The netric type is |abeled as
comput e_CPU frequency, with the unit specified in GHz. The format
shoul d support both unsigned integers and floating-point values. The
corresponding netric fields are defined as foll ows:

Basic fields:
Metric Type: conpute_ CPU frequency
Level : LO
Format : unsigned integer, floating point
Unit: Gz
Length: four octets
Val ue: 2.2
Sour ce:
noni nal

| Metric Type| Level | Format| Unit|Length| Val ue| Source|
8hits 2bits 1bit 4bits 3bits 32bits 3bits

Figure 9: An Exanple for Conpute Raw Metrics
A.1.2. Conmmunication Raw Metrics

This section takes the total transmitted bytes (TxBytes) as an

exanpl e to show the representati on of comruni cation raw netrics.
TxBytes are naned as "communi cation type TxBytes". The unit is Mega
Bytes (MB). Format is unsigned integer or floating point. It wll
occupy 4 octets. The source of the metric is "Directly neasured" and
the statistics is "nmean". Exanpl e:
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Basic fields:
Metric type: "communi cation type_TXBytes"

Level : LO
Format : unsigned integer, floating point
Unit: MB
Length: four octets
Val ue: 100
Sour ce

Directly measured
Statistics:
nean

| Metric Type| Level | Format| Unit|Length| Val ue| Source| Statistics]|
8bits 2bits 1bit 4bits 3bits 32bits 3bits 2bits

Figure 10: An Exanpl e for Comruni cation Raw Metrics
A 1.3. Delay Raw Metrics

Delay is a kind of synthesized netric which is influenced by
computing, storage access, and network transm ssion. Usually del ay
refers to the overal processing duration between the arrival tine of
a specific service request and the departure tinme of the
correspondi ng service response. It is named as "delay raw'. The
format shoul d support both unsigned integer or floating point. Its
unit is mcroseconds, and it occupies 4 octets. For exanple:

Basic fields:
Metric type: "delay_raw'
Level : LO
Format: unsigned integer, floating point
Unit: M crosecond(us)
Length: four octets
Val ue: 231.5

Sour ce:
aggregation

Statistics:
max

| Metric Type| Level | Format| Unit|Length| Value| Source| Statistics|
8hits 2bits 1bit 4bits 3bits 32bits 3bits 2bits

Figure 11: An Example for Delay Raw Metrics
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