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Abst ract

Et hernet VPN (EVPN) provides all-active multi-hom ng for Customer

Equi pnent (CE) devices connected to nmultiple Provider Edge (PE)

devi ces, enabling equal cost |oad bal ancing of both bridged and
routed traffic across the set of nmulti-hom ng PEs. However, existing
procedures inplicitly assume equal access bandwi dth distribution
among the nulti-hom ng PEs, which can constrain |link additions or
renoval s and may not handl e unequal PE-CE |ink bandw dth foll ow ng
link failures. This docunent specifies extensions to EVPN procedures
to support weighted nmulti-pathing in proportion to PE-CE |ink
bandwi dt h or operator-defined weights, thereby providing greater
flexibility and resilience in multi-hom ng depl oynents. The
extensions include signaling mechanisns to distribute traffic across
egress PEs based on relative bandwi dth or weight, and enhancenents to
Br oadcast, Unknown Unicast, and Multicast (BUM designated forwarder
(DF) election to achieve weighted DF distribution across the nulti-
hom ng PE set.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.
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Internet-Drafts are draft documents valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 13 Septenber 2026.
Copyright Notice

Copyright (c) 2026 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Legal
Provisions Relating to | ETF Documents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these docunents carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded without warranty as described in the Revised BSD License.
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1. Introduction

In an Ethernet VPN (EVPN) Integrated Routing and Bridging (IRB)
overlay network, as described in [RFC9135], a Custoner Edge (CE)
device may be nulti-honed to nmultiple Provider Edge (PE) devices
using EVPN al |l -active multi-homng. |n such deploynents, both
bridged and routed traffic fromingress PEs can be equally | oad
bal anced across the set of egress PEs, as follows:

* Equal - Cost Multipath (ECWP) | oad bal ancing for bridged unicast
traffic is provided through the aliasing and nass-wi t hdraw
procedures defined in [ RFC7432].

* ECMP | oad bal ancing for routed unicast traffic is provided through
exi sting Layer 3 ECMP nechani sns.

* Load sharing of bridged Broadcast, Unknown Unicast, and Multicast
(BUM traffic on local ports is provided through the EVPN
Desi gnat ed Forwarder (DF) el ection procedures defined in
[ RFC7432] .

These | oad- bal anci ng and DF el ection procedures inplicitly assune an
equal distribution of access bandw dth between the CE and each of the
egress PEs. Under this assunption, renote traffic is evenly
distributed across all egress PEs. However, this assunption can be
restrictive in operational environnments, particularly when addi ng or
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removing menber links in a nulti-honed Link Aggregation G oup (LAG
as specified in [I EEE802. 1AX], and can be violated in the presence of
i ndi vidual PEZEFIE |ink failures.

Thi s docunent specifies procedures to support unequal access
bandwi dt h distribution across a set of egress PEs. The objective is
to provide greater operational flexibility when nodifying PEZFE
connectivity and to enable nore efficient traffic distribution
following PEEWE link failures.

Readers interested in design alternatives considered during the
devel opnment of this specification, in particular regarding the reuse
of existing extended community formats, are encouraged to refer to
Appendi x A

1.1. PE-CE Link Provisioning

e e e e e oo +
| Underlay Network Fabric|
o e e e e e a oo +
+----- + +----- +
| PE1 | | PE2
+----- + +----- +
\ /
\' ES-1/
\ /
H---/+
|\ 7
+--4- -+
I
CEl
Figure 1
Figure 1 illustrates an EVPN al |l -active multi-homng topology in

which CE1l is dual -homed to egress PE1 and egress PE2. Each PE is
connected to CEl by a single nmenmber |ink of equal bandw dth,
resulting in an equal access bandw dth distribution across the two
PEs. As described in [RFC7432], [RFC8584], and [RFC9135], existing
EVPN procedures enabl e equal -cost | oad bal anci ng of both bridged and
routed traffic across the set of egress PEs under this assunption.

When equal access bandwi dth distribution is maintained, increasing

the aggregate PEZ FIE bandwi dth requires symetric provisioning of
additional links to each egress PE. Consequently, for a dual - honmed
CE, the total nunber of PEZEIE |inks nust be provisioned in nmultiples
of two (e.g., 2, 4, 6). Simlarly, for a CE multi-honmed to "n" PEs,
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the total number of PEZENIE physical |inks nmust be an integer nultiple
of "n". Wile this approach is feasible for small values of "n", it
can becone operationally restrictive as the nunber of nulti-hom ng

PEs increases.

Qperationally, a provider may wish to increase PEZE W E bandwidth in
arbitrary increments. For exanple, in the topol ogy shown in

Figure 1, a provider may choose to add an additional link to PEl
only, thereby increasing the aggregate access bandwi dth to CEl

wi t hout symmetrically augnenting connectivity to PE2. Al though

exi sting EVPN all-active procedures do not explicitly prohibit such
asymetric access bandwi dth distributions, they assunme equal - cost
forwarding toward the multi-homed CE. As a result, remote PEs may
continue to distribute traffic approximtely evenly across PE1 and
PE2, despite the reduced access bandwi dth toward CE1 via PE2.

This m smatch between traffic distribution and avail abl e access

bandwi dth may | ead to congestion and packet |oss on the PE2Z I EL |i nk.
To avoid such conditions, traffic destined for a nmulti-honmed CE needs
to be distributed across egress PEs in proportion to their respective
access bandw dt hs.

1.2. PE-CE Link Failures

Unequal PEZFIE access bandwi dth distribution may al so arise during
normal operation following a PEESE link failure, even when PEENIE
links are initially provisioned to provide equal bandw dth
distribution across the nulti-hom ng PEs.

\\ /1
\\ ES-11//
\\ /X
H\---//+
| \\ /7 |

R T

I
CE1

Figure 2

Mal hotra, et al. Expi res 13 Septenber 2026 [ Page 5]



I nternet-Draft EVPN Wei ghted Ml ti - Pat hi ng March 2026

Figure 2 illustrates a scenario in which CE1 is nulti-honed to egress
PE1 and egress PE2 using a LAG wth two nenber |inks connecting CEl
to each PE. Upon failure of a single PE2% flE1 physical link, the

Et hernet Segment (ES-1) on PE2 remmi ns operational; however, the

ef fective access bandwi dth toward CEl via PE2 is reduced by half.

Wth existing EVPN ECVMP procedures, both PE1 and PE2 may continue to
attract approxi mately equal amunts of traffic fromrenmpte PEs,

despite PE1 having twi ce the avail abl e access bandw dth toward CE1.

In this case, where the effective access bandwi dth distribution
between PE1 and PE2 is 2:1, traffic destined for CELlL should be
distributed across the two PEs in the sane proportion in order to
avoi d congestion and packet | oss on the PE2EWIEL links within the LAG

As a mitigation, sone deploynents use the LAG mninumlink feature to
force the LAG interface down upon nenber link failure. Wile this
approach avoi ds asymretric bandwi dth conditions, it also results in
unnecessary | oss of avail able bandwidth and is therefore
operationally subopti rmal

1.3. Design Requirenent

e +
| Underl ay Network Fabric|
o +
+--- - - + +--- - - + +--- - - + +--- - - +
| PE1 | | PE2 | ..... | PEX | | PEn |
+--m o= + +--m o= + +--m o= + +--m o= +
\ \ 11 11
\ L1 \ L2 Il Lx I/ Ln
\ \ I I
o\ o - L I []-+
|\ \' ES-1 // I
o m e e e e e e e e e eee o on +
I
CE
Figure 3

To generalize, consider a CE for which the total access bandwidth is
distributed across "n" egress PEs, where "Lx" represents the
aggregat e bandwi dth between the CE and egress PEx. Traffic from

i ngress PEs destined for the CE needs to be | oad bal anced across the
set of egress PEs [PEl, PE2, 8 7, PEn] in proportion to their
respective access bandwi dths. Specifically, the fraction of unicast
and Broadcast, Unknown Unicast, and Multicast (BUM traffic serviced
by egress PEx is:
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Lx / (L1 + L2 + ... + Ln)

Figure 3 illustrates a scenario in which egress PEl through PEn are
connected to a nmulti-honmed Ethernet Segnent. However, the
requirenent described in this sectionis not limted to physica

Et hernet Segrments. It equally applies to virtual Ethernet Segnents
(vES) defined in [RFC9784] and to nulti-honed subnets advertised
using EVPN | P Prefix routes defined in [ RFC9136].

The solution specified in this docunent defines extensions to

exi sting EVPN procedures to satisfy the above requirenent. The
foll owi ng assunpti ons apply to the procedures described herein:

* For procedures related to bridged unicast and BUMtraffic, EVPN
all-active multi-hom ng is assuned.

* Procedures related to bridged unicast and BUMtraffic apply to
both aliasing and non-aliasing nodes, as defined in [ RFC7432].

2. Requirements Language and Term nol ogy
The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMMVENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in BCP
14 [RFC2119] [RFCB174] when, and only when, they appear in all
capitals, as shown here.
*  BW BandWdth
* LAG Link Aggregation G oup
* ES: Ethernet Segnent as defined in [ RFC7432]
* ESI: Ethernet Segnment ID as defined in [ RFC7432]
* VES: Virtual Ethernet Segnment as defined in [ RFC9784]

* EVI: Ethernet virtual Instance, this is a nac-vrf, as defined in
[ RFC7432]

* RT-1. EVPN Route Type 1 as defined in [ RFC7432]
* RT-2: EVPN Route Type 2 as defined in [ RFC7432]
* RT-5: EVPN Route Type 5 as defined in [ RFC9136]

* PE: Provider Edge Router
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* Path-List: A forwarding object used to | oad-bal ance routed or
bridged traffic across nultiple forwardi ng paths.

* Access Bandwi dt h: Bandwi dth of PE-CE |inks in an Ethernet Segnent

* Egress PE: In the context of an Ethernet Segment or a route, this
is the PE that advertises a locally attached Ethernet Segnent RT-
1, or a locally attached host or prefix route (RT-2, RT-5)

* |Ingress PE: In the context of an Ethernet Segnent or a route, this
is the receiving PE that |earns renote Ethernet Segnent RT-1 and/
or host and prefix routes (RT-2, RT-5) fromthe Egress PE

* | MET: Inclusive Miulticast Route as defined in [ RFC7432]
* DF: Designated Forwarder as defined in [ RFC7432]
* BDF: Backup Designated Forwarder as defined in [ RFC8584]
* DCl: Data Center |nterconnect Router

3. Solution Overview

To enabl e wei ghted | oad bal anci ng of overlay unicast traffic toward
an ES or VES, this docunment |everages the Ethernet A-D per ES route
(EVPN Route Type 1) to signal an ES weight to ingress PEs. Signaling
the ES weight via the Ethernet A-D per ES route provides a service-
and host-independent nmechani smthat dynam cally reflects changes in
access bandwi dth or the nunber of PEEE links. |Ingress PEs that
compute MAC path |ists based on global and aliasing Ethernet A-D
routes can therefore construct weighted | oad bal ancing path lists
proportional to the relative access bandw dth advertised by each
egress PE.

Wei ghted | oad bal ancing of overlay BUMtraffic is achieved by using
the EVPN ES route (EVPN Route Type 4) to signal the ES weight to
egress PEs within the ES redundancy group. This information is used
to influence per-service DF election, allowi ng egress PEs to perform
service carving in proportion to their relative ES weights.

Unequal | oad bal ancing toward multi-homed subnets is supported by
advertising the correspondi ng wei ght together with the EVPN | P Prefix
routes associated with the subnet.

The detail ed procedures for these mechani snms are specified in the
fol |l owi ng secti ons.
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4.

EVPN Li nk Bandw dt h Ext ended Conmunity

Thi s docunent defines a new EVPN Li nk Bandw dt h Extended Community to
support the solution described herein.

* The extended community is of Type 0x06 (EVPN Extended Conmunity
Sub- Types) .

* The Sub-Type value 0x10 is allocated for the EVPN Li nk Bandw dth
Ext ended Community.

* The EVPN Li nk Bandwi dth Extended Community is defined as
transitive.

* The EVPN Link Bandw dth Extended Community is applicable only to
EVPN AFI / SAFI .

Encodi ng and Usage

The EVPN Li nk Bandw dth Extended Community is used to advertise the
aggregate access bandw dth of all physical |inks between an egress PE
and an Ethernet Segnent. The value is expressed as an unsi gned

i nteger representing nmegabits per second (Mips). Since the |oad-

bal anci ng procedures defined in this docunent operate on relative

wei ghts, the value MAY alternatively be used as a generalized wei ght
(e.g., link count, locally configured weight, or a value derived from
ot her operational considerations).

To enabl e unanbi guous interpretation and to reduce the risk of
provisioning errors, one octet of the six-octet extended conmunity
value field is used to explicitly indicate whether the remaining five
octets encode |ink bandwi dth in Mips or a generalized weight. The
EVPN Li nk Bandw dt h Ext ended Community is encoded as foll ows:

0 1 2 3

01234567890123456789012345678901
T e L o o o e i i s it NN R SR S B S
| Type | Sub- Type | Value-Units | |
i T S S O S i o S +
| Val ue- Wi ght |
e L o i T e e th o i R SR S

Fi gure 4

The Val ue-Weight field is encoded as a 5-octet unsigned integer, in
network byte order, with a valid range of 0 to 2*40uf.

The Value-Units field is encoded as foll ows:
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* 0x00: Weight expressed in Mps (default)
* 0x01: Generalized weight expressed in units other than Mps

General i zed weight units are intentionally left unspecified to allow
flexibility across different applications without requiring
addi ti onal encodings. |nplenentations MJUST support the default unit
of Mips. Support for generalized weight values is OPTIONAL. No
other Value-Units code points are defined at this time. Please refer
to section 10.3 for a new | ANA regi stry that has been requested for

t hi s.

4.1.1. BCGP Error Handling

The foll owi ng error-handling procedures apply to the processing of
the EVPN Li nk Bandwi dt h Ext ended Community:

* Val ue-Units Consistency: Wen an EVPN Li nk Bandwi dt h Ext ended
Community is received with a route, a PE MIUST verify that the
Val ue-Units field is the same across all paths associated with
that route. For Route Types 1 (RT-1) and 4 (RT-4), if the
receiving PE is also a nenber of the correspondi ng Ethernet
Segnent, it MJST additionally verify that the received Value-Units
value is the sanme as its locally configured Value-Units for that
Et hernet Segment. |f any inconsistency is detected, the extended
community MJST be ignored for all paths associated with the route.

* Miltiplicity: A PE MUST ensure that at npst one instance of the
EVPN Li nk Bandw dth Extended Community is sent per path. |If nore
than one instance is present, the receiving PE MIST ignore the
extended comunity for all paths associated with the route.

*  Non-Zero Val ue-Weight: Only non-zero Val ue- Wi ght val ues are
considered valid. |[If a Value-Wight value of zero is received on
any path, the extended conmmunity MJST be treated as invalid and
ignored for all paths associated with the route.

* Unsupported Value-Units: If a PE receives a Value-Units val ue that
it does not support, the EVPN Link Bandw dth Extended Comunity
MUST be ignored and MJUST NOT be used for | oad-bal anci ng purposes.

* Invalid or Mssing Extended Community: If the EVPN Li nk Bandwi dt h
Ext ended Community is not received on any path, or is determ ned
to be invalid on any path for any of the reasons |isted above, it
MJST be ignored for all paths associated with the route. 1In such
cases:
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- For RT-1, regular EVPN ECMP procedures apply to all routes
associated with the Ethernet Segnent.

- For RT-4, regular DF election procedures based on the
negoti ated DF capability wi thout the EVPN Li nk Bandwi dth
extensions apply to the Ethernet Segnent.

- For RT-5, regular ECMP procedures apply to the IP Prefix route.
A sysl og message [ RFC5424] SHOULD be generated indicating the
reason why the extended conmunity was ignored.

* Unexpected Route Types: This docunment specifies the use of the
EVPN Li nk Bandw dt h Extended Community only with per-ES RT-1, RT-
4, and RT-5 routes. |If the extended comunity is received with
any other EVPN route type, including per-[ES, EVI] RT-1 or RT-2
routes, it MJST be ignored, and a syslog nessage [ RFC5424] SHOULD
be generated indicating the reason. This however, does not
preclude future extensions to use the EVPN Li nk Bandw dt h Ext ended
Community with other route types.

Wei ght ed Uni cast Traffic Load-bal ancing to an Ethernet Segnent
.1. Egress PE Behavi or

A PE that is part of an Ethernet Segment’s redundancy group MJUST
advertise an additional "EVPN |Iink bandw dth" extended comunity wth
Et hernet A-D per ES route (EVPN Route Type 1), that carries total
bandwi dth of PE s physical links in an Ethernet Segnent or a
generalized weight. The EVPN |ink bandw dth extended conmunity
defined in this docunment is used for this purpose.

EVPN | i nk bandw dt h extended conmmunity MJUST NOT be attached to per-
EVI RT-1 or to EVPN RT-2 as it is a physical ESI property and hence
advertised per-ESI.

.2. Ingress PE Behavior

For all paths that are accepted by BGP and installed in the RIB as
forwardi ng paths, once Value-Units consistency has been successfully
val i dated, the ingress PE SHOULD use the received Val ue- Wi ght from
each egress PE to derive a relative (nornalized) weight per egress PE
for the ES. These normalized wei ghts SHOULD t hen be used to
construct a weighted forwardi ng path-list for |oad bal anci ng, instead
of using an ECWP path-list. The conputation of egress PE weights and
the resulting weighted path-list at the ingress PEis a |oca

i npl ementation natter.
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An exampl e conputation algorithmis shown below for illustrative
pur poses.

Let:
L(x,y) denote the |link bandw dth advertised by egress PE-x for ES-y
WXx,y) denote the normalized weight assigned to egress PE-x for ES-y

H(y) denote the highest common factor (HCF) of [L(1,y), L(2,y), - ,
L(n,y)]

The normal i zed wei ght assigned to egress PE-x for ES-y may be
comput ed as:

WX, y) = L(x,y) /I Hy)

For a MACHl P Advertisenent Route (EVPN Route Type 2) received for ES-
y, the ingress PE conmputes a MAC and | P forwarding path-1ist weighted
according to the normalized wei ghts defined above.

As an exanple, consider a CE device multi-honmed to PE-1, PE-2, and
PE-3 via physical links of 2 Gops, 1 Gops, and 1 Gbps respectively,
as part of a LAG represented by ES-10:

L(1,10) = 2000 Mops
L(2,10) = 1000 Mops
L(3,10) = 1000 Mops
H(10) = 1000

The resulting nornalized wei ghts are:

W1,10) = 2
W2, 10) = 1
W3,10) =1

For a renote MAC+l P host route associated with ES-10, the resulting
forwarding path-list is therefore be conputed as:

[PE-1, PE-1, PE-2, PE-3]

i nstead of:
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[PE-1, PE-2, PE-3]

This results in traffic destined to ES-10 bei ng | oad- bal anced across
the egress PEs in proportion to the bandw dth advertised for ES-10 by
each egress PE.

If the received bandw dth values do not yield a suitable HCF that
al | ows programm ng reasonabl e i nteger weights in hardware, an

i mpl ement ati on MAY apply alternative approxi mati on or rounding
met hods to derive inplenentable weight val ues.

If a per-ES Route Type 1 is not advertised, or is wthdrawn, by an
egress PE as specified in [RFC7432], that egress PE MJST be renoved
fromthe forwarding path-list for the corresponding [EVI, ES], and
the weighted path-1ist MJST be reconputed accordingly.

If a per-ES Route Type 1 is not advertised, or is wthdrawn, by an
egress PE as specified in [RFC7432], that egress PE is renmpved from
the forwarding path-list for the corresponding [EVI, ES]. If a
per-[ES, EVI] Route Type 1 is not advertised by an egress PE as
specified in [RFC7432], that egress PE is not included in the
forwarding path-list for the corresponding [EVI, ES]. |In these
cases, the weighted path-list MJST be conputed using only the weights
received fromegress PEs that advertised the per-[ES, EVI] Route Type
1. Any change in the path-1ist because of per-ES Route Type 1 or
per-[ES, EVI] Route Type 1 being withdrawn by a PE also results in
the wei ghted path-1ist being recomputed.

6. Weighted BUM Traffic Load-Sharing across an Ethernet Segnent

Optionally, |oad-sharing of per-service DF roles, weighted by the
relative link bandwi dth contribution of each egress PE within a
mul ti-homed ES, may be support ed.

To enabl e this behavior, this docunent defines a new DF El ection
Capability, as specified in [ RFC8584], called BW (Bandw dt h Wi ght ed
DF El ection). The BW Capability MAY be used in conjunction with

sel ected DF El ection Types, as described in the foll ow ng sections.

6.1. The BWCapability in the DF El ecti on Extended Conmunity
[ RFC8584] defines a new extended comunity for PEs within a
redundancy group to signal and agree on uniform DF El ecti on Type and
Capabilities for each ES. This docunent introduces a new bit in the
DF El ection Capabilities registrydefined by [ RFC8584]:

Bit 4. BW (Bandwi dth Wi ghted DF El ection)
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When an ES route is advertised with the BWhbit set, the advertising
egress PE indicates its desire for |ink-bandwi dth information to be
considered in the DF Election algorithmspecified by the associ ated
DF Type.

As specified in [ RFC8584], all egress PEs associated with an ES MJST
advertise identical DF Election Capabilities and the same DF Type.

If this condition is not met, all PEs MJUST revert to the default DF
El ection procedure defined in [ RFC7432].

The BW Capability MAY be advertised with the followi ng DF Types:
* Type 0: Default DF Election algorithm as specified in [ RFC7432]

*  Type 1: Hi ghest Random Wi ght (HRW algorithm as specified in
[ RFC8584]

* Type 2: Preference-based DF Election algorithm as specified in
[ RFC9785]

* Type 4: HRWper-nulticast-flow DF Election algorithm as specified
i n [ EVPN- PER- MCAST- FLOW DF]

The foll owi ng sections describe the nodifications to the DF El ection
procedures for these DF Types when the BWCapability is in use. Any
new DF el ection types introduced in the future are expected to
specifiy their working with the BWcapability.

6.2. BWZCapability and Default DF Election Al gorithm

When all PEs in an Ethernet Segment agree to use the BWCapability
with DF Type 0, the Default DF El ection procedure defined in
[ RFC7432] is nodified as foll ows:

* Each egress PE MJST advertise an EVPN Li nk Bandwi dt h Ext ended
Conmunity along with the ES route to signal the PECE |ink
bandwi dt h associated with the ES.

* A receiving PE MIST use the EVPN Link Bandw dt h Ext ended Community
received fromall egress PEs to conpute a relative (normalized)
wei ght for each egress PE within the ES.

* The DF El ection procedure MJIST use the resulting weighted Iist of
candi dat e egress PEs when conmputing the per-VLAN Desi gnat ed
Forwar der, such that DF roles are distributed in proportion to the
nornal i zed wei ghts.
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As a result, a given PE MAY appear nultiple times in the DF candidate
list. Consequently, the value N used in the (V nod N) operation
defined in [ RFC7432] MJST be interpreted as the total nunber of
ordinals in the weighted candidate |ist, rather than the total nunber
of distinct egress PEs in the ES.

Using the example from Section 5.2, the DF candidate |ist becones:
[PE-1, PE-1, PE-2, PE-3]

For a given VLAN-a on ES-10, the DF is conputed as (VLAN-a nod 4).
This results in DF role assignnent across PE-1, PE-2, and PE-3 in
proportion to their normalized weights for ES-10.

6.3. BWZCapability and HRWDF El ection algorithm (Type 1 and 4)

[ RFC8584] introduces Hi ghest Random Wi ght (HRW al gorithm (DF Type
1) for DF election in order to solve potential DF election skew
dependi ng on Ethernet tag space distribution. [EVPN PER-MCAST-FLOM
DF] further extends HRWal gorithm for per-nulticast flow based hash
comput ations (DF Type 4). This section describes extensions to HRW
Al gorithm for EVPN DF El ection specified in [ RFC8584] and in [ EVPN-
PER- MCAST- FLOMDF] in order to achieve DF el ection distribution that
is weighted by |ink bandw dth.

6.3. 1. BW I ncr enent

A new variable called "bandwidth increment” is conputed for each [PE,
ES] advertising the ES |ink bandw dth extended community as foll ows:

In the context of an ES,
L(i) = Link bandwi dth advertised by PE(i) for this ES

| owest |ink bandwi dth advertised across all PEs for this ES

Lmn

Bandwi dth increment, "b(i)" for a given PE(i) advertising a link
bandwi dth of L(i) is defined as an integer val ue conputed as:

b(i) = L(i) / Lmn

As an exanpl e,

with L(1) = 10, L(2) = 10, L(3) = 20

bandwi dt h i ncrenent for each PE woul d be conputed as:

b(1) =1, b(2) =1, b(3) =2
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with L(1) = 10, L(2) = 10, L(3) = 10
bandwi dt h i ncrenent for each PE woul d be conputed as:
b(1) =1, b(2) =1, b(3) =1

Note that the bandwi dth increment MJST al ways be an integer,
including, in an unlikely scenario of a PE s |link bandw dth not being
an exact nultiple of Lmin. |If it computes to a non-integer val ue
(including as a result of link failure), it MJST be rounded down to
an integer.

2. HRWHash Conputations with BWIncrenent

HRW al gorithm as described in [ RFC8584] and in [ EVPN- PER- MCAST- FLOW
DF] conputes a random hash val ue for each PE(i), where, (0 <i <= N),
PE(i) is the PE at ordinal i, and Address(i) is the |IP address of
PE(i) .

For "N PEs sharing an Ethernet segment, this results in’'N
candi dat e hash conputations. The PE that has the highest hash val ue
is selected as the DF.

We refer to this hash value as "affinity" in this document. Hash or
affinity conputation for each PE(i) is extended to be conputed one
per bandw dth increment associated with PE(i) instead of a single
affinity conputation per PE(i).

PE(i) with b(i) =], results inj affinity conputations:

affinity(i, x), where 1 < x <= j

This essentially results in nunber of candi date HRW hash conputati ons
for each PE that is directly proportional to that PE's relative
bandwi dth within an ES and hence gives PE(i) a probability of being
DF in proportion to it’s relative bandwi dth within an ES.

As an example, consider an ES that is multi-homed to two PEs, PEl1 and
PE2, with equal bandw dth distribution across PE1l and PE2. This
would result in a total of two candi date hash conputations:

af finity(PEL, 1)

affinity(PE2, 1)

Now, consider a scenario with PELl's |ink bandwi dth as 2x that of PE2.

This would result in a total of three candi date hash conputations to
be used for DF el ection:
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affinity(PEL, 1)
affinity(PEL, 2)
affinity(PE2, 1)

whi ch woul d give PE1 2/3 probability of getting elected as a DF, in
proportion to its relative bandwidth in the ES.

Dependi ng on the chosen HRWhash function, affinity function MJST be
extended to include bandwi dth increnent in the conputation.

For e.g.,

affinity function specified in [ EVPN- PER- MCAST- FLOWM DF] MJUST be
extended as follows to incorporate bandw dth increnment j:

affinity(S, GV, ESI, Address(i,j)) =
(1103515245. ((1103515245. Address(i).j + 12345) XOR
D(S, GV, ESl))+12345) (nmod 2731)

affinity or random function specified in [ RFC8584] MJST be extended
as follows to incorporate bandwi dth increnment j:

affinity(v, Es, Address(i,j)) = (1103515245((1103515245. Address(i). |
+ 12345) XOR D(v, Es))+12345) (nod 2/31)

6.4. BWGCapability and Preference DF El ection algorithm

This section applies to ES es where all the PEs in the ES agree use
the BW Capability with DF Type 2. The BWCapability nodifies the
Preference DF El ection procedure [ RFC9785], by addi ng the LBW val ue
as a tie-breaker as foll ows:

Section 4.1, bullet (f) in [RFC9785] is updated to now consider the
LBW val ue as bel ow

f) In case of equal Preference in two or nore PES in the ES, the tie-
breakers will be the DP (Don't Preenpt me) bit, the LBWval ue and the
lowest IP PE in that order. For instance:

* |f vESL paranmeters were [ Pref=500, DP=0, LBW1000] in PE1 and
[ Pref =500, DP=1, LBW2000] in PE2, PE2 would be el ected due to the
DP bit.

* |f VvESL paraneters were [ Pref=500, DP=0, LBW1000] in PE1 and

[ Pref =500, DP=0, LBW-2000] in PE2, PE2 would be elected due to a
hi gher LBW even if PE1l’s |P address is |ower.

Mal hotra, et al. Expi res 13 Septenber 2026 [ Page 17]



I nternet-Draft EVPN Wei ghted Ml ti - Pat hi ng March 2026

6
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7
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* The LBW exchanged val ue has no i npact on the Non-Revertive option
described in [ RFC9785] .

5. Cost-Benefit Tradeoff on Link Failures

Incorporating link bandwidth into the DF el ection process enables
more optimal distribution of BUMtraffic across the Iinks of an ES
However, doing so al so causes DF el ection outcones to change in
response to link failures or |ink bandw dth variations.

Qperators that do not wish to incur this | evel of DF election churn
SHOULD NOT advertise the BWCapability. In the absence of the BW
Capability, BuMtraffic distribution across the ES |inks may be
subopti mal ; however, this approach preserves DF election stability
while still allowi ng ingress PEs to apply wei ghted ECVP for unicast
traffic toward the set of egress PEs.

Addi ti onal Considerations
1. Real -tine Avail abl e Bandwi dt h

PE-CE |ink bandwi dth availability nay sonmetines vary in real-tine

di sproportionately across PE-CE links within a nmulti-honmed ES due to
various factors such as fl ow based hashing conbined with fat flows
and unbal anced hashing. Reacting to real-time available bandwidth is
not the intent of this document. The Val ue- Wi ght encoded in the
EVPN Li nk Bandw dt h Ext ended Community together with Val ue-Unit 0x00
MUST NOT be anything other than the fixed |ink bandwi dth.

When using Value-Unit 0x01, operators should be aware that too
frequent or dynam c re-adjustnent of advertised Val ue-Wight may | ead
to instability due to repeated weighted path-list reconputation and
DF el ection changes. Appropriate guards, such as danpeni ng or

hyst eresi s mechani sns SHOULD be consi dered when dynam ¢ Val ue- Wi ght
advertisenent is used together with Val ue-Unit 0x01

2. Wighted Load-bal ancing to Milti-honed Subnets

EVPN Li nk bandw dth extended conmunity may al so be used to achieve
unequal | oad-bal ancing of prefix routed traffic by including this
extended community in EVPN Route Type 5. When included in EVPN RT-5,
its value is to be interpreted as egress PE' s relative weight for the
prefix included in this RT-5. Ingress PE will then conpute the
forwarding path-list for the prefix route using weighted paths

recei ved fromeach egress PE. Since subnet prefixes in EVPN | RB
networks are not tied to a single physical |ink, EVPN Li nk bandw dth
ext ended community SHOULD be encoded with "Val ue-Units = 0x01" to
signal a generalized weight associated with the advertising PE
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7.3. \Wighted Load-bal anci ng without EVPN aliasing

[ RFC7432] defines per-[ES, EVI] RT-1 based EVPN aliasing procedure as
an optional procedure. In an unlikely scenario where an EVPN

i mpl ement ati on does not support EVPN aliasing procedures, NMAC
forwarding path-list at the ingress PE is conputed based on per-ES
RT-1 and RT-2 routes received fromegress PEs instead of per-ES RT-1
and per-[ES, EVI] RT-1 fromegress PEs. 1In such a case, only the

wei ghts received via per-ES RT-1 fromthe egress PEs included in the
MAC path-1list MJST be considered for weighted path-list conputation

7.4. EVPN IRB Multi-homing Wth Non-EVPN routing

EVPN- LAG based nulti-hom ng on an | RB gateway as specified in

[ RFC9135] may al so be depl oyed together with non-EVPN routing, such
as global routing or an L3VPN routing control plane. Key property
that differentiates this set of use cases from EVPN | RB use cases
di scussed earlier is that EVPN control plane is used only to enable
LAG i nterface based multi-hom ng and not as an overlay VPN contro
pl ane. Applicability of weighted ECVP procedures specified in this
docunent to these set of use cases is an area of further

consi derati on beyond the scope of this docunent.

7.5. EVPN Link Bandwi dt h Extended Comunity in Non- EVPN Networ ks

Thi s docunent considers usage and handling of EVPN Li nk Bandw dt h
Ext ended Community specified in this docunent with non-EVPN routes as
out of scope.

7. 6. Preference for EVPN Li nk Bandwi dth i n EVPN Net wor ks

It is possible that a non- EVPN Li nk Bandw dt h extended comrunity such
as [BGP-LINK-BW is | eaked froman IP or IPVPN route into an EVPN
RT-5 towards an EVPN network. [|f an EVPN PE receives an EVPN route
with both the EVPN Li nk Bandw dth extended conmunity specified in
thi s docunent and a non- EVPN Li nk Bandw dt h ext ended comunity such
as the one specified in [BGP-LINK-BW, it MJST as default behavior,
prefer the EVPN Link Bandw dt h extended community and handle it as
per procedures specified in this docunent. |In other words, any non-
EVPN Li nk Bandw dth extended community is to be ignored if an EVPN
route is received with the EVPN Li nk Bandwi dt h ext ended conmmunity
specified in this docunent. |f the EVPN Link Bandwi dt h extended
community is not received with all paths, error handling procedures
specified in section 4.1.1 apply. A PE MJUST NOT use a mx of EVPN
and non- EVPN ext ended comunity across different paths of the sane
prefix for the purpose of weighted ECMP conputation
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| mpl enent ati ons SHOULD provide a way to nodify the above default
| ocal preference order via optional provisioning.

7.7.

I nterworking with Non- EVPN net wor ks

In EVPN routing interworking use cases with | PVPN and | Pv4/ | Pv6
routing, it is not beneficial to preserve the EVPN Li nk Bandw dth
ext ended comunity from EVPN routes to non- EVPN routes as the next-
hop is rewitten when a prefix learnt via EVPN RT-5 is advertised
into IPVPN or IP routing networks. |Interworking procedures,

i ncluding preservation, cummulation or translation of EVPN Link
Bandwi dt h extended conmunity to address current or future use cases
are however considered beyond the scope of this document. In such
i nterwor ki ng scenarions, preservation behavior for EVPN extended
communities specified in section 5 of [EVPN-1PVPN] applies to EVPN
Li nk Bandw dt h extended community.

*

Oper ational Considerations

In order for the solution specified in this docunment to function
correctly, inplenmentation SHOULD ensure that EVPN Link Bandw dth
Ext ended Community is being advertised with sanme "Val ue-Units"
across all PEs. Operators SHOULD al so ensure through provisioning
and nonitoring that the sanme "Val ue-Units" are used across all PEs
associ ated with a given Ethernet Segnment or prefix.

Furt her, when a generalized weight option is used with "Val ue-
Units = 0x1", inplenmentation SHOULD ensure that the weights are
assigned to each PE in the same manner.

When a generalized weight is used, the operator MJST ensure sane
interpretation of the advertised val ue across all egress PEs
associated with the Ethernet Segnent.

I mpl enentati on SHOULD al ert the users via syslog [ RFC5424] when an
i nconsistency in "Value-Units" is detected across the PE set for a
gi ven ESI or prefix.

I mpl enent ati on SHOULD al so al ert users via syslog [RFC5424] if an

unreasonabl e di screpancy is detected across adverti sed BWor

wei ghts fromdifferent PEs, such that the inplenentation is unable
to conpute a weighted pathlist that can be programmed in hardware.
This could likely result fromdifferent units of weight used by

di fferent PEs.

Qperators are RECOMVENDED to nonitor the traffic flow distribution
and DF election distribution across the egress PE set to ensure
that the inplenentation is working as expected.
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10.

10.

10.

10.

Security Considerations

Security considerations discussed in [RFC7432] and [ RFC8584] apply to
this docunent. Methods described in this document further extend
signaling of multi-homed devices using ESI LAG They are hence

subj ect to sanme considerations if the control plane or data plane was
to be conpromised. As an exanple, if control plane is conpronised,
signaling of heavily skewed Link Bandwi dth Attributes could result in
all traffic to be directed towards one PE resulting in its host
facing links to be overloaded. Exposure to such an attack is limted
by suggested sysl ogs di scussed in Qperational Consideration section
Consi derations for protecting control and data plane described in

[ RFC7432] are equally applicable to signaling of Link Bandw dth
Attribute defined in this docunent.

| ANA Consi der ati ons
1. Bandwi dth Wighted DF El ection Capability

Thi s docunent requests IANA to allocate a bit in the "DF El ection
capabilities" that is setup by [ RFC8584], and resides within the BGP
Ext ended Communities registry group, with the foll ow ng suggested bit
numnber :

Bit 4: BW (Bandwi dth Wi ghted DF El ection)
2.  EVPN Link Bandw dth Extended Comunity

| ANA has assigned a sub-type value of 0x10 for the EVPN Link
bandwi dt h extended community, of type 0x06 (EVPN Extended Conmunity
Sub- Types) .

3.  EVPN Link Bandw dth Value Units Registry

I ANA is requested to set up a newregistry called "EVPN Link
Bandwi dt h Val ue Units" under "Border Gateway Protocol (BGP) Extended
Communi ties" for the 1-octet field in the EVPN Li nk Bandw dt h

Ext ended Community. New registrations will be nade through the "RFC
Requi red" procedure defined in [ RFC8126]. The followi ng are
suggested initial values in that registry exist:

Val ue Nare Ref er ence

0 Weight in units of Mps Thi s docunent
1 General i zed Wi ght Thi s docunent
2- 255 Unassi gned
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Appendi x A.  BGP- Li nk- Bandwi dt h- Ext ended- Comrmuni ty

Li nk bandw dt h extended conmmunity described in [BGP-LINK-BW for

| ayer 3 VPNs was considered for re-use here. At the tinme the
procedures specified in this docunent were devel oped, the Link
bandwi dt h extended community speicifed in [BGP-LINK-BW was defined
as optional non-transitive. At the tine, it was deemed not possible
to change depl oyed behavi or of extended comrunity defined in [BGP-
LINK-BW. It was hence decided to define a new one. |In inter-AS
scenarios within an EVPN network, EVPN |ink-bandw dth needs to be
signal ed to eBGP nei ghbors. \When signal ed across AS boundary, this
ext ended comunity can be used to achi eve opti mal | oad-bal anci ng
towards egress PEs in a different AS. This is applicable both when
next-hop is changed or unchanged across AS boundari es.
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