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Prefi x routes,
subnets can be | oad bal anced.
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so that routed traffic fromrenote PEs to those IP

EVPN procedures to optinmally handl e unequal
distribution across a set of multi-homing PEs in order to:

* provide greater flexibility,
i ndi vi dual

mul ti-honmed PE-CE |inks.

Thi s docunent defines extensions to
access bandwi dt h

with respect to adding or renoving

* handle nulti-honmed PE-CE |ink failures that can result in unequal
PE- CE access bandwi dth across a set of nulti-hom ng PEs.

In order to achieve the above,
procedures to:

it specifies signaling extensions and

* Loadbal ance bridged and routed traffic across egress PEs in
proportion to PE-CE |ink bandwi dth or a generalized wei ght
di stribution.
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* Achi eve BUM (Broadcast, UnknownUnicast, Multicast) DF (Designated
Forwarder) election distribution for a given ES (Ethernet Segment)
across the multi-hom ng PE set in proportion to PE-CE |ink
bandwi dth. Section 6 of this docunment further updates RFC 8584,
draft-ietf-bess-evpn-per-ntast-flowdf-election and draft-ietf-
bess-evpn-pref-df in order for the DF el ection extension defined
in this docunent to work across different DF el ection al gorithns.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working documents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft documents valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”

This Internet-Draft will expire on 6 January 2026.
Copyright Notice

Copyright (c) 2025 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Legal
Provisions Relating to | ETF Documents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these docunents carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded without warranty as described in the Revised BSD License.
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1. Introduction

In an EVPN I RB (Integrated Routing and Bridging) overlay network as
described in [RFC9135], with a CE multi-homed via a EVPN all-active
mul ti-hom ng, bridged and routed traffic fromingress PEs can be
equal Iy | oad bal anced (ECWPed) across the multi-hom ng egress PEs:
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* ECMP Load- bal ancing for bridged unicast traffic is enabled via
al i asing and mass-w t hdraw procedures detailed in [ RFC7432].

* ECMP Load-bal ancing for routed unicast traffic is enabled via
exi sting L3 ECWMP nechani sns.

* Load-sharing of bridged BUM (Broadcast, UnknownUnicast, Milticast)
traffic on local ports is enabled via EVPN DF el ecti on procedure
detailed in [ RFC7432].

Al'l of the above | oad bal ancing and DF el ection procedures inplicitly
assune equal bandwi dth distribution between the CE and the set of
egress PEs. Essentially, with this assunption of equal "access"
bandwi dth distribution across all egress PEs, all remote traffic is
equal ly | oad bal anced across the egress PEs. This assunption of
equal access bandwi dth distribution can be restrictive with respect
to adding / renmoving links in a nulti-homed LAG interface and may

al so be easily broken on individual link failures. A solution to
handl e unequal access bandw dth distribution across a set of egress
PEs is specified in this docunent. Prinmary notivation behind this
proposal is to enable greater flexibility with respect to adding /
renovi ng nmenber PE-CE |inks, as needed and to optinmally handl e PE-CE
I'ink failures.

1.1. PE-CE Link Provisioning

o e e e e e e e e oo o - +
| Underlay Network Fabric]|
e +
Hoomm- R +
| PE1 | | PE2
+--m - - + +--m - - +
\ /
\' ES-1/
\ /
H---/+
(AN
+- - +- -+
I
CEl
Figure 1

Consider CE1 that is dual-honed to egress PEl and egress PE2 via EVPN
all-active multi-hom ng with single nenber |inks of equal bandw dth
to each PE (aka, equal access bandwi dth distribution across PE1 and
PE2). If the provider wants to increase |link bandwidth to CEl, it
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must add a link to both PEL and PE2 in order to maintain equal access
bandwi dth distribution and inter-work with EVPN ECMP | oad bal anci ng.
In other words, for a dual-honmed CE, total number of CE |inks nust be
provisioned in nultiples of 2 (2, 4, 6, and so on). For a triple-
honmed CE, nunber of CE |inks must be provisioned in nultiples of
three (3, 6, 9, and so on). To generalize, for a CE that is nulti-
honmed to "n" PEs, nunber of PE-CE physical |inks provisioned nust be
an integral nmultiple of "n". This is restrictive in case of dual -
hom ng and very qui ckly becones prohibitive in case of nulti-hon ng.

I nstead, a provider may wi sh to increase PE-CE bandw dth or nunber of
links in any link increnents. As an exanple, for CEl dual -honed to
egress PEl and egress PE2 in all-active node, provider may wish to
add a third link to only PE1 to increase total bandwidth for this CE
by 50% rather than being required to increase access bandw dth by
100% by adding a link to each of the two PEs. While existing EVPN
based all-active | oad bal anci ng procedures do not necessarily

precl ude such asymetric access bandwi dth di stribution anong the PEs
provi di ng redundancy, it may result in unexpected traffic |loss due to
congestion in the access interface towards CE. This traffic loss is
due to the fact that PE1 and PE2 will continue to be treated as equa
cost paths at renpte PEs, and as a result may attract approxi nately
equal ampount of CE1 destined traffic, even when PE2 only has half the
bandwi dth to CE1 as PE1l. This nmay lead to congestion and traffic

|l oss on the PE2-CE1 link. |If bandwi dth distribution to CELlL across
PE1 and PE2 is 2:1, traffic fromrenpote hosts nust al so be | oad

bal anced across PE1l and PE2 in 2:1 manner.

1.2. PE-CE Link Failures
More inportantly, unequal PE-CE bandwi dth distribution described
above may occur during regul ar operation following a link failure,

even when PE-CE |inks were provisioned to provide equal bandw dth
distribution across multi-hom ng PEs.
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1.

3.
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Figure 2

Consider a CEl that is nulti-honed to egress PEl and egress PE2 via a
LAGwith two nenber links to each PE. On a PE2-CEl physical |ink
failure, LAG represented by an Ethernet Segment ES-1 on PE2 stays up,
however, its bandwidth is cut in half. Wth existing ECMP
procedures, both PE1 and PE2 nay continue to attract equal amount of
traffic fromrenote PEs, even when PELl has double the bandwidth to
CELl. If bandwidth distribution to CEl across PE1l and PE2 is 2:1,
traffic fromrenote hosts nust also be | oad bal anced across PEl and
PE2 in 2:1 manner to avoi d unexpected congestion and traffic |oss on
PE2-CE1 links within the LAG As an alternative, nmin-link on LAGs is
sonetines used to bring down the LAG interface on nenber |ink
failures. This however results in | oss of available bandwidth in the
network, and is not ideal

Desi gn Requi r ement
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Figure 3
To generalize, if total link bandwidth to a CE is distributed across

n" egress PEs, with Lx being the total bandwi dth to PEx across al
links, traffic fromingress PEs to this CE nust be | oad bal anced
unequal | y across egress PE set [PEl, PE2, ..... , PEn] such that,
fraction of total unicast and BUM flows destined for CE that are
serviced by egress PEx is:

Lx / [L1+L2+. .... +Ln]

Figure 3 illustrates a scenari o where egress PEL..PEn are attached to
a multi-honmed Ethernet Segnent, however this docunment generalizes
this requirenment so that the unequal |oad bal ancing can be applied to
PEs attached to a VES or to a multi-homed subnet advertised by EVPN
IP Prefix routes.

The sol ution specified bel ow includes extensions to EVPN procedures
to achieve the above. Follow ng assunption apply to procedure
described in this docunent:

* For procedures related to bridged unicast and BUMtraffic, EVPN
all active multi-homng is assuned

* Procedures related to bridged unicast and BUMtraffic are

applicable to both aliasing and non-al ai sing node as defined in
[ RFC7432] .
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2.

Requi renent s Language and Ter m nol ogy

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [RFC2119] [RFCB174] when, and only when, they appear in all
capitals, as shown here.

*  BW BandWdth

* LAG Link Aggregation G oup

* ES: Ethernet Segnent

* ESI: Ethernet Segment 1D

* VES: Virtual Ethernet Segnent

* EVI: Ethernet virtual Instance, this is a nac-vrf

* RT-1: EVPN Route Type 1 as defined in [RFC7432]

* RT-2: EVPN Route Type 2 as defined in [ RFC7432]

* RT-5: EVPN Route Type 5 as defined in [ RFC7432]

* Path-List: A forwarding object used to | oad-bal ance routed or
bridged traffic across nultiple forwardi ng paths.

* Access Bandwi dt h: Bandwi dth of PE-CE |inks in an Ethernet Segnent

* Egress PE: In the context of an Ethernet Segnent or a route, this
is the PE that advertises a locally attached Ethernet Segnent RT-
1, or alocally attached host or prefix route (RT-2, RT-5)

* Ingress PE: In the context of an Ethernet Segment or a route, this
is the receiving PE that |earns renpte Ethernet Segnent RT-1 and/
or host and prefix routes (RT-2, RT-5) fromthe Egress PE

* | MET: Inclusive Miulticast Route

* DF: Designated Forwarder

* BDF: Backup Designated Forwarder

* DCl: Data Center |nterconnect Router

Mal hotra, et al. Expires 6 January 2026 [ Page 8]
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3.

.1

Sol uti on Overvi ew

In order to achi eve weighted | oad bal ancing to an ES or VvES for
overlay unicast traffic, Ethernet A-D per ES route (EVPN Route Type
1) is leveraged to signal the Ethernet Segnent weight to ingress PEs.
Using Ethernet A-D per ES route to signal the Ethernet Segnent weight
provi des a mechani smthat reacts to changes in access bandw dth or
nunber of access links in a service and host independent nanner.

I ngress PEs computing the MAC path-lists based on gl obal and aliasing
Et hernet A-D routes now have the ability to setup wei ghted | oad

bal ancing path-lists based on the ES access bandw dth or nunber of
l'inks received fromeach egress PE that the ES is nulti-honed to.

In order to achi eve weighted | oad bal anci ng of overlay BUMtraffic,
EVPN ES route (Route Type 4) is leveraged to signal the ES weight to
egress PEs within an ES s redundancy group to influence per-service
DF el ection. Egress PEs in an ES redundancy group now have the
ability to do service carving in proportion to each egress PE s
relative ES weight.

Unequal | oad balancing to nulti-honmed subnets is achieved by
signaling the weight along with the IP Prefix routes advertised for
t he subnet.

Procedures to acconplish this are described in greater detail next.
EVPN Li nk Bandw dt h Ext ended Conmunity

A new EVPN Li nk Bandw dth extended community is defined for the
solution specified in this docunent:

* This extended conmunity is defined of type 0x06 (EVPN Ext ended
Conmuni ty Sub- Types).

* | ANA has assi gned sub-type value of 0x10 for the EVPN Link
bandwi dt h extended community, of type 0x06 (EVPN Extended
Conmruni ty Sub- Types).

* EVPN Link Bandwi dt h extended comunity is defined as transitive.
Encodi ng and Usage of EVPN Li nk Bandwi dt h Ext ended Conmunity

EVPN Li nk Bandw dt h Extended Community value field is used to carry
total bandwi dth of egress PE s all physical links in an ethernet
segnment, expressed in Mits/sec (MegabitsPerSecond) represented as an
unsigned integer. Note however that the | oad bal ancing al gorithm
defined in this docunment uses ratio of Link Bandw dths. Hence, the
operator nmay choose a different unit or use the comunity as a
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4.

1.

general i zed weight that may be set to Iink count, locally configured
wei ght, or a val ue conputed based on sonething other than |ink
bandwi dth. In such case, the operator MJST ensure consistent usage
of the unit across all egress PEs in an ethernet segment. This may
i nvol ve nmultiple routing domai ns/ Aut ononous Syst ens.

In order to facilitate this, as well as avoid interop i ssues because
of provisioning error, one octet in the extended conmunity’s six
octet 'value’ field is used to explicitly signal if the weight
encoded in the remaining five octets is |ink bandw dth expressed in
Mops or a generalized weight value. This results in the follow ng
encodi ng for EVPN |ink bandw dth extended comunity:

0 1 2 3
01234567890123456789012345678901
B T S i T s i i e e SEI S
| Type | Sub- Type | Value-Units | |
i i i S S T N T S S e S SR S SR S S S +
| Val ue- Wi ght |
i T s i o S i i S R I S I S S S M

Figure 4
Val ue-Units is encoded as:
* 0x00: weight expressed using default units of Mips
* 0x01: generalized weight expressed in sonething other than Myps

Generalized weight units are intentionally left arbritrary to all ow
for flexibility in its usage for different applications wthout
havi ng to define new encoding for each non-default application

| mpl enent ati ons MJST support the default units of Mps, while support
of non-default generalized weight is considered optional. Note that
the "Val ue-Units" code-points defined above are the only valid val ues
allowed in this field. Al other values are to be considered as

i nvalid.

1. BGP Error Handling

* Value-Units Consistency: In case of EVPN Link Bandwi dt h ext ended
community received with a route, a PE MIUST check that consistent
"Value-Units’ are received for all paths associated with the
route. In case of RT-1 and RT-4, if the receiving PE is also part
of the Ethernet Segnent, it MJST al so ensure that the received
"Value-Units' are consistent with its local 'Value-Units' for that
ES. In case an inconsistency in 'Value-Units' is detected across
the paths, the extended community is ignored for all paths.
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* Count: A PE MJUST ensure that each path is received with a single
instance of this extended conmunity sub-type. |In case of nore
than one instance, the EVPN Link Bandw dt h extended comunity is
ignored for all paths associated with the route.

* Non-Zero 'Value': Only non-zero 'Value' received in this extended
community is considered as a valid value. 1In case a zero 'Val ue
is received with any path(s), the extended comunity is considered
invalid and ignored for all paths associated with the route.

* ©Mal forned Extended Community: If a PE detects a nal fornmed EVPN
Li nk Bandw dt h Extended Conmunity, for exanpl e because the "Val ue-
Units" has a val ue other than 0x00 or 0x01, it MJST discard the
ext ended comunity as specified in [ RFC7606]. The extended
community is considered invalid and ignored for all paths
associ ated with the route.

* |f the extended comunity is not received with any path(s) or is
determined to be invalid for any path(s) for any of the above
reasons, it is ignored for all paths associated with the route.
In case of RT-1, this inplies that regular ECMP procedures apply

to all routes associated with the ethernet segnent. In case of
RT-4, this inplies that regular DF el ection procedures apply to
the ethernet segnent. |In case of RT-5, this inplies that regular

ECMP procedures apply to the prefix route. A syslog SHOULD be
generated with a reason when the extended comunity is ignored
because of any of the above reasons.

* This docunent specifies procedures for handling this extended
community with per-ES RT-1, RT-4, and RT-5. |If this extended
conmunity is received with any other EVPN route type including
per-[ES, EVI] RT-1 or RT-2, it MJST be ignored and a syslog SHOULD
be generated with a reason

5. Wighted Unicast Traffic Load-bal ancing to an Ethernet Segnent
5.1. Egress PE Behavi or

A PE that is part of an Ethernet Segnment’s redundancy group MJUST
advertise an additional "EVPN |ink bandw dth" extended comunity with
Et hernet A-D per ES route (EVPN Route Type 1), that carries total
bandwi dth of PE s physical links in an Ethernet Segnent or a
general i zed weight. New EVPN |ink bandw dth extended comunity
defined in this docunment is used for this purpose.

EVPN | i nk bandw dth extended community MJUST NOT be attached to per-

EVI RT-1 or to EVPN RT-2 as it is a physical ESI property and hence
advertised per-ESI.
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5.2. Ingress PE Behavi or

An ingress PE MIUST ensure that the EVPN | ink bandw dth extended
community is received fromall the egress PEs in an Ethernet Segnent
and check for consistent 'Value-Units' received fromeach egress PE
in an Ethernet Segnment. |In case of missing EVPN Li nk Bandwi dth
extended community or inconsistent 'Value-Units’ fromany of the
egress PEs in an Ethernet Segment, this EVPN Li nk Bandw dth ext ended
community is to be ignored by the ingress PE and ingress PEis to
follow regular ECMP forwarding to that Ethernet Segnent. Ingress PE
SHOULD generate a sysl og when the EVPN Li nk Bandwi dt h ext ended
comunity is ignored

Once consistency of "Value-Units is validated, ingress PE SHOULD use
the ' Val ue- Wi ght’ received fromeach egress PE to conpute a rel ative
(normal i zed) weight for each egress PE, per ES, and then use this
relative weight to conpute a weighted path-list to be used for |oad
bal anci ng, as opposed to using an ECVP path-list for |oad bal ancing
across the egress PE paths. Egress PE Wi ght and resulting wei ghted
path-1ist conputation at ingress PEs is a local matter. An exanple
computation algorithmis shown belowto illustrate the idea

if,

L(x,y) : link bandw dth advertised by egress PE-x for ES-y

WXx,y) : normalized weight assigned to egress PE-x for ES-y

H(y) : Highest Common Factor (HCF) of [L(1,y), L(2,y), ..... , L(n,y)]

then, the normalized weight assigned to egress PE-x for ES-y may be
comput ed as foll ows:

WX, y) = L(x,y) /I Hy)

For a MACHl P route (EVPN Route Type 2) received with ES-y, ingress PE
may conmpute MAC and | P forwarding path-1ist weighted by the above
normal i zed wei ghts.

As an exanmple, for a CE nulti-honmed to PE-1, PE-2, PE-3 via 2, 1, and
1 GE physical links respectively, as part of a LAG represented by ES-
10:

L(1, 10) = 2000 Mops

L(2, 10)

1000 Mops

L(3, 10) = 1000 Mops
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H(10) = 1000

Nor mal i zed wei ghts assigned to each egress PE for ES-10 are as
fol | ows:

W1, 10) = 2000 / 1000 = 2.
W2, 10) = 1000 / 1000 = 1.
W3, 10) = 1000 / 1000 = 1.

For a renote MACHI P host route received with ES-10, forwarding | oad
bal anci ng path-list nay now be conputed as: [PE-1, PE-1, PE-2, PE-3]
instead of [PE-1, PE-2, PE-3]. This nowresults in |oad bal anci ng of
all traffic destined for ES-10 across the three egress PEs in
proportion to ES-10 bandw dth at each egress PE

Pl ease note that the pathlist conmputation algorithmabove is for
illustration only. Wighted pathlist conputation based on the

recei ved EVPN |ink bandw dth extended comunity is a |l oca

i npl ement ation choice. As an exanple, if the received |ink bandw dth
val ues do not result in a good HCF Hy) in the conputation nethod
above to be able to conpute reasonabl e weights that can be programed
in hardware, inplenmentation MAY choose another approxination to
arrive at rounded integer weight values that can be progranmmed in

har dwar e

Wei ghted path-1ist conputation nust only be done for an ES if EVPN

i nk bandwi dth extended community is received fromall of the egress
PE' s advertising reachability to that ES via Ethernet A-D per ES
Route Type 1. In an unlikely event that EVPN |ink bandw dth extended
community is not received fromone or nore egress PEs, forwarding

pat h-1ist should be conputed using regular ECMP semantics. Note that
a default weight cannot be assuned for an egress PE that does not
advertise its |link bandwi dth as the weight to be used in path-Ilist
conmputation is relative

If per-ES RT-1 is not advertised or withdrawmn from any of the egress
PE(s), as per [RFC7432], egress PE is renoved fromthe forwarding
path-list for that [EVI, ES]. Hence, the weighted path-list MJST be
re-conput ed

In an unlikely scenario that per-[ES, EVI] RT-1 is not advertised
fromany of the egress PE(s), as per [RFC7432], egress PE is not
included in the forwarding path-list for that [EVI, ES]. Hence, the
wei ghted path-list for the [EVI, ES] MJST be conputed based only on
the weights received fromegress PEs that advertised the per-[ES,
EVI] RT-1.

Mal hotra, et al. Expires 6 January 2026 [ Page 13]



I nternet-Draft EVPN Wei ghted Ml ti - Pat hi ng July 2025

6.

6.

6.

Wei ghted BUM Traffic Load-Sharing across an Ethernet Segnent

Optionally, |oad sharing of per-service DF role, weighted by
i ndi vi dual egress PE s |ink-bandwi dth share within a nmulti-honmed ES
may al so be achi eved.

In order to do that, a new DF El ection Capability [ RFC8584] call ed
"BW (Bandwi dth Weighted DF El ection) is defined. BWMAY be used
along with some DF El ection Types, as described in the foll ow ng
secti ons.
1. The BWCapability in the DF El ection Extended Community

[ RFC8584] defines a new extended comunity for PEs within a
redundancy group to signal and agree on uniform DF El ecti on Type and
Capabilities for each ES. This docunent requests IANA to allocate a
bit in the "DF Election capabilities" registry setup by [ RFC8584]:
Bit 4: BW (Bandw dth Wi ghted DF El ection)

ES routes advertised with the BWhbit set will indicate the desire of
the advertising egress PE to consider the |ink-bandwidth in the DF
El ection algorithmdefined by the value in the "DF Type".

As per [RFC8584], all the egress PEs in the ES MUST advertise the
same Capabilities and DF Type, otherwise the PEs will fall back to
Default [RFC7432] DF El ection procedure.

The BW Capability MAY be advertised with the followi ng DF Types:

* Type 0: Default DF Election algorithm as in [ RFC7432]

*  Type 1: HRW (H ghest Random Wi ght) algorithm as in [ RFC8584]

* Type 2: Preference algorithm as in [ EVPN DF- PREF]

* Type 4: HRWper-nulticast flow DF El ection, as in [ EVPN-PER- MCAST-
FLOW DF]

The foll owi ng sections describe how the DF El ection procedures are
nmodi fi ed for the above DF Types when the BWCapability is used.

2. BWZCapability and Default DF El ection algorithm
When all the PEs in the Ethernet Segnment (ES) agree to use the BW

Capability with DF Type 0, the Default DF El ection procedure as
defined in [RFC7432] is nodified as follows:
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* Each PE advertises a "EVPN Link Bandwi dt h" extended comunity
along with the ES route to signal the PE-CE |ink bandw dth (LBW
for the ES.

* A receiving egress PE MUST use the ES |ink bandw dth extended
community received fromeach egress PE to conpute a relative
wei ght for each egress PE in an Ethernet Segnent.

* The DF El ection procedure MJST now use this weighted |ist of
egress PEs to conmpute the per-VLAN Designhated Forwarder, such that
the DF role is distributed in proportion to this nornmalized
weight. As a result, a single PE may have nmultiple ordinals in
the DF candidate PE list and 'N used in (V nod N) operation as
defined in [RFC7432] is nodified to be total nunber of ordinals
i nstead of being total nunber of egress PEs in an Ethernet
Segnent .

Consi dering the same exanple as in Section 5.2, the candidate PE |i st
for DF election is:

[PE-1, PE-1, PE-2, PE-3].

The DF for a given VLAN-a on ES-10 is now conputed as (VLAN-a nod 4).
This would result in the DF role being distributed across PE1, PE2,
and PE3 in portion to each PE' s normalized weight for ES-10.

6.3. BWCapability and HRWDF El ection algorithm (Type 1 and 4)

[ RFC8584] introduces Hi ghest Random Wi ght (HRW al gorithm (DF Type
1) for DF election in order to solve potential DF election skew
dependi ng on Ethernet tag space distribution. [EVPN PER-MCAST-FLOM
DF] further extends HRWal gorithm for per-nulticast flow based hash
comput ations (DF Type 4). This section describes extensions to HRW
Al gorithm for EVPN DF El ection specified in [ RFC8584] and in [ EVPN-
PER- MCAST- FLOMDF] in order to achieve DF el ection distribution that
is weighted by |ink bandw dth.

6.3. 1. BW I ncr enent

A new variable called "bandwidth increment” is conputed for each [PE,
ES] advertising the ES |ink bandw dth extended community as foll ows:

In the context of an ES,
L(i) = Link bandwi dth advertised by PE(i) for this ES

| owest |ink bandwi dth advertised across all PEs for this ES

Lmn
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6.

3.

Bandwi dth increment, "b(i)" for a given PE(i) advertising a link
bandwi dth of L(i) is defined as an integer val ue conputed as:

b(i) = L(i) / Lmn

As an exanpl e,

with L(1) = 10, L(2) = 10, L(3) = 20

bandwi dt h i ncrenent for each PE woul d be conputed as:
b(1l) =1, b(2) =1, b(3) =2

with L(1) = 10, L(2) = 10, L(3) = 10

bandwi dt h i ncrenent for each PE woul d be conputed as:
b(1l) =1, b(2) =1, b(3) =1

Note that the bandw dth increnment nust always be an integer,
including, in an unlikely scenario of a PE s |link bandw dth not being
an exact nultiple of Lmin. |If it conputes to a non-integer val ue
(including as a result of link failure), it MJST be rounded down to
an integer.

2. HRWHash Conputations with BW I ncrenent

HRW al gorithm as described in [ RFC8584] and in [ EVPN- PER- MCAST- FLOW
DF] conputes a random hash val ue for each PE(i), where, (0 <i <= N),
PE(i) is the PE at ordinal i, and Address(i) is the |IP address of
PE(i).

For "N PEs sharing an Ethernet segment, this results in’'N
candi date hash conputations. The PE that has the highest hash val ue
is selected as the DF.

W refer to this hash value as "affinity" in this docunment. Hash or
affinity conputation for each PE(i) is extended to be conputed one
per bandw dth increnment associated with PE(i) instead of a single
affinity conputation per PE(i).

PE(i) with b(i) =], results inj affinity conputations:

affinity(i, x), where 1 < x <= j
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This essentially results in nunber of candidate HRW hash conput ati ons
for each PE that is directly proportional to that PE's relative
bandwi dth within an ES and hence gives PE(i) a probability of being
DF in proportion to it’'s relative bandwidth within an ES.

As an exanple, consider an ES that is nmulti-honmed to two PEs, PEl and
PE2, with equal bandwi dth distribution across PEL and PE2. This
would result in a total of two candi date hash conputations:
affinity(PEL, 1)

affinity(PE2, 1)

Now, consider a scenario with PEl’s |ink bandwi dth as 2x that of PE2.
This would result in a total of three candi date hash conputations to
be used for DF el ection:

affinity(PEL, 1)

affinity(PEL, 2)

affinity(PE2, 1)

whi ch woul d give PEL1 2/3 probability of getting elected as a DF, in
proportion to its relative bandwidth in the ES.

Dependi ng on the chosen HRWhash function, affinity function MJST be
extended to include bandwi dth increnent in the conputation.

For e.g.,

affinity function specified in [ EVPN- PER- MCAST- FLOM DF] MJUST be
extended as follows to incorporate bandw dth increnment j:

affinity(S, GV, ESI, Address(i,j)) =
(1103515245. ((1103515245. Address(i).j + 12345) XOR
D(S, GV, ESl))+12345) (nmod 2731)

affinity or random function specified in [ RFC8584] MJST be extended
as follows to incorporate bandwi dth increnment j:

affinity(v, Es, Address(i,j)) = (1103515245((1103515245. Address(i).]|
+ 12345) XOR D(v, Es)) +12345) (mod 2731)
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7

7

4. BWCapability and Preference DF El ection algorithm

This section applies to ES es where all the PEs in the ES agree use
the BWCapability with DF Type 2. The BW Capability nodifies the
Preference DF El ecti on procedure [ EVPN-DF- PREF], by adding the LBW
val ue as a tie-breaker as follows:

Section 4.1, bullet (f) in [EVPN-DF-PREF] is updated to now consi der
the LBWval ue as bel ow

f) In case of equal Preference in two or nore PEs in the ES, the tie-
breakers will be the DP (Don't Preenpt nme) bit, the LBWval ue and the
lowest IP PE in that order. For instance:

* |f vESL parameters were [ Pref=500, DP=0, LBW1000] in PE1 and
[ Pref =500, DP=1, LBW-2000] in PE2, PE2 would be el ected due to the
DP bit.

* | f vESLl paraneters were [Pref=500, DP=0, LBW1000] in PE1 and
[ Pref =500, DP=0, LBW2000] in PE2, PE2 would be elected due to a
hi gher LBW even if PE1l’s |IP address is |ower.

* The LBW exchanged val ue has no inpact on the Non-Revertive option
descri bed in [ EVPN- DF- PREF] .

5. Cost-Benefit Tradeoff on Link Failures

Wil e incorporating link bandwi dth into the DF el ection process
provides optimal BUMtraffic distribution across the ES links, it
also inplies that DF elections are re-adjusted on link failures or
bandwi dt h changes. |If the operator does not wish to have this |eve
of churn in their DF election, then they should not advertise the BW
capability. Not advertising BWcapability may result in | ess than
optimal BUMtraffic distribution while still retaining the ability to
all ow an ingress PE to do weighted ECVMP for its unicast traffic to a
set of egress PEs.

Addi ti onal Consi derations
1. Real-tinme Avail abl e Bandwi dt h

PE-CE |ink bandwi dth availability nay sometines vary in real-tine

di sproportionately across PE-CE links within a nulti-honmed ES due to
various factors such as fl ow based hashing conbined with fat flows
and unbal anced hashing. Reacting to real-time available bandwidth is
at this tinme outside the scope of this docunent.
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7.2. \Wighted Load-bal ancing to Multi-homed Subnets

EVPN Li nk bandw dth extended conmunity may al so be used to achieve
unequal | oad-bal ancing of prefix routed traffic by including this

ext ended community in EVPN Route Type 5. When included in EVPN RT-5,
its value is to be interpreted as egress PE' s relative weight for the
prefix included in this RT-5. Ingress PE will then conpute the
forwarding path-list for the prefix route using weighted paths

recei ved fromeach egress PE. EVPN Li nk bandw dt h extended conmunity
MUST be encoded with "Value-Units = Ox01" to signal a generalized

wei ght associated with the advertising PE

7.3. \Wighted Load-bal anci ng without EVPN aliasing

[ RFC7432] defines per-[ES, EVI] RT-1 based EVPN aliasing procedure as
an optional propcedure. 1In an unlikely scenario where an EVPN

i mpl ement ati on does not support EVPN aliasing procedures, NMAC
forwarding path-list at the ingress PE is conputed based on per-ES
RT-1 and RT-2 routes received fromegress PEs instead of per-ES RT-1
and per-[ES, EVI] RT-1 fromegress PEs. 1In such a case, only the

wei ghts received via per-ES RT-1 fromthe egress PEs included in the
MAC path-list are to be considered for weighted path-1ist
conput ati on.

7.4. EVPN IRB Multi-homing Wth Non-EVPN routing

EVPN- LAG based nulti-hom ng on an | RB gateway may al so be depl oyed
together with non-EVPN routing, such as global routing or an L3VPN
routing control plane. Key property that differentiates this set of
use cases from EVPN | RB use cases discussed earlier is that EVPN
control plane is used only to enable LAG interface based multi-hom ng
and not as an overlay VPN control plane. Applicability of weighted
ECMP procedures specified in this docunment to these set of use cases
is an area of further consideration beyond the scope of this
docunent .

7.5. EVPN Link Bandwi dt h Extended Comunity in Non- EVPN Networ ks
Wil e this docunment does not preclude future applicability to non-
EVPN networks, it considers usage and handling of EVPN Li nk Bandw dth

Ext ended Community specified in this docunent with non-EVPN routes
out of scope.
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7

8.

6. Preference for EVPN Li nk Bandwi dth i n EVPN Net wor ks

It is possible that a non- EVPN Li nk Bandw dt h extended community such
as [BGP-LINK-BW is | eaked froman IP or IPVPN route into an EVPN
RT-5 towards an EVPN network. |f an EVPN PE receives an EVPN route
with both the EVPN Link Bandwi dth extended comunity specified in
thi s docunent and a non- EVPN Li nk Bandwi dt h extended comunity such
as the one specified in [BGP-LINK-BW, it MJIST as default behavior,
prefer the EVPN Link Bandw dth extended community and handle it as
per procedures specified in this docunent. 1In other words, any non-
EVPN Li nk Bandw dth extended community is to be ignored if an EVPN
route is received with the EVPN Li nk Bandwi dt h ext ended community
specified in this docunent.

It is recomrended that an inplenentati on SHOULD provide a way to
nodi fy the above default |ocal preference order via optiona
provi si oni ng.

7. Interworking with Non- EVPN networ ks

In EVPN routing interwrking use cases with I PVPN and | Pv4/1Pv6
routing, it is not beneficial to preserve the the EVPN Li nk Bandwi dth
ext ended comunity from EVPN routes to non- EVPN routes as the next-
hop is rewitten when a prefix learnt via EVPN RT-5 is advertised
into IPVPN or |P routing networks. |Interworking procedures,

i ncludi ng preservation, cumrmulation or translation of EVPN Link
Bandw dt h extended conmunity to address current or future use cases
are however considered beyond the scope of this docunment. Readers
are encouraged to refer to [ EVPN-1PVPN] for interworking

speci fication.

Oper ational Considerations

* |In order for the solution specified in this docunment to function
correctly, inplenentation SHOULD ensure that EVPN Link Bandw dth
Ext ended Comminiuty is being advertised with sane "Val ue-Units"
across all PEs.

* Further, when a generalized weight option is used with "Val ue-
Units = 0x1", inplenmentation SHOULD ensure that the weights are
assigned to each PE in a consistent manner.

* | nplenmentati on SHOULD al ert the users via syslog when an
inconsistency in "Value-Units" is detected across the PE set for a
given ESI or prefix.
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10.

10.

10.

* | nplementati on SHOULD al so alert users via syslog if an
unreasonabl e di screpancy is detected across adverti sed BWor
wei ghts fromdifferent PEs, such that the inplenentation is unable
to conpute a weighted pathlist that can be programed in hardware.
This could likely result frominconsistent units of weight used by
di fferent PEs.

* (Qperators MAY monitor the traffic flow distribution and DF
el ection distribution across the egress PE set to ensure that the
i npl ementation is working as expected.

Security Considerations

Security considerations discussed in [RFC7432] and [ RFC8584] apply to
this document. Methods described in this docunment further extend
signaling of multi-hormed devices using ESI LAG They are hence

subj ect to sanme considerations if the control plane or data plane was
to be conpronmised. As an exanple, if control plane is conpronised,
signaling of heavily skewed Link Bandwi dth Attributes could result in
all traffic to be directed towards one PE resulting in its host
facing links to be overloaded. Exposure to such an attack is limted
by suggested sysl ogs di scussed in Qperational Consideration section
Consi derations for protecting control and data plane described in

[ RFC7432] are equally applicable to signaling of Link Bandw dth
Attribute defined in this document.

| ANA Consi derati ons
1. Bandwi dth Weighted DF El ection Capability

[ RFC8584] defines a new extended community for PEs within a
redundancy group to signal and agree on uniform DF El ecti on Type and
Capabilities for each ES. This docunent requests 1ANA to allocate a
bit in the "DF El ection capabilities" registry setup by [ RFC8584]
with the foll owi ng suggested bit nunber:

Bit 4: BW (Bandwi dth Wei ghted DF El ection)
2.  EVPN Link Bandw dth Extended Comunity

A new EVPN Li nk Bandw dth extended community is defined to signa

Il ocal ES link bandwidth to ingress PEs. This extended conmunity is
defined of type 0x06 (EVPN Extended Community Sub-Types). |ANA has
assigned a sub-type value of 0x10 for the EVPN Link bandw dth

ext ended community, of type 0x06 (EVPN Extended Comunity Sub-Types).
EVPN Li nk Bandw dth extended comunity is defined as transitive.
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11.

12.

13.

13.

3. Value-Units Registry

IANA is requested to set up a registry called "Value-Units" for the
l-octet field in the EVPN Li nk Bandw dth Extended Community. New
registrations will be made through the "RFC Required" procedure
defined in [RFC8126]. The follow ng are suggested initial values in
that registry exist:

Val ue Name Ref er ence

0 Weight in units of Mps Thi s docunent
1 General i zed Wi ght Thi s docunent
2- 255 Unassi gned
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Appendi x A.  BGP- Li nk- Bandwi dt h- Ext ended- Communi ty

Li nk bandw dt h extended conmunity described in [BGP-LINK-BW for

|l ayer 3 VPNs was considered for re-use here. This Link bandw dth

ext ended community is however defined in [BGP-LINK-BW as optional
non-transitive. Since it is not possible to change depl oyed behavi or
of extended community defined in [BGP-LINK-BW, it was decided to
define a new one. In inter-AS scenarios, |ink-bandw dth needs to be
signal ed to eBGP nei ghbors. \When signal ed across AS boundary, this
ext ended comunity can be used to achi eve opti mal | oad-bal anci ng
towards egress PEs in a different AS. This is applicable both when
next-hop is changed or unchanged across AS boundari es.
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