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Abst ract

The DVZ Link Bandwi dth draft provides a way to | oad-bal ance traffic
to a destination which is reachable via nore than one path according
to the weight attahced. Typically, the Iink bandwi dth (either
configured on the link of the EBGP egress interface or set via a
policy) is encoded in an extended community and then sent to the | BGP
peer that enploys multi-path. The |ink-bandwi dth value is then
extracted fromthe extended conmmunity and is used as a weight in the
RI B/ FI B, which does the | oad-bal ancing. This draft extends the usage
of the DMZ |ink bandwi dth to another setting where the ingress BGP
speaker requires know edge of the cumul ative bandw dth whil e doing
the | oad-bal ancing. The draft al so proposes nei ghbor-1evel knobs to
enabl e the |ink bandw dth extended comunity to be regenerated and
then advertised to EBGP peers to override the default behavior of not
advertising optional non-transitive attributes to EBGP peers.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute
wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunents valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."
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1. Introduction
The Demilitarized Zone (DMZ) Link Bandwi dth (LB) extended comunity
along with the multi-path feature can be used to provi de unequal cost
| oad- bal anci ng as per user control. In [I-D.ietf-idr-Iink-bandw dth]

the EBGP egress |ink bandwidth is encoded in the |link bandw dth

extended community and sent along with the BGP update to | BGP peers.

It is assuned that either a | abeled path exists to each of the EBGP
links or alternatively the |GP cost to each link is the same. Wen

the sane prefix/net is advertised into the receiving AS via different

egress-points or next-hops, the receiving | BGP peer that enploys

multi-path will use the value of the DMZ LB to | oad-bal ance traffic

to the egress BGP speakers (ASBRs) in the proportion of the |ink-
bandwi dt hs.
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The |ink bandw dth extended conmmunity cannot be advertised over EBGP
peers as it is defined to be optional non-transitive. This draft

di scusses a new use-case where we need to advertise the |ink
bandwi dt h over EBGP peers. The new use-case mandates that the router
cal cul ates the aggregated |ink-bandw dth, regenerate the DVZ |ink
bandwi dt h ext ended conmmunity, and advertise it to EBGP peers. The
new use case al so negates the [I-D.ietf-idr-Iink-bandw dt h]
restriction that the DV |ink bandw dth extended community not be
sent when the the advertising router sets the next-hop to itself.

It is noted that there exist sone vendors where the |ink bandw dth
extended comunity is inplenented as optional transitive. For
interop purposes, it is recomended that in newer vendor

i mpl ement ati ons, vendors will accept both types i.e., transitive, and
non-transitive (type/subtype) viz. 0x0004 and 0x4004. Vendors may
need to inplement an advertise knob to advertise the |ink-bandw dth
community as transitive or non-transitive depending on requirenent.

In draft [I-D.ietf-idr-link-bandw dth], the DMZ Iink bandw dth
adverti sed by EBGP egress BGP speaker to the | BGP BGP speaker
represents the Link Bandw dth of the EBGP |ink. However, sometines
there is a need to aggregate the link bandwi dth of all the paths that
are advertising a given net and then send it to an upstream nei ghbor
This is represented pictorially in Figure 1. The aggregated |link
bandwi dth is used by the upstreamrouter to do | oad-balancing as it
may al so receive several such paths for the sane net which in turn
carry the accunul ated bandw dt h.

RI- -20 - - |
R3- -100 - -|

R2- -10 - - | |

I

R6- -40 - - | |- - R4
I I
R5- -100 - -|

R7- -30 - - |

Figure 1
EBGP Network with cunul ative DVEZ requirenent
2. Requirenents Language
The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",

"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119].
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3.

Probl em Descri ption

Figure 1 above represents an all-EBGP network. Router R3 is peering
with two other EBGP downstreamrouters, RL and R2, over the eBGP |ink
and anot her upstream EBGP router R4. There is another router, R5,
which is peering with two downstreamrouters R6 and R7. R5 peers
with R4&. Anet, p/m is learnt by Rl, R2, R6, and R7 fromtheir
downstreamrouters (not shown). Fromthe perspective of R4, the
topol ogy | ooks like a directed tree. The |ink bandw dths of the EBGP
links are shown al ongside the |inks (The exact units are not really
important and for sinplicity these can be assuned to be weights

proportional to the operational link bandwi dths). It is assuned that
R3, R4 and R5 have nmulti-path configured and paths having different
val ue as-path attributes can still be considered as nmulti-path (knobs

exi st in many inplenentations for this). Wen the ingress router,

R4, sends traffic to the destination p/m the traffic needs to be
spread anongst the links in the ratio of their |ink bandw dths.

Today this is not possible as there is no way to signal the link
bandwi dt h extended community over the EBGP session fromR3 to R4. In
absence of a mechanismto regenerate the |ink bandw dth over the EBGP
session fromR3 to R4 and fromR5 to R4, the assumed |ink bandw dth
for paths received over the R3 to R4 and R5 to R4 EBGP sessions woul d

be equal to the operational |ink bandwi dth of the correspondi ng EBGP
I'i nks.
As per EBGP rules at the advertising router, the next-hop will be set

to the advertising router itself. Accordingly, R3 conputes the best-
path fromthe adverti senents received fromRlL and R2 and R5 conputes
the best-path from adverti senments received fromR6 and R7
respectively. R4 receives the update fromR3 and R5 and in-turn
computes the best-path and nmay advertises it upstream (not shown).
The expected behavior is that when R4 sends traffic for p/mtowards
R3 and R5, and then on to to R1, R2, R6, and R7, the traffic should
be | oad-bal anced based on the cal cul ated wei ghts at the routers which
enploy multi-path. R4 should send 30% of the traffic to R3 and the
remaining 70%to R5. R3 in turn should send 67% of the traffic that
it received fromR4 to Rl and 33%to R2. Simlarly, R5 should send
57% of the traffic received fromR4 to R6 and the remaining 43%to
R7. Instead what is happening is that R4 sends 50% of the traffic
towards both R3 and R5. R3 in turn sends nore traffic than is
desired towards RL and R2. R4 in turn sends less traffic than is
desired towards R6 and R7. Effectively the |oad balancing is getting
skewed towards Rl and R2 even as Rl and R2's egress |ink bandwi dth
relative to R6 and R7 is |ess.
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Rl- -20 - - |
R3- -30 (100) - -|
R2- -10 - - |
I
R6- -40 - - |- - R4
I
R5- -70 (100) - -|
R7- -30 - -
Figure 2

EBGP Network showi ng advertisenent of cumul ative |ink bandw dth

Wth the existing rules for the DMZ |ink bandwidth, this is not
possible. First the LB extended comunity is not sent over EBGP.
Secondly the DMZ does not have a notion of conveying the cunul ative
l'ink bandwi dth (of the directed tree rooted at a node) to an upstream
router. To enable the use case described above, the cunulative |ink
bandwi dth of R1L and R2 has to be advertised by R3 to R4, and,
simlarly, the cunul ative bandwi dth of R6 and R7 has to be advertised
by R5 to R4. This will enable R4 to | oad-bal ance based on the
proportion of the cunulative link bandwidth that it receives fromits
downstreamrouters R3 and R5. Figure 2 shows the cunulative |ink
bandwi dt h advertised by R3 towards R4 and R5 towards R4 with the
original link bandwi dth values in '()’ for conparison.

To address cases |ike the above exanple, rather than introducing a
new attribute for aggregate |ink bandwi dth, we will reuse the |ink
bandwi dt h extended community attribute and relax a few assunpti ons.
Wth nei ghbor-specific knobs or policy configuration applied to the
nei ghbor out bound or inbound as nmay be the case, we can regenerate
and advertise and/or accept the |link bandw dth extended comunity
over the EBGP link. 1In addition, we can define nei ghbor specific
knobs that will aggregate the |link bandw dth values fromthe LB
extended communities learnt fromthe dowstreamrouters (either
received as |ink bandw dth extended community in the path update or
assigned at ingress using a neighbor inbound policy configuration or
derived fromthe operational |ink-speed of the peer link) and then
regenerate and advertise (via neighbor outbound policy knob) this
aggregate link bandwi dth value in the formof the LB extended
community to the upstream EBGP router. Since the advertisenent is
bei ng made to EBGP nei ghbors, the next-hop is going to be reset at
and to the advertising router.

Speaki ng of overall traffic profile, if we assume that on ingress at
R4 traffic flow for net p/mis received at a data rate of 'x', then
in absence of |ink bandwi dth regeneration at R3 and R5 the resultant
traffic profile is bel ow
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link ratio percent approximation(~)
R4-R3 1/ 2x 50%
R4-R5 1/2x 50%
R3-R1 1/3x (1/2 * 2/3) 33%
R3-R2 1/6x (1/2 * 1/3) 17%
R5-R6 2/ 7x (1/2 * 4/7) 29%
R5-R7 3/14x (1/2 * 3/7) 21%

For comparison the resultant traffic profile in presence of
curmul ative link bandwi dth regeneration at R3 and R5 is as bel ow

link rati o percent approximation(~)

R4-R3 3/10x 30%

R4-R5 7/10x 70%

R3-R1 1/5x (3/10 * 2/3) 20%

R3-R2 1/10x (3/10 * 1/3) 10%

R5-R6 2/5x (7/10 * 4/7) 40%

R5-R7 3/10x (7/10 * 3/7) 30%
As is evident, the second table is closer to the desired traffic
profile that shoud be received by the | eaf nodes (Rl, R2, R6, R7)
conpared to the first one.

4. Large Scale Data Centers Use Cases

The “Use of BGP for Routing in Large-Scale Data Centers" [RFC7938]
describes a way to design |large scale data centers using EBGP across
the different routing | ayers/data centere stages. [RFC7938] section
6.3 ( “Wighted ECMP') describes a use case in which a service (nost
likely represented using an anycast virtual |P) has an unequal set of
resources serving across the data center regions. Figure 3 shows a
typical data center topology as described in section 3.1 of [RFC7938]
where an unequal nunber of servers are depl oyed advertising a certain

BGP prefix. As can be seen in the figure, the left side of the data
center hosts only 3 servers while the right side hosts 10 servers.

Mohanty, et al. Expires 21 January 2026 [ Page 6]



I nternet-Draft Cunul ati ve DMZ Li nk Bandwi dth July 2025

Fommmm +  ------ +
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| AS2 | | AS2 | | AS3 | | AS3 | Tier 2
I I I I I I I I
+----+ +----+ +----+ +----+
I I I I
I I I I
| o+t | o+
+-| AA |-+ +-| AS5 |-+ Tier 3
Fommm - + Fommm - +
[ [
<- 3 Servers -> <- 10 Servers ->
Fi gure 3

In a regular ECMP environment, the tier 1 | ayer would see an ECWP
pat h equal ly | oad-sharing across all 4 tier 2 paths. This would
cause the servers on the left part of the data center to be
potentially overl oaded, while the servers on the right to be
underutilized. Using |ink bandwi dth advertisenents the servers could
add a |ink bandw dth extended community to the advertised service
prefix. Another option is to add the extended comrunity on the tier
3 network devices as the routes are received fromthe servers or
generated locally on the network devices. |If the link bandw dth

val ue advertised for the service represents the server capacity for
that service, each data center tier would aggregate the val ues up
when sending the update to the higher tier. The result would be a
set of weighted | oad-sharing netrics at each tier allow ng the
network to distribute the flow | oad anong the different servers in
the nost optimal way. |If a server is added or renoved to the service
prefix, it would add or renpve its |link bandw dth val ue and the

net wor k woul d adj ust accordingly.

Typi cal Data Center Topol ogy (RFC7938)
Figure 4 shows a nore popul ar Spine Leaf architecture sinmlar to

[ RFC7938] section 3.2. Torl, Tor2 and Tor3 are in the sane tier,
i.e. the leaf tier (The representation shown in Figure 3 here is the
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unfolded A os). Using the sanme exanpl e above, it is clear that the
LB extended community val ue received by each of Spinel and Spi ne2
fromTorl and Tor2 is in the ratio 3 to 10 respectively. The Spines
wi || then aggregate the bandw dth, regenerate and advertise the LB
ext ended-community to Tor3. Tor3 will do equal cost sharing to both
the spines which in turn will do the traffic-splitting in the ratio 3
to 10 when forwarding the traffic to the Torl and Tor2 respectively.

B +
| Tor3 | Tier 3
Femmm o - +
I
e T
I I
+--- -+ +--- -+
| | ,
| Spi nel | Spi ne2 Tier 2
I I I I
S +-t--- -+
I \ / I
- 4+ - -
I / \ I
+--m o= +- + [ +
| Tor1 | | Tor2 | Tier 3
+--- - - + +--- - - +
(A (A
<- 3 Servers -> <- 10 Servers ->

Figure 4
Two-tier Clos Data Center Topol ogy

4.1. External connectivity and top-down LB extended comunity
propagati on

Wiile, in [RFC7938] section 5.2.4. External connectivity nmodule is
descri bed as a separate cluster with Tier 3 devices being WAN
routers, it is nuch nore commopn to extend connectivity to a regiona
aggregation block over Tier 1 |ayer, where a nunber of rmultipl anar
Tier 1 blocks connect into regional aggregation bl ocks, extending
commonly used 5-7 stages fabric by a nunber of additional stages
instantiated within the regional aggregation block. Consequently,
external connectivity is inplenented within the regional aggregation
bl ock. The total BWavail able towards WAN i s significantly | ower
than the total BWwithin the fabric.

Mohanty, et al. Expires 21 January 2026 [ Page 8]



I nternet-Draft Cunul ati ve DMZ Li nk Bandwi dth July 2025

In the above exanpl es, LB extended comrunity propagation is bottomup
(WECWP towards a service/Tier 3). To address partial |oss of
external connectivity, LB extended comunity is propagated top-down,
reflecting BWavail abl e towards regi onal aggregation bl ocks and the
WAN.  While, due to densely neshed connectivity and total BW
available within the fabric and its ability to accommodat e BW needed
in case of partial |oss of connectivity weighted ECVMP i s not
mandatory, due to | ower capacity, partial |oss of connectivity
towar ds regi onal aggregation bl ocks and the WAN can cause packet | oss
and/ or increased |atency and as the result, reduced availability. In
order to be able to | oad-share traffic in accordance to the capacity
avai | abl e towards regional aggregation blocks and the WAN all routes
that come from regi onal aggregation blocks (WAN routes + routes from
other DCs) are to be tagged with the LB extended community and
propagated to the bottomof the fabric. This allows to |oad-share
the traffic between planes as well as within a plane in accordance
with the associ ated wei ght.

5. Non-Conform ng BGP Topol ogi es

This use-case will not readily apply to all topologies. Figure 5
shows a all EBGP topology: RlL, R2, R3, R4, R5 and R6 are in ASl, AS2,
AS3, AS4, AS5 and AS6 respectively. A net p/m is being advertised
froma server S1 with LB extended-comunity value 10 to Rl and R5.

Rl advertises p/mto R2 and R3 and al so regenerates the LB extended-
community with value 10. R4 receives the advertisenents fromR2, R3
and R5 and conputes the aggregate bandwidth to be 30. R4 advertises
p/mto R6 with LB extended-comunity value 30. The |ink bandwi dt hs
are as shown in the figure

In the exanple as can be seen, R4 will do the cunul ative bandw dth of
the LB that it receives fromR2, R3 and R5 which is 30. Wen R4
receives the traffic fromR6, it will |oad-balance it across R2, R3
and R5. As aresult RL will receive twice the volume of traffic that
R5 does. This is not desirable because the bandwidth fromRl to S1
and the bandwidth fromSl to R5 is the same i.e. 10. The discrepancy
arose because when R4 aggregated the link bandwi dth values fromthe
recei ved advertisenments, the contribution fromRlL was actual ly
factored in twice.
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|
I
I
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I
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Figure 5
A non-conformng topology for the Cumul ati ve DVZ

One way to nmake the topology in the figure above conform ng woul d be
to regenerate a nornalized value of the aggregate |ink bandw dth when
the aggregate |ink bandwidth is being advertised over nore than one
eBGP peer link. Such nornalization can be achieved through out bound
policy application on top of the aggregate |ink bandw dth value. A
couple of options in this context are:

1. divide the aggregate |link bandw dth across the eBGP peers equally

2. divide the aggregate |ink bandw dth across the eBGP peers as per
the ratio of the operational |ink capacity of the eBGP peer |inks

These and sinmilar options for regeneration of |ink-bandwi dth to cater
to | oad-bal ancing requirenents in such topol ogies are outside the
scope of this docunent and can be inplenentated as additiona

out bound pol i cy enhancenents on top of a conputed aggregate |ink
bandwi dt h.

6. Pr ot ocol Consi derati ons

[I-D.ietf-idr-1ink-bandwi dth] needs to be refreshed. No Protoco
Changes are necessary if the knobs are inplenmented as recomended.
The other way to achi eve the same purpose would be to use sone
complicated policy franeworks. But that is only a conjecture.

7. Operational Considerations
A note may be nmade that these solutions also are applicable to nany
address families such as L3VPN [ RFC4364] , I1Pv4 with | abel ed uni cast
[ RFC8277] and EVPN [ RFC7432] .
In topol ogi es and i npl enentati on where there is an option to

advertise all nmultipath (equal cost) eligible paths to eBGP peers
(i.e. "ecnp’ formof additional-path advertisenment is enabled),
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10.

10.

10.

aggregate |ink bandw dth adverti sement may not be required or may be
redundant since the receiving BGP speaker receives the |ink bandwi dth
ext ended comunity values with all eligible paths, so the aggregate
link bandwidth is effectively received by the downstream eBG speaker
and can be used in the |l ocal conputation to affect the forwarding
behavi our. This assunmes the additional paths are advertised with
next - hop self.

Security Considerations
Thi s docunent rai ses no new security issues.
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