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Abst r act

Thi s docunent updates the MOQr Streaming Format (MSF) by defining a
new optional feature for the streaming format. It specifies the
syntax and semantics for addi ng Neural Video Codec (NVC) packaged
media to MSF. NVC codecs use | earned neural network transforns for
vi deo conpression, and their bitstreans require a distinct packagi ng
nmodel fromtraditional block-based codecs. NMSF naps neur al
keyframes (Intra) and delta franes (Inter) onto MbQ G oups and

oj ects, and introduces a multi-track nodel that separates hyperprior
side information fromlatent bitstreans for priority-aware delivery.
This enables real -time neural video stream ng over any standard MQ
rel ay.

About This Docunent
This note is to be renoved before publishing as an RFC

Source for this draft and an issue tracker can be found at
https://github. com eri kherz/ nnsf.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and nmay be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 9 Cctober 2026.
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1.

I nt roducti on

Neur al Vi deo Codecs (NVCs) represent a new class of video conpression
that uses |learned neural network transforns instead of bl ock-based
nmotion estinmation and discrete cosine transforns. NVCs such as DCVC
RT [ DCVC-RT], SSF, FVC, and RLVC produce conpressed bitstreans that
differ fundanentally fromtraditional codecs

* No container format. NVC bitstreans consist of entropy-coded
| atent tensors, not fMP4 boxes, LOC containers, or NAL units.

*  Two-layer conpression. NVCs using hyperprior-based entropy coding
(such as those built on [ConpressAl]) produce two distinct
bitstreams per frame: a small hyperprior containing statistica
side information, and a |larger |latent tensor containing the
conpressed frane data. The |atent cannot be decoded without the
hyper pri or.

* Stateful decoding. The decoder maintains a | earned context buffer
(anal ogous to a decoded picture buffer) that nust be initialized
froma full neural keyframe before delta franes can be decoded

* Variable-rate representations. Conpressed frane sizes vary
significantly based on scene conplexity, as the codec allocates
bits adaptively in a | earned feature space.

The existing MSF [I-D.ietf-nog-nmsf] packaging types -- LOC and the
tinmeline types -- do not accommodate these bitstreans. The CVSF
[1-D.ietf-npg-cnsf] extension adds CVAF packaging for traditiona

bl ock- based codecs. Neither is suitable for NVC data, which has no
container structure and requires a different nodel for keyfrane
semanti cs and decoder state managenent.

Thi s docunent defines NVMSBF, an MSF extension that adds NVC packagi ng.
NVSF fol l ows the same extension pattern established by CVBF: it

regi sters a new "packagi ng" val ue, defines the nject payl oad format,
and specifies Goup-level requirenents for decoder random access.
Additionally, NMSF introduces a nulti-track nodel that maps the
hyperprior and |l atent bitstreans to separate MQ tracks, enabling
priority-based relay delivery under congestion

MSF (base)

+-- LOC packagi ng (native, MSF)

+-- Media/Event tinmelines (native, NSF)

+-- CMSF ext ension (adds "cmaf" packagi ng, CMSF)

+-- NMSF ext ensi on (adds "nvc" packagi ng, this docunent)
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3.

3.

A single MoQ Broadcast MAY contain tracks using any conbi nation of
packagi ng types. For exanple, an NVC video track may coexist with a
LOC or CVAF audio track in the sanme catal og

MSF Ext ensi on

Al'l of the specifications, requirements, and termninol ogy defined in
[I-D.ietf-nog-nmsf] apply to inplenmentations of this extension unless
explicitly noted otherwi se in this docunent.

NVC Packagi ng
Track Mbdel

NVC packagi ng uses two MbQ tracks per video streamto carry the two
| ayers of the neural codec’s conpressed output:

Hyperprior track: Carries the entropy-coded hyperprior (side
i nformation) for each frane. The hyperprior describes the
statistical distribution of the latent tensor and is required by
the entropy decoder before the latent can be deconpressed. This
track is small (typically 5-15% of total bitstream) and SHOULD be
assi gned higher delivery priority than the | atent track.

Latent track: Carries the entropy-coded |latent tensor (the primary
compressed frane data) for each frane. The latent track is |arger
and depends on the correspondi ng hyperprior Object having been
recei ved and decoded first.

Both tracks MJUST use "nvc" packagi ng and belong to the sane MQ
Broadcast. The tracks are linked via a "depends" field in the
catalog (Section 3.8). Objects in the two tracks are correl ated by
G oup sequence nunber and Object index: Cbject Nin Goup G of the
hyperprior track corresponds to hject Nin Goup G of the |atent
track.

This two-track nmodel reflects the inherent two-layer structure of
hyper pri or-based neural codecs. It enables MbQrelays to prioritize
the small hyperprior track under congestion, ensuring that the
decoder can begin | atent deconpression as soon as |atent data
arrives. The relay requires no awareness of the NVC payl oad format
-- standard MoQ priority nechani sns are sufficient.

I mpl enent ati ons MAY use a single conbined track instead of two
separate tracks. In this case, the payl oad sub-format defined in
Section 3.6 carries both bitstreans within each Cbject. The single-
track node is sinpler but loses the ability to prioritize hyperprior
delivery independently.
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3.2. (Object Wre Format

Each MbQ Obj ect payload for a track with "nvc" packagi ng consi sts of
a fixed 26-byte header followed by a variable-length conpressed
bi tstream

0 1 2 3
01234567890123456789012345678901
i T o T i e S S S i S e S
frane_type | qp | frame_nunber |
e b T S i i S S S S e e s S i T T i S S

i i I S S pts_ns +

+-
+-

+-

T S T I Al ol ST SN S S S S S S S S S i S SIS SN S O Y
| | wi dt h |
T T i A S
| | hei ght |
T T S S T S S S s S S A S S ok
| | payl oad_| en |
T S T I Al ol ST SN S S S S S S S S S i S SIS SN S O Y
+-

I
S S R S S payl oad (vari abl e) +
I
+

franme_type: 1 byte. The type of neural video frane contained in
this Cbject. See Section 3.3.

gp: 1 byte, unsigned 8-bit integer. The quality paraneter index
used for encoding this frame. Ildentifies the rate-distortion
operating point fromthe codec’s trained quality levels. The
decoder MJST use the same QP index to select matching quantization
step sizes. Values 0-63 are defined; values 64-255 are reserved.

frame_nunber: 4 bytes, unsigned 32-bit integer, big-endian. The
absol ute sequence nunber of this frame within the stream starting
from zero.

pts ns: 8 bytes, unsigned 64-bit integer, big-endian. The capture-
side wallclock tinestanp in mlliseconds since the Unix epoch
(1970-01-01T00: 00: 00Z2). This tinmestanp is set by the publisher at
the tinme of frame capture and is carried through the rel ay
unnodi fi ed. Subscribers MAY use the difference between pts_ns and
their local wallclock to estimate end-to-end | atency. A value of
zero indicates that no tinestanp is avail abl e.

width: 4 bytes, unsigned 32-bit integer, big-endian. The frane
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3.

3.

width in pixels.

hei ght: 4 bytes, unsigned 32-bit integer, big-endian. The frane
hei ght in pixels.

payl oad_l en: 4 bytes, unsigned 32-bit integer, big-endian. The byte
I ength of the payload field that foll ows.

payl oad: Variable length. The NVC conpressed bitstreamfor this
frane. In two-track node, the hyperprior track carries the
hyperprior bitstreamand the latent track carries the |atent
bitstream In single-track node, this field carries the conbi ned
payl oad defined in Section 3.86.

Frame Types

The frame_type field identifies the role of the frame in the neura
codec’ s prediction structure:

Neur al keyfrane. |
Decoder initializes |
its context buffer |
fromthis frame. MJST

be the first Object in |
a G oup. |

| Neural delta frane. |
| Decoder uses context |
| buffer from previous |
| reconstructed frame. |

| Ox02-FF | Rsvd | Reserved for future |
| | | use. |

Figure 1

Intra frames are anal ogous to SAP Type 1 access points in CVAF. They
enabl e random access by fully initializing the decoder’s context
buffer wi thout dependence on any prior frane.

Inter frames are anal ogous to non-SAP frames (P-franmes). They depend
on the decoder’s context buffer, which contains the reconstructed
output of the imediately preceding frane.
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3.

3.

4.

5.

Unli ke traditional codecs with nulti-frame reference picture buffers,
current NVCs maintain a single context buffer containing |earned
features fromthe previous reconstructed frame. The reserved range
(0x02- OxFF) accommopdates future NVCs that may introduce bidirectional
prediction, hierarchical quality layers, or nulti-reference
architectures.

hj ect Packagi ng
The payl oad of each (bject is subject to the follow ng requirenents:

* MJST contain exactly one NVC frane (or franme conmponent, in two-
track node) in the wire format defined in Section 3.2.

*  MJST NOT span nultiple frames. Each frane is carried in a
separate Object per track.

* (bjects within a Goup MJST be sequentially ordered by
frame_nunber. CQut-of-order processing causes encoder-decoder
context buffer divergence.

* |In two-track node, the hyperprior Cbject and the corresponding
| atent Object for the sane frane MUST have identical frane_type,
gp, frame_nunber, pts_ns, wi dth, and hei ght header val ues.

G oup Packagi ng

Each MOQT G oup:

* MJST begin with an Object containing an Intra frame (frane_type =
0x00) .

* MJST contain one contiguous Group of Pictures (GOP): one Intra
frane foll owed by zero or nore Inter franes.

* The G oup boundary aligns with the publisher’s neural GOP
boundary. Typical GOP sizes are 30-120 frames (1-4 seconds at 30

fps).

* |In two-track node, both the hyperprior and | atent tracks MJST use
the sanme Group sequence nunbers and contain the sane nunber of
oj ects per G oup.

This structure ensures that a subscriber joining md-streamor
recovering fromloss can begin decoding fromthe next G oup boundary.
The Intra frame at the start of each Goup fully initializes the
decoder context buffer, enabling i mediate playback wi thout waiting
for a future keyfrane.
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3.6. Payl oad Format

In two-track node, each track’s payl oad contains a single bitstream
conmponent :

* Hyperprior track payl oad: the entropy-coded hyperprior tensor z,
preceded by tensor shape netadat a.

* Latent track payload: the entropy-coded | atent tensor y, preceded
by tensor shape netadat a.

Each payl oad conmponent uses this sub-format:

Ofset Size Field

0 4 bytes channels (uint32, big-endian)

4 4 bytes height (uint32, big-endian)

8 4 bytes width (uint32, big-endian)
12 4 bytes data_len (uint32, big-endian)
16 N bytes data (entropy-coded tensor)

The channel s, height, and width fields describe the spatia

di mensions of the tensor prior to entropy coding. These are required
by the decoder to allocate output buffers and configure the entropy
decoder.

In single-track node, the payl oad carries both conponents
concat enat ed: the hyperprior conponent followed i nmediately by the
| at ent conponent, using the sane sub-format for each

3.7. Catal og: NVC Packagi ng Type

Thi s specification extends the all owed packagi ng val ues defined in
[I-D.ietf-npbg-nsf] to include one new entry:

[ el s e pus el S pu e pe e pee e o)

| Narme | Value | Reference

[ bl *jes ool s b oo

| NVC | nvc | This RFC |

+------ +------- F-- - - - +
Fi gure 2

Every Track entry in an MSF catal og carryi ng NVC packaged nedi a data
MJST decl are a "packagi ng" type val ue of "nvc"
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3.8. Catalog: NVC Track Fields

This specification adds the follow ng track-1evel catalog fields for
tracks with "nvc" packagi ng:

[ s b e s oo s s e =}
| Field | JSON Type | Required | Definition |
[ sl e el el s s e sl
| codec | String | Yes | NVC codec identifier. |
| | | | See Section 5. |
S U S o oo +
| colorspace | String | Yes | I'nput col orspace (e.qg., |
| | | | "ycbcr-bt709"). |
Fomm e oo - N Fomm oo - o e e e e e e e +
| gopSi ze | Number | Yes | Nunber of franes per |
| | | | Group (GOP size). |
S U S o m oo +
| nvcRol e | String | Yes (2T) | Track role in two-track |
| | | | node: "hyperprior" or |
| | | | "latent". Omitted in |
| | | | single-track node. |
R S TS oo e e e e e e i oo oo oo +
| depends | String | Cond | Narme of the track this |
| | | | track depends on. REQUI RED |
| | | | for latent tracks |
| | | | (nvcRole="latent"). |
R R TS o e e e e e e e e a oo - +
| priority | Nunber | No | Delivery priority hint. |
| | | | Lower val ues = higher |
| | | | priority. Hyperprior |
| | | | tracks SHOULD use a | ower |
| | | | value than latent tracks. |
R R TS o e e e e e e e e a oo - +
| nvc | Onoject | No | Codec-specific metadata. |
| | | | See Section 3.09. |
S S S o m oo +

Figure 3
The standard MSF track fields "name", "packaging", "isLive", "w dth",
"height", and "franerate" retain their definitions from
[1-D.ietf-nog-nsf] and are REQUI RED for NVC tracks.
3.9. Catal og: NVC Metadata nhject
The optional "nvc" object within a track catalog entry carries codec-

specific netadata that a subscriber may need to configure its
decoder:
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| Field | JSON Type | Description |
[} e ——————— Ll —_—————_ Ll p—p—p—_————————(———————r
| nodel Ver sion | String | Model checkpoint version |
| | | identifier. |
o a o Fom e oo o e e e e e e e e e e eee— oo n +
| entropyFormat | String | Entropy coding format (e.g., |
| "rans64", "arithnetic"). |
o e R T +
| latentChannels | Number | Channel count of the |atent |
| | | tensor. |
o a o Fom e oo o e e e e e e e e e e eee— oo n +
| hyperChannels | Nunber | Channel count of the hyperprior
| | tensor. |
o e R T +
| gquant Par anms | nject | Codec-specific quantization |
| | paraneters. |
o a o Fom e oo o e e e e e e e e e e eee— oo n +

Figure 4

Subscribers that do not recognize the "codec" value or cannot satisfy
the netadata requirenents SHOULD NOT subscribe to the track

4. Decoder Requirenents

This section specifies the behavior required of an NVSF decoder
These requirenents ensure that encoder and decoder context buffers
remai n synchroni zed, preventing visual artifacts caused by state
drift.

4.1. Context Buffer Managenent

The decoder MJST naintain a context buffer containing the
reconstructed output of the nost recently decoded frame. This buffer
is used as input to the synthesis transform when decoding Inter
franes.

The context buffer is uninitialized when the decoder starts. The
decoder MUST NOT attenpt to decode Inter franmes until it has
successfully decoded an Intra frame.

After decoding each frame (Intra or Inter), the decoder MJST repl ace
its context buffer with the newy reconstructed output. Failure to
update the context buffer causes progressive drift between encoder
and decoder state, manifesting as visual artifacts commonly descri bed
as "ghosting" or "snearing."
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4.2. Two-Track Decode Sequence

When operating in two-track node, the decoder MJST process frames in
the following order for each frane Nin Goup G

1. Receive bject N fromthe hyperprior track (Goup G.

2. Decode the hyperprior to obtain CDF parameters for the entropy
decoder.

3. Receive Ohject Nfromthe latent track (Goup Q.

4. Entropy-decode the latent tensor using the CDF parameters from
step 2.

5. Run the synthesis transform(Intra or Inter path) to produce the
reconstructed frane.

6. Update the context buffer with the reconstructed frane.
The decoder MAY begin receiving the |atent (bject before the
hyper pri or decode is conplete, but MJUST NOT begi n entropy decoding
the latent until the hyperprior CDF paraneters are avail abl e.
4.3. Intra Frame Handling
VWhen the decoder receives an Intra frame (frane_type = 0x00):
1. Discard any existing context buffer.
2. Decode the frame using only the payl oad data (no context).
3. Store the reconstructed output as the new context buffer.
4. CQutput the reconstructed frane for display.
4.4. Inter Frame Handling

VWhen the decoder receives an Inter frame (frane_type = 0x01):

1. Verify that a context buffer exists (i.e., an Intra frame has
been previously decoded). |I|f not, discard the frane.

2. Decode the frame using the payl oad AND the current context
buffer.

3. Replace the context buffer with the newy reconstructed output.
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4. CQutput the reconstructed frame for display.
4.5. Stream Join and Recovery

When a subscriber joins a stream m d-session or recovers from packet
| oss:

1. Wit for the start of the next MQ G oup.
2. The first Cbject inthe Goup is an Intra frane.
3. Decode the Intra frame to initialize the context buffer
4. Continue decodi ng subsequent Inter frames normally.
oj ects received before the first Intra frame MJUST be di scarded.
In two-track nmode, the subscriber MJST subscribe to both the
hyperprior and | atent tracks. Subscribing to the latent track al one
is insufficient, as the latent cannot be decoded without the
hyper pri or CDF paramneters.

4.6. Encoder Context Synchronization
The encoder MJST maintain its own context buffer that mirrors the
decoder’s state. After encodi ng each frame, the encoder MJST run the
synthesi s (decoding) transformon the quantized | atent representation
to produce a reconstructed frame, and use that reconstructed frane as
the context for encoding the next frane.
Thi s "encode-decode | oop" ensures that the encoder’s context buffer
contains exactly the same data that a decoder woul d produce fromthe
transmtted bitstream preventing encoder-decoder state drift.

5. Codec Registration

The "codec" field in the catalog identifies which NVC is used:
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| Val ue | Full Name | Reference |
[} gty pp—p——p—(——(—————————————_—_—————————(——————————— Ll p—p—p—p—_———r
| dcve-rt | Deep Contextual Video Conpression - | [DCVC RT] |
| | Real Tine | |
Fom e oo o m m e e e e e e e e e e e e e e e eee— oo on Fom e oo +
| dcve-fm | DCVC Feature Modul ation | |
N o m e e e e e e e e e e e e e e e e e e e e e e e e e o N +
| dcve-dc | DCVC Data Conditions | |
S T S +
| ssf | Scal e- Space Fl ow | |
Fom e oo o m m e e e e e e e e e e e e e e e eee— oo on Fom e oo +
| fvc | Feature-space Video Coding | |
N o m e e e e e e e e e e e e e e e e e e e e e e e e e o N +
| rlve | Recurrent Learned Video Conpression | |
S T S +
| elfvc | Efficient Learned Flexible Video Coding | |
Fom e oo o m m e e e e e e e e e e e e e e e eee— oo on Fom e oo +

Figure 5

New NVC codecs are conpatible with NVBF packaging if they produce
distinct Intra and Inter frame types and use a single sequential
context buffer. Registration requires choosing a unique codec
identifier string and docunenting the payl oad sub-format

(Section 3.6). No changes to the wire format header (Section 3.2)
are required for new codecs.

Cat al og Exanpl es

The foll owi ng section provides non-nornmati ve JSON exanpl es of
catal ogs conpliant with this draft.

.1. Two-track NVC video with LOC audio

This exanple shows a catalog for a |live broadcast wi th DCVC- RT neural
vi deo using the two-track nodel (hyperprior + |latent) and one Qpus
audi o track using MSF' s native LOC packagi ng.

{

"version": 1,

"stream ngFormat": 1,

"stream ngFor mat Versi on": "0.2",

"tracks": [

{

"nane": "video-hyper",
"packagi ng": "nvc",
"isLive": true,
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"codec": "dcve-rt",
"nvcRol e": "hyperprior",
"priority": 1,

"w dth": 1280,

"hei ght": 720,
"framerate": 30
"col orspace": "ycbcr-bt 709",
"gopSi ze": 60,
"nve": |
"nmodel Version": "cvpr2025",
"entropyFormat": "rans64",

"hyper Channel s": 128

"name": "video-latent",
"packagi ng": "nvc",
"isLive": true,
"codec": "dcve-rt",
"nvcRol e": "latent",
"depends": "video-hyper",
"priority": 2,
"wi dth": 1280,
"hei ght": 720,
"franmerate": 30
"col orspace": "ycbcr-bt 709",
"gopSi ze": 60,
"nve": |
"nmodel Versi on": "cvpr2025",
"entropyFormat": "rans64",
"| at ent Channel s": 128

}

"name": "audi 0",
"packagi ng": "loc",
"isLive": true,
"codec": "opus",
"role": "audio",
"sanpl erate": 48000,
"channel Config": "2",
"bitrate": 128000
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6

7

2. Single-track NVC video (conpact node)

Thi s exanpl e shows a catal og using single-track node, where the
hyperprior and latent are conbined in a single payload. This node is
simpl er but does not support independent priority control

{
"version": 1,
"tracks": [
{
"name": "video",
"packagi ng": "nvc",
"isLive": true,
"codec": "dcvc-rt",
"wi dth": 1280,
"hei ght": 720,
"framerate": 30
"col orspace": "ycbcr-bt 709",
"gopSi ze": 60,
"nve": |
"nodel Version": "cvpr2025",
"entropyFormat": "rans64",
"| at ent Channel s": 128,
"hyper Channel s": 128

"name": "audi 0",
"packagi ng": "cmaf",
"isLive": true,
"initData": "AAAAl GZ0eXBpc281AAA. . . AAAAAAAAAA" |
"codec": "mp4a.40.2",

"role": "audio",

"sanpl erate": 48000,

"channel Config": "2",

"bitrate": 128000

Conventions and Definitions

The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in al
capitals, as shown here
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8.

10.

10.

Security Considerations

NMSF relies on the security properties of MbQ Transport
[I-D.ietf-npog-transport], which provides confidentiality and
integrity via QUC s TLS 1.3 encryption. NMSF does not add its own
integrity or authentication nmechani sns.

The "payload_len" field permts payloads up to 4 GB. Decoders
SHOULD enf orce a maxi mum payl oad size appropriate for their
depl oynent environnent (e.g., 100 M B for 4K video) and reject
oj ects exceeding that Iimt to mitigate resource exhaustion

A malicious publisher could craft Intra frames that cause the
decoder’s context buffer to enter a state producing m sl eadi ng vi sua
out put on subsequent Inter franes. This is analogous to reference
picture mani pulation in traditional codecs and is mitigated by the
same trust nodel: subscribers SHOULD only connect to authenticated
and aut hori zed publishers.

Neur al video codec nmodel weights are typically large (tens to
hundreds of negabytes) and are NOT transmitted via MoQ Both
publ i sher and subscriber nust have conpati bl e nodel wei ghts pre-
installed. The "nvc" catal og netadata (Section 3.9) enables version
negotiation, but the secure distribution of nodel weights is outside
the scope of this docunent.

The pts_ns tinmestanp reveals the publisher’s wallclock time, which
may be a privacy concern in sone deploynments. Publishers MAY set
pts ns to zero to suppress tinmestanp information.

| ANA Consi derations

Thi s docunent requests registration of a new packagi ng type val ue
"nvc" in the MSF packaging registry defined by [I-D.ietf-npg-nsf].

Thi s docunent requests creation of an "NVC Codec ldentifiers"
registry with the initial values defined in Figure 5. New entries
require Specification Required registration policy.
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Changes from draft-herz-nog- nnsf - 00

* Added two-track nodel: separate hyperprior and | atent MQ tracks
wi th dependency and priority signaling (Section 3.1).

* Added per-frane PTS tinmestanp (pts_mnms) to the wire format header
for end-to-end | atency measurement (Section 3.2).

* Added per-frame quality paraneter (qp) to the wire format header
for rate-distortion signaling (Section 3.2).

* Wre format header expanded from 17 bytes to 26 bytes.

* Added nvcRol e, depends, and priority catalog fields for two-track
node (Section 3.8)

* Added two-track decode sequence to decoder requirenents
(Section 4.2).

* Retained single-track node as a sinpler alternative.
* Added privacy consideration for pts _ns tinmestanp (Section 8).

*  Normalized payl oad sub-fornmat with explicit tensor shape netadata
precedi ng each bitstream conmponent (Section 3.6).
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