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1. Introduction

Large Language Mddel inference serving has energed as a distinct
category of network service with performance characteristics unlike
traditional request-response systens. The autoregressive generation
process produces output tokens sequentially, creating a streamnng
response pattern where |l atency has nmultiple nmeani ngful definitions.
The prefill and decode phases exhibit different conputationa
profiles. Menmory consunption grows with sequence | ength due to key-
val ue cache requirenents.

Large Language Mddel serving systens are increasingly deployed as
Internet-facing services, often exposed via standardi zed APl s and
shared infrastructure. Their performance characteristics influence
availability, fairness, and side-channel risk in multi-tenant
environments. Establishing consistent benchnarking term nol ogy
enabl es cl earer communication anong i npl enmenters, operators, and
researchers.

Gai kwad Expires 24 July 2026 [ Page 4]



I nternet-Draft LLM Benchnar ki ng Ter mi nol ogy January 2026

Despite wi despread depl oyment of LLM serving systenms, no standard
term nol ogy exists for describing their performance. Different

i mpl ement ati ons, benchmarks, and academ c publications use

i nconsistent definitions for terns such as "throughput,” "latency,"
and "tokens per second." This inconsistency hinders neani ngful
conpari son across systens and creates confusion for practitioners.

Thi s docunent addresses the term nol ogy gap by providing precise
definitions for LLM serving performance netrics. The structure and
approach foll ow [ RFC2647], which established benchmarki ng term nol ogy
for firewall performance. Each termincludes a definition,

di scussi on of context and inplenmentation considerations, unit of
measur enent, open issues, and cross-references to related terns.

Thi s docunent defines terminology only. 1t does not specify
benchmar k net hodol ogi es, workl oad profiles, or acceptance criteria.
Conpani on docunents nay address those topics.

The netrics in this docunent apply to transformer-based

aut or egressi ve | anguage nodels. O her nodel architectures such as

di ffusi on nodel s, encoder-only nodel s, or non-autoregressive decoders
require different term nol ogy not covered here.

2. Scope and System Under Test Boundary

A prerequisite for benchmarking is defining the System Under Test
(SUT) boundary. The sanme metric neasured at different boundaries
yields different values. This docunent identifies three SUT boundary
cat egori es:

Model Engine: The inference runtine executing nodel forward passes.
Thi s boundary excludes network transport, authentication, request
routing, and safety filtering. Metrics at this boundary reflect
raw i nference capability.

Application Gateway: The nodel engine plus request handling,
aut hentication, rate limting, input validation, output filtering,
and safety nmechanisns. Metrics at this boundary reflect the
performance users observe when calling an APl endpoint.

Conpound System An application gateway plus orchestration |ogic,
retrieval conmponents, tool execution, and multi-step reasoning.
Metrics at this boundary reflect end-to-end task conpletion
performance for agentic or retrieval -augnmented workl oads.

Testers MJST decl are the SUT boundary when reporting netrics.

Metrics fromdifferent SUT boundaries MJST NOT be directly conpared
wi t hout adj ust nent.
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The measurement point within the SUT also affects results. For

| atency metrics, testers MUST specify whet her neasurement occurs at
the client, at the network edge, or within the serving
infrastructure

3. Requirenents Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in al
capitals, as shown here

4. Term nol ogy
4.1. Request and Response Timng Metrics
4.1.1. End-to-End Latency

Definition: The elapsed time between request initiation by a client
and recei pt of the conplete response by that client.

Di scussion: End-to-end | atency enconpasses all processing stages:
networ k transm ssion, queuing, prefill conputation, decode
iterations, output filtering, and return transm ssion. For
stream ng responses, end-to-end latency is neasured until the
final token is received

End-to-end | atency depends on output |ength. Longer responses

require nore decode iterations and produce higher |atency. Wen

comparing systemnms, testers SHOULD control for output |length or

report |atency normalized by output token count.

Client-side neasurenent includes network round-trip tine. Server-

si de neasurenent excludes external network | atency but may stil

i nclude internal network hops within a distributed serving system
Unit of neasurenent: milliseconds (ns) or seconds (s)

| ssues:
*  Measurenent point (client-side vs server-side)

* Treatnent of failed or truncated responses
* O ock synchronization for distributed neasurenent

See also: Time to First Token (Section 4.1.2), Tinme per Qutput Token
(Section 4.1.5), Decode Latency (Section 4.2.2)
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4.1.2. Tine to First Token

Definition: The elapsed time between request initiation and receipt
of the first output token

Di scussion: Tine to First Token (TTFT) neasures how | ong a user
waits before any response content appears. For interactive
applications, TTFT determ nes perceived responsi veness i ndependent
of total response |ength.

TTFT includes network transmi ssion, authentication, adm ssion
control, queue wait tine, and prefill conputation. Under |ow | oad
with short prompts, prefill dominates TTFT. Under high | oad,
queue wait time may dominate. Wth |long prompts, prefil

comput ation scales with input token count.

For non-streani ng responses, TTFT equals end-to-end | atency
because all tokens arrive together. Testers SHOULD specify
whet her the response node is stream ng or non-streani ng.
Sone systens emit an enpty or whitespace-only first token before
substantive content. Testers MJST specify whether TTFT neasures
time to any token or tinme to first non-enpty token

Unit of neasurenent: nmilliseconds (ns)

| ssues:
* Stream ng vs non-streani ng response nodes

* Definition of "first token" when initial tokens |ack content
* (dient-side vs server-side nmeasurenent point

See also: Prefill Latency (Section 4.2.1), Queue Wait Tine
(Section 4.5.3), End-to-End Latency (Section 4.1.1)

4.1.3. Inter-Token Latency

Definition: The el apsed time between consecutive output token
em ssions, nmeasured at the server

Di scussion: Inter-Token Latency (I TL) neasures the generation
i nterval between adjacent tokens during the decode phase. |ITL
reflects decode efficiency and is affected by batch size, node
architecture, and nmenory bandwi dt h.
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I TL varies across tokens within a single request due to batching
dynani cs. \When other requests join or |eave the batch, the per-
request conpute allocation changes. Testers SHOULD report ITL
distribution statistics rather than a single val ue.

ITL is nmeasured server-side and excl udes network transm ssion
delay. For client-observed intervals, see Tine Between Tokens
(Section 4.1.4).
When aggregating | TL across requests, token-wei ghted averagi ng
counts each token equally. Request-weighted averagi ng counts each
request equally regardl ess of length. These nethods yield
different results. Testers MJST specify the aggregati on method.
Unit of neasurenent: mlliseconds (ns)

| ssues:
*  Token-wei ghted vs request-wei ghted aggregation

* Variation within a single request due to batching
* Exclusion of prefill-to-first-token interva

See also: Tinme Between Tokens (Section 4.1.4), Tine per CQutput Token
(Section 4.1.5), Batch Utilization (Section 4.5.5)

4.1.4. Tine Between Tokens

Definition: The el apsed tinme between recei pt of consecutive out put
tokens at the client.

Di scussion: Tine Between Tokens (TBT) neasures the client-observed
i nterval between adjacent tokens. TBT equals ITL plus network
transmi ssion variability and buffering effects.

Network jitter, TCP buffering, and internedi ary proxies cause TBT
to differ fromITL. Miltiple tokens may arrive in a single
net wor k packet, produci ng near-zero TBT foll owed by a | onger gap
TBT directly affects user-perceived stream ng snoot hness. High
TBT variance creates a "stuttering" appearance even when average
TBT is acceptabl e.

Unit of neasurenent: milliseconds (ns)

| ssues:
*  Network buffering causing token bunching
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*  Proxy and CDN effects on delivery timng
* Measurenent requires client-side instrunentation

See also: Inter-Token Latency (Section 4.1.3), Token Delivery Jitter
(Section 4.4.3)

4.1.5. Time per Qutput Token

Definition: The average tinme to generate each output token after the
first token, conputed as:

TPOT = (End-to-End Latency - TTFT) / (OQutput Token Count - 1)

Di scussion: Tinme per Qutput Token (TPOT) summarizes decode- phase
performance in a single value. Unlike ITL, which neasures each
interval, TPOT averages across all decode steps for a request.

TPOT excludes the first token because TTFT captures that interva
separately. For single-token outputs, TPOT is undefined.

TPOT is request-weighted by construction: each request contributes
one TPOT val ue regardl ess of output |length. Wen aggregating
across requests, report the distribution rather than only the
nmean.
TPOT relates to user-perceived generation speed. A TPOT of 50ns
corresponds to 20 tokens per second, approxinmately 900 words per
m nute for English text.

Unit of neasurenent: nmilliseconds per token (ns/token)

| ssues:
* Undefined for single-token outputs

* Request -wei ghted aggregation differs fromtoken-weighted |ITL
* Denom nator uses (Qutput Token Count - 1)

See al so: Inter-Token Latency (Section 4.1.3), End-to-End Latency
(Section 4.1.1), Tinme to First Token (Section 4.1.2)

4.1.6. Normalized Latency

Definition: End-to-end |atency divided by output token count,
yi el ding a | engt h-i ndependent | atency neasure.

Di scussion: Normalized | atency enabl es conpari son across requests
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with different output Iengths. It anortizes fixed overhead (TTFT)
across all tokens.

For short outputs, TTFT dom nates normalized | atency. For |ong
outputs, TPOT domi nates. Testers SHOULD report output |ength
di stribution al ongside nornalized | atency to enable
interpretation.

Normal i zed | at ency obscures user-faci ng behavi or because users
experience TTFT and TPOT separately. Testers SHOULD NOT report
nornmalized |latency as the sole |atency netric.

Unit of neasurenent: nmilliseconds per token (ns/token)

| ssues:
* (Cbscures distinction between TTFT and decode | at ency

* Sensitive to output length distribution
* Not directly interpretable as user experience

See also: End-to-End Latency (Section 4.1.1), Tine per Qutput Token
(Section 4.1.5)

4.2. Phase-Specific Latency Metrics
4.2.1. Prefill Latency

Definition: The elapsed tinme to process input tokens and conpute the
initial key-value cache prior to generating the first output
t oken.

Di scussion: Prefill perfornms a forward pass over all input tokens to
popul ate the key-value cache. This conputation is parallelizable
across the input sequence and is conpute-bound on current
har dwar e

Prefill latency scales approximately linearly with input token
count for uncached inputs. Wth prefix caching enabl ed, prefil
processes only the uncached suffix, reducing |atency for requests
shari ng common prefixes

Prefill latency is a conponent of TTFT. Qher TTFT conponents
i nclude queue wait time, network | atency, and authentication
over head.
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Chunked prefill inplementations split long prefills into smaller
segnments interl eaved with decode steps. This reduces head-of-Iline
bl ocki ng but increases total prefill time. Testers MJST specify
whet her chunked prefill is enabl ed.

Unit of neasurenent: nilliseconds (ns)

| ssues:
* Chunked vs monolithic prefill execution
* Prefix caching effects on effective prefill length

* Distinction fromTTFT in reporting

See also: Time to First Token (Section 4.1.2), Prefix Cache Hit Rate
(Section 4.7.1), Head-of-Line Blocking (Section 4.5.1)

4.2.2. Decode Latency

Definition: The cumul ative el apsed time spent generating out put
tokens after the first token

Di scussion: Decode |atency equals (Qutput Token Count - 1)
mul tiplied by average ITL. It neasures total time in the decode
phase.

Decode i s nenory-bandw dt h-bound on current hardware because each
step reads the full nodel weights and grow ng key-val ue cache
whi | e produci ng a single token.
Decode latency grows linearly with output token count under
constant batching conditions. Variable batch nmenbership during
generati on causes decode latency to deviate fromsinple |inear
scal i ng.

Unit of neasurenent: nmilliseconds (ns) or seconds (S)

| ssues:
* Variation due to dynani c batching

* Gowth of key-value cache during decode

See also: Inter-Token Latency (Section 4.1.3), End-to-End Latency
(Section 4.1.1), Prefill Latency (Section 4.2.1)
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4.3. Throughput and Capacity Metrics
4.3.1. Cutput Token Thr oughput

Definition: The nunber of output tokens generated per second by the
system across all concurrent requests.

Di scussion: Qutput token throughput nmeasures systemw de generation
capacity. It increases with offered load until the system
saturates, then plateaus or declines.

Thr oughput neasurenent requires specifying the token counting

met hod. Subword tokenization produces different counts than word-
| evel tokenization for the same text. Testers MJST identify the

t okeni zer used.

Sone i npl enentati ons pad sequences to uniformlength within a
batch. Testers MJST specify whether throughput counts include or
excl ude paddi ng tokens.
Thr oughput neasurenent requires a defined tinme w ndow. Short
wi ndows capture instantaneous throughput. Longer wi ndows snooth
over load variations. Testers MJST specify the neasurenent w ndow
dur ati on.

Unit of neasurenent: tokens per second (tok/s)

| ssues:
* Tokeni zer - dependent token counts

* Inclusion or exclusion of padding tokens
*  Measurenent wi ndow duration

See al so: | nput Token Throughput (Section 4.3.2), Request Throughput
(Section 4.3.3), Non-Paddi ng Token Throughput (Section 4.3.4)

4.3.2. Input Token Throughput

Definition: The nunber of input tokens processed per second by the
system across all concurrent requests.

Di scussion: |nput token throughput neasures prefill capacity.

Systens with efficient batched prefill achieve higher input
t hroughput than those processing pronpts sequentially.

Gai kwad Expires 24 July 2026 [ Page 12]



I nternet-Draft LLM Benchnar ki ng Ter mi nol ogy January 2026

I nput throughput differs from output throughput because prefil

and decode have different computational characteristics. A system
optimzed for |ong-context prefill may show hi gh i nput throughput
but | ower output throughput, and vice versa.

Prefix caching affects input throughput neasurenent. Wth
caching, input tokens divide into cache hits (not processed) and
cache m sses (processed). Testers MJST specify whether input
t hroughput counts all input tokens or only cache m sses.

Unit of neasurenent: tokens per second (tok/s)

| ssues:
* Treatnent of cached vs processed input tokens

* Different fromoutput throughput due to phase characteristics

See also: CQutput Token Throughput (Section 4.3.1), Prefill Latency
(Section 4.2.1), Prefix Cache Hit Rate (Section 4.7.1)

4.3.3. Request Throughput

Definition: The nunber of requests conpleted per second.

Di scussi on: Request throughput counts conpleted requests regardl ess
of token counts. A system conpleting many short requests achieves
hi gher request throughput than one completing fewer |ong requests,
even at equal token throughput.

Request throughput is relevant for capacity planni ng when requests
have predictable | engths or when per-request overhead dom nates.

Fail ed requests require specified handling. Testers MJST specify
whet her request throughput includes only successful conpletions or
al so counts failures.

Unit of neasurenent: requests per second (req/s)

| ssues:
* Treatnment of failed or truncated requests

* Sensitivity to request length distribution

See al so: CQutput Token Throughput (Section 4.3.1), End-to-End
Latency (Section 4.1.1)
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4. 3. 4.

Non- Paddi ng Token Throughput

Definition: CQutput token throughput excluding paddi ng or alignnent

t okens.

Di scussion: Batched inference pads sequences to uni form | ength.

Uni

Paddi ng t okens consunme conpute but carry no information. Non-
paddi ng t hroughput measures useful work.

Systens using variabl e-1 ength batching or continuous batchi ng may
avoi d padding entirely. For these systens, non-paddi ng throughput
equal s total output throughput.

t of measurement: tokens per second (tok/s)

| ssues:

* Applicable only to padded batchi ng schenes

See al so: Qutput Token Throughput (Section 4.3.1), Batch Utilization

4.3.5.

(Section 4.5.5)

O fered Load

Definition: The request arrival rate or concurrency |evel inposed on

the system by t he workl oad generat or

Di scussion: Ofered | oad characterizes workload intensity. Two

Uni

forns exist:

Open-1oop | oad specifies a request arrival rate (requests per
second) independent of systemresponse. New requests arrive
according to a specified distribution regardl ess of outstanding
request count.

Cl osed-1 oop | oad specifies a fixed concurrency |level. Each
conpl eted request triggers a new request, maintaini ng constant
out st andi ng requests.

Open-1 oop | oad reveal s system behavi or under overload. d osed-
| oop | oad cannot exceed system capacity by construction. Testers
MUST specify the |l oad nodel and its paraneters

t of measurement: requests per second (req/s) for open-Ioop;
concurrent requests for closed-Ioop

| ssues:

* (Open-loop vs closed-1oop nodel sel ection
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* Arrival distribution for open-1oop (Poisson, uniform bursty)
* Think tinme between requests for closed-|oop

See al so: Sustainable Load (Section 4.3.6), Queue Depth
(Section 4.5.2)

4.3.6. Sustainable Load

Definition: The maxi numoffered | oad at which the system conti nues
to neet declared service objectives.

Di scussion: Sustainable |load identifies the operating region
boundary. Bel ow sustai nabl e | oad, the system neets | atency and
quality targets. Above sustainable |oad, |atency increases
unboundedl y or requests fail.

Sust ai nabl e | oad depends on the service objectives. Stricter

| atency targets yield | ower sustainable load. Testers MJST

decl are the service objectives when reporting sustainabl e | oad.
Sust ai nabl e | oad al so depends on workl oad characteristics. Longer
pronpts or outputs reduce sustainable |oad. Testers MJST
characterize the workload profile.

Unit of neasurenent: requests per second (reg/s) or concurrent
requests

| ssues:
* Requires declared service objectives

* Sensitive to workload characteristics
* My differ for different SLO percentiles

See also: Ofered Load (Section 4.3.5), Service Level nhjective
(Section 4.12.1), SLO Attainment Rate (Section 4.12.2)

4.4. Latency Distribution Metrics
4.4.1. Latency Percentiles
Definition: Values bel ow which a specified percentage of
observations fall, reported as P50, P90, P95, P99, and P99.9 for

| atency metrics.

Di scussion: Mean | atency obscures distribution shape. A systemwth
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| ow nean but high variance provides inconsistent user experience.
Percentiles characterize the distribution.

P50 (nedian) indicates typical experience. P99 indicates worst-
case experience for nost users. P99.9 indicates extrene tail
behavi or relevant for high-volune services.
Percentil e conputation requires sufficient sanple size. For P99
accuracy, at |east 1000 sanples are needed. For P99.9, at |east
10000 sanples. Testers MJST report sanple size al ongside
percentil es.
Percentiles apply to TTFT, TPOT, |ITL, and end-to-end | atency.
Testers SHOULD report percentiles for nultiple nmetrics rather than
a single summary.

Unit of neasurenent: Same as the underlying |latency netric (ns)

| ssues:
* Sanple size requirements for tail percentiles

* Appropriate percentile selection for use case
* Confidence intervals for reported percentiles

See also: End-to-End Latency (Section 4.1.1), Time to First Token
(Section 4.1.2), Time per Qutput Token (Section 4.1.5)

4.4.2. Latency Distribution

Definition: The conplete statistical distribution of |atency
observations, represented as a hi stogram or cunul ative
di stribution function

Di scussion: Full distributions reveal structure that percentiles
mss. Miltinmodal distributions indicate distinct operating
regines. Heavy tails indicate outlier sensitivity.
Hi stogram bin width affects resolution. Narrow bins reveal detai
but require nore sanples. Testers SHOULD use |ogarithm c binning
for latency distributions spanning nmultiple orders of magnitude.

Unit of neasurenent: Histogram counts or cunul ative probability

| ssues:
* Bin width sel ection

* Sanple size for distribution estinmation
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See also: Latency Percentiles (Section 4.4.1)
4.4.3. Token Delivery Jitter

Definition: The variance or standard deviation of inter-token
intervals within a single request.

Di scussion: Jitter nmeasures streani ng snmoothness. Low jitter
i ndi cates consistent token pacing. Hi gh jitter indicates
irregul ar delivery that users perceive as stuttering
Jitter arises from batching dynanics, nmenory bandw dth contention,
and garbage coll ection pauses. Systenms with continuous batching
show higher jitter than static batching due to variable batch
menber shi p.

Jitter is conputed per-request, then aggregated. Report the
distribution of per-request jitter val ues.

Unit of neasurenent: nmilliseconds (ns) as standard deviation

| ssues:
* Aggregation nmethod across requests

* Separating server-side jitter fromnetwork jitter

See also: Inter-Token Latency (Section 4.1.3), Tinme Between Tokens
(Section 4.1.4)

4.4.4., Maxi mum Pause Duration

Definition: The longest inter-token interval observed within a
singl e request.

Di scussi on: Maxi mum pause captures the worst interruption in
streamng output. A single |ong pause degrades user experience
even when average | TL is acceptable.

Long pauses arise from garbage collection, KV cache operations,
batch reconputation after preenption, and request scheduling
del ays.

Unit of neasurenent: nilliseconds (ns)

| ssues:
* Distinguishing generation pauses from network del ays

* Threshold for "pause" vs normal variation
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See also: Inter-Token Latency (Section 4.1.3), Token Delivery Jitter
(Section 4.4.3), Preenption Recovery Latency (Section 4.6.4)
4.5. Scheduling and Miulti-Tenancy Metrics
4.5.1. Head- of - Li ne Bl ocking

Definition: The additional delay experienced by short requests when
schedul ed behind | ong requests in a shared queue or batch

Di scussion: First-cone-first-served scheduling causes head-of-Iline
(HOL) blocking. A long prefill operation delays all subsequent
requests regardless of their size.

Chunked prefill mtigates HOL blocking by limting the maxi num
uni nterrupti bl e conputation. Shortest-job-first scheduling
el im nates HOL bl ocki ng but requires output |length prediction

HOL bl ocking is neasured as the difference between observed
| atency and | atency under an idealized scheduler with no bl ocking.

Unit of neasurenent: mlliseconds (ns)

| ssues:
* Requires baseline conparison to quantify

* Depends on workload |l ength distribution

See also: Prefill Latency (Section 4.2.1), Queue Wait Tine
(Section 4.5.3), Fairness Index (Section 4.5.4)

4.5.2. Queue Depth

Definition: The nunber of requests waiting for service at a
measur enent i nstant.

Di scussion: Queue depth indicates load relative to capacity.
Growi ng queue depth signal s approaching overload. Stable queue
dept h indi cates bal anced | oad.

Queue depth has nmultiple neasurenment points: adnission queue,
prefill queue, decode batch wait queue. Testers MJST specify the
queue neasured.

Unit of neasurenent: requests (count)

| ssues:
* Miltiple queue stages in serving systens
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* Instantaneous vs tine-averaged neasur enment

See also: O fered Load (Section 4.3.5), Queue Wait Tine
(Section 4.5.3)

4.5.3. Queue WAit Tine

Definition: The el apsed time between request arrival and scheduling
for processing.

Di scussion: Queue wait tine is a conponent of TTFT representing tine
spent waiting rather than conmputing. Under |ow |oad, queue wait
approaches zero. Under high |load, queue wait donmi nates TTFT.

Systenms with multiple queues (adm ssion, prefill, decode) have
corresponding wait times. Total queue wait is the sum across
st ages.

Unit of neasurenent: nmilliseconds (ns)

| ssues:
* Miltiple queue stages

* Inclusion of admi ssion control delay

See also: Time to First Token (Section 4.1.2), Queue Depth
(Section 4.5.2), Admi ssion Rate (Section 4.5.6)

4.5.4. Fairness |ndex

Definition: A neasure of equity in |atency or throughput across
concurrent requests or tenants.

Di scussion: Jain's Fairness Index quantifies allocation equality:

J(x) = (sum(x_i))*2 [/ (n * sum(x_i"2))

where x_i is the allocation to request or tenant i, and n is the
count. J ranges from1l/n (maximally unfair) to 1 (perfectly
fair).

Fairness applies to latency (lower is better, so use reciprocal),
t hroughput, or SLO attainnent. Testers MJST specify the neasured
quantity.

Multi-tenant systens require per-tenant fairness neasurenent.
Si ngl e-t enant systens neasure fairness across concurrent requests.
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Unit of neasurenment: dinensionless, range [1/n, 1]
| ssues:
* Choice of nmeasured quantity (latency, throughput, SLO
attai nnent)
* Tenant definition in nulti-tenant systens

See al so: Head-of-Line Blocking (Section 4.5.1), SLO Attai nment Rate
(Section 4.12.2)

4.5.5. Batch Utilization

Definition: The ratio of active tokens processed per batch to the
maxi mum bat ch capacity.

Di scussion: Static batching pads sequences to uniformlength. Batch
utilization neasures the fraction of conmpute applied to rea
t okens versus paddi ng.
Cont i nuous bat chi ng achi eves high utilization by avoi di ng paddi ng.
For continuous batching systens, batch utilization approaches 1.0
and is less informative.

Unit of neasurenent: ratio or percentage

| ssues:
* Not meani ngful for continuous batching systens

* Varies with workload | ength distribution

See al so: Non-Paddi ng Token Throughput (Section 4.3.4), Qutput Token
Thr oughput (Section 4.3.1)

4.5.6. Adm ssion Rate

Definition: The fraction of arriving requests accepted for
processi ng.

Di scussion: Adm ssion control rejects requests to prevent overl oad.
Admi ssion rate below 1.0 indicates | oad sheddi ng.

Rej ected requests nay receive an error response or be redirected.
Testers MJIST specify the rejection behavior.

Unit of neasurenent: ratio or percentage
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| ssues:
* Rejection behavior (error vs redirect)
* Distinction fromcontent-based refusals

See also: Ofered Load (Section 4.3.5), Sustainable Load
(Section 4.3.6), False Refusal Rate (Section 4.11.2)

4.6. Preenption and Resource Management Metrics
4.6.1. Preenption Rate

Definition: The fraction of in-flight requests evicted from
processi ng before conpl etion.

Di scussion: Menory pressure or priority policies cause request
preenption. Preenpted requests |ose their key-val ue cache state
and nust reconpute it upon resunption.

Hi gh preenption rates indicate nenory over-subscription or
aggressive scheduling. Preenption degrades |atency for affected
requests.

Unit of neasurenent: ratio or percentage

| ssues:
* Distinction between tenporary preenption and permanent eviction

* Treatnment of requests that are preenpted nmultiple tines

See also: Preenption Loss (Section 4.6.2), Preenption Recovery
Latency (Section 4.6.4), KV Cache Swap Rate (Section 4.6.5)

4.6.2. Preenption Loss
Definition: The conputational work di scarded when a request is
preenpt ed, neasured as tokens generated before preenption that

must be reconput ed

Di scussion: Preenption discards key-val ue cache state. Upon

resunption, the systemreconputes prefill for all tokens (input
pl us previously generated output). This reconputation is wasted
wor K.

Preenption | oss contributes to tail |atency. Requests preenpted

|late in generation |lose nore work than those preenpted early.

Unit of neasurenent: tokens or mlliseconds of reconputation
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| ssues:
* Measurement requires tracking reconputed tokens
* Miltiple preenptions accunul ate | oss

See also: Preenption Rate (Section 4.6.1), Preenption Recovery
Latency (Section 4.6.4)

4.6.3. Starvation Rate

Definition: The fraction of requests waiting |longer than a specified
threshol d before receiving any service.

Di scussion: Starvation occurs when scheduling policies indefinitely
del ay certain requests. Priority inversion and unbounded queue
growt h cause starvation

The starvation threshol d depends on application requirenents.
Testers MJST declare the threshold when reporting starvation rate.

Unit of neasurenent: ratio or percentage

| ssues:
* Threshold selection is application-dependent

* Distinction fromqueue wait time distribution tai

See also: Queue Wait Tine (Section 4.5.3), Fairness |ndex
(Section 4.5.4)

4.6.4. Preenption Recovery Latency

Definition: The elapsed time from preenption to resunption of token
gener ati on.

Di scussion: Recovery latency includes: wait tine for scheduling, KV
cache reload or reconputation, and prefill of previously generated
t okens.
Systens with KV cache offloading to host nenory recover faster
than those requiring full reconmputation. Recovery |atency varies
with the amobunt of generated output at preenption tine.

Unit of neasurenent: milliseconds (ns)

| ssues:
* Variation based on progress at preenption
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* O floading vs reconputation recovery strategies

See also: Preenption Rate (Section 4.6.1), Preenption Loss
(Section 4.6.2), KV Cache Swap Rate (Section 4.6.5)

4.6.5. KV Cache Swap Rate

Definition: The frequency at whi ch key-val ue cache bl ocks are
m grated between accel erator nmenory and host nenory.

Di scussi on: Menory-constrai ned systens swap KV cache to host nenory
when accel erator nenory is exhausted. Swapping enabl es hi gher
concurrency at the cost of swap | atency.

Swap rate indicates nenory pressure. Hi gh swap rates degrade
| atency due to PCle transfer overhead.

Unit of neasurenent: swaps per second or bytes per second

| ssues:
* Ganularity of swap operations (per-request vs per-bl ock)

* Distinction between swap-out and swap-in rates

See also: Preenption Rate (Section 4.6.1), Page Fault Latency
(Section 4.6.6)

4.6.6. Page Fault Latency

Definition: The latency incurred when accessing KV cache bl ocks not
resident in accel erator nenory.

Di scussion: Paged attention systens fault in KV cache bl ocks on
demand. Page fault | atency includes PCle transfer tine from host
nmenory or storage.

Fault latency increases |ITL for affected decode steps.
Prefetching strategies aimto hide fault |atency.

Unit of neasurenent: mlliseconds (ns)

| ssues:
* Prefetching effectiveness

* Storage tier |atency (DRAM vs SSD)

See al so: KV Cache Swap Rate (Section 4.6.5), |Inter-Token Latency
(Section 4.1.3)
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4.7. Prefix Caching Metrics
4.7.1. Prefix Cache Hit Rate

Definition: The fraction of input tokens whose key-val ue
representations are retrieved fromcache rather than conput ed.

Di scussion: Prefix caching stores KV cache state for comon pronpt
prefixes. Subsequent requests sharing a cached prefix skip
prefill for those tokens.
Ht rate depends on workload locality. Wbrkloads with shared
system pronpts achieve high hit rates. Wrkloads with unique
pronpts achieve |low hit rates.
Ht rate is conputed as cached tokens divided by total input
tokens across requests. Per-request hit rate varies; report the
di stribution.

Unit of neasurenent: ratio or percentage

| ssues:
* @Ganularity of cache matching (exact prefix vs subsequence)

* Milti-tenant cache isolation

See also: Prefill Latency (Section 4.2.1), Tine to First Token
(Section 4.1.2), Cache Eviction Rate (Section 4.7.3)

4.7.2. Prefix Cache Capacity

Definition: The total nenory all ocated for storing reusable KV cache
entries.

Di scussion: Cache capacity linmts the nunber and | ength of prefixes
stored. Larger capacity enables nore prefixes or |onger prefixes
at the cost of menory available for active requests.

Capacity is often expressed as a fraction of total accelerator
menory or as maxi mum cacheabl e t oken count.

Unit of neasurenent: bytes, tokens, or percentage of accel erator
nenory

| ssues:
* Trade-off with nmenory for active requests

* Dynamic vs static allocation
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See also: Prefix Cache Hit Rate (Section 4.7.1), Cache Eviction Rate
(Section 4.7.3)
4.7.3. Cache Eviction Rate

Definition: The frequency at which cached prefix entries are renoved
to accommpdat e new entri es.

Di scussion: Eviction occurs when cache capacity is exhausted. High
eviction rates indicate insufficient capacity for the workl oad’ s
prefix diversity.

Eviction policies (LRU, frequency-based) affect which prefixes
remai n cached. Testers SHOULD specify the eviction policy.

Unit of neasurenent: evictions per second or evictions per request

| ssues:
* Eviction policy effects

* Distinguishing capacity eviction from stal eness eviction

See also: Prefix Cache Hit Rate (Section 4.7.1), Prefix Cache
Capacity (Section 4.7.2)

4.7.4. TTFT Reduction from Caching

Definition: The reduction in TTFT attributable to prefix cache hits,
conmputed as TTFT without caching mnus TTFT with caching.

Di scussion: This netric quantifies caching benefit. It depends on
both hit rate and the length of cached prefixes.

Measur enment requires conparing TTFT with cachi ng enabl ed versus
di sabl ed, or estinating based on prefill |atency per token

Unit of neasurenent: nmilliseconds (ns)

| ssues:
* Requires baseline nmeasurenent w thout caching

* Varies with cached prefix length

See also: Prefix Cache Hit Rate (Section 4.7.1), Time to First Token
(Section 4.1.2), Prefill Latency (Section 4.2.1)

4.8. Specul ative Decoding Metrics
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4.8.1. Draft Acceptance Rate

Definition: The fraction of tokens proposed by a draft nodel that
are accepted by the target nodel.

Di scussion: Specul ative decoding uses a snaller draft nodel to
propose multiple tokens verified in parallel by the target nodel.
H gher acceptance rates yield greater speedup
Accept ance rate depends on draft nodel quality and alignment with
the target nodel. Rates vary by domain; code and structured text
achi eve higher rates than creative witing.

Acceptance rate is conputed per specul ati on wi ndow, then averaged.
Report the distribution across w ndows.

Unit of neasurenent: ratio or percentage

| ssues:
* Variation across domains and pronpts

* Dependence on draft nodel selection

See al so: Specul ative Speedup (Section 4.8.2), Draft Overhead
(Section 4.8.3)

4.8.2. Specul ative Speedup

Definition: The ratio of decoding throughput with specul ative
decodi ng enabled to throughput with specul ati ve decodi ng di sabl ed.

Di scussion: Speedup depends on acceptance rate and the relative cost

of draft and target nodel inference. High acceptance with |ow
draft cost vyields high speedup.
Specul ati ve decoding i ncreases TTFT due to draft nodel prefill.
Speedup applies to the decode phase only. End-to-end speedup is
| ower, especially for short outputs.

Unit of nmeasurenent: ratio (dinensionless)

| ssues:
* Excl udes TTFT over head

* Varies with acceptance rate

See also: Draft Acceptance Rate (Section 4.8.1), Draft Overhead
(Section 4.8.3), Qutput Token Throughput (Section 4.3.1)
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4.8.3. Draft Overhead

Definition: The additional |atency or conpute cost introduced by the
draft nodel.

Di scussion: Draft nodel inference adds to prefill time and per-step
decode tine. This overhead must be recovered through acceptance
to achi eve net speedup.

Overhead is neasured as additional |atency per specul ati on w ndow
or as fraction of total conpute.

Unit of neasurenent: milliseconds (ns) or percentage of total
| at ency

| ssues:
* Anortization over specul ation wi ndow | ength

*  Menory overhead for draft nodel weights

See also: Draft Acceptance Rate (Section 4.8.1), Specul ative Speedup
(Section 4.8.2)

4.8.4. Verification Throughput

Definition: The nunmber of draft tokens verified per second by the
target nodel

Di scussion: Verification throughput nmeasures the target nodel’s
capacity to check draft proposals. Higher verification throughput
enabl es | onger specul ati on w ndows.
Verification processes multiple tokens in parallel, achieving
hi gher throughput than autoregressive generation of the sane
t okens.

Unit of neasurenent: tokens per second (tok/s)

| ssues:
* Distinction fromgeneration throughput

* Variation with specul ati on wi ndow | ength

See also: Draft Acceptance Rate (Section 4.8.1), Qutput Token
Thr oughput (Section 4.3.1)

4.9. Retrieval - Augnented Generation Metrics
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4.9.1. Enbeddi ng Latency

Definition: The elapsed time to convert query text into vector
representations for retrieval

Di scussion: Retrieval - Augnented Ceneration (RAG systens enbed
queries before searching a vector store. Enbedding |atency adds
to TTFT

Enbeddi ng nodel s are snaller and faster than generation nodel s.
Enbeddi ng | atency is a mnor TTFT conponent for nost depl oynents.

Bat ched enbeddi ng of nultiple queries achieves higher throughput
than sequential enbeddi ng.

Unit of neasurenent: mlliseconds (ns)

| ssues:
* Batched vs sequential emnbeddi ng

*  Enmbeddi ng nodel selection effects

See also: Retrieval Latency (Section 4.9.2), Tinme to First Token
(Section 4.1.2)

4.9.2. Retrieval Latency

Definition: The elapsed tine to search a vector store and fetch
rel evant docunents.

Di scussion: Retrieval latency includes vector simlarity search,
optional reranking, and document fetching. It is a conponent of
TTFT for RAG systens.

Retrieval |atency depends on index size, search algorithm and
nunber of results. Approximate nearest nei ghbor search trades
accuracy for speed.

Unit of neasurenent: mlliseconds (ns)

| ssues:
* |Index size and algorithmeffects

* Reranking inclusion

See al so: Enbedding Latency (Section 4.9.1), Tinme to First Token
(Section 4.1.2), Context Injection Overhead (Section 4.9.4)
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4.9.3. Retrieval Recal

Definition: The fraction of relevant docunents retrieved fromthe
cor pus.

Di scussion: Recall neasures retrieval effectiveness. Low recal
causes the generation nodel to |lack relevant context. This is a
quality metric, not a performance nmetric, but affects overal
system eval uati on
Measuring recall requires ground-truth relevance |abels. For
benchmar ki ng wi t hout | abels, use proxy netrics such as answer
correctness.

Unit of neasurenent: ratio or percentage

| ssues:
* Requires ground-truth rel evance | abels

* Trade-off with retrieval |atency

See also: Retrieval Latency (Section 4.9.2), Context Utilization
Rate (Section 4.9.5)

4.9.4. Context Injection Overhead

Definition: The additional prefill |latency caused by retrieved
context tokens.

Di scussion: Retrieved documents increase pronpt |ength, increasing

prefill conputation. This overhead scales with retrieved token
count .

The overhead is the difference between prefill latency with
retrieved context and prefill latency without it.

Unit of neasurenent: nmilliseconds (ns)

| ssues:
* Varies with retrieval result length

* Interaction with context length limts

See also: Prefill Latency (Section 4.2.1), Retrieval Latency
(Section 4.9.2)
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4.9.5. Context Uilization Rate

Definition: The fraction of retrieved context tokens that materially
i nfluence the generated response.

Di scussion: Not all retrieved content contributes to generation
Low utilization indicates retrieval of irrelevant content, wasting
cont ext wi ndow capacity and prefill conpute.

Uilization is difficult to neasure directly. Proxy neasurenents
i nclude attention weight analysis and abl ati on studies.

Unit of neasurenent: ratio or percentage

| ssues:
* | ndirect neasurenent required

* Attribution challenges

See also: Retrieval Recall (Section 4.9.3), Context I|njection
Overhead (Section 4.9.4)

4.10. Agentic and Conmpound System Metrics
4.10.1. Task Conpletion Latency

Definition: The elapsed time for a conmpound systemto satisfy a user
intent, enconpassing all LLMcalls, retrieval steps, and too
executions.

Di scussion: Agentic systens performmultiple internal operations per
user request. Task conpletion |atency nmeasures the full user-
facing response tine.

Task conpl etion | atency depends on the nunber of internal steps,
whi ch varies by task conplexity. Sinple tasks conplete in one LLM
call. Conplex tasks require multiple calls with tool use

Unit of neasurenent: seconds (S)

| ssues:
* Variation with task conplexity

* Definition of task conpletion for open-ended tasks

See al so: Sub- Request Count (Section 4.10.2), Tool Execution Latency
(Section 4.10.4)

Gai kwad Expires 24 July 2026 [ Page 30]



I nternet-Draft LLM Benchnar ki ng Ter mi nol ogy January 2026

4.10.2. Sub-Request Count

Definition: The nunber of internal LLMinference requests triggered
by a single user interaction.

Di scussion: Agentic systens deconpose user requests into nultiple
LLM calls for planning, reasoning, and action. Sub-request count
i ndi cates system conplexity and affects total |atency and cost.
H gh sub-request counts indicate conpl ex reasoning chains or retry
| oops. Testers SHOULD exam ne sub-request count distributions to
identify inefficient patterns.

Unit of neasurenent: count

| ssues:
* Includes retries and failed attenpts

* Varies with task complexity

See al so: Task Compl etion Latency (Section 4.10.1), Loop Incidence
Rate (Section 4.10.3)

4.10.3. Loop Incidence Rate

Definition: The fraction of tasks where the agent enters a
repetitive control flow w thout making progress.

Di scussion: Agentic |oops occur when the systemrepeats simlar
actions wi thout advancing toward task conpletion. Loops indicate
pl anning failures or tool errors.

Loop detection requires defining "progress"” for the task domain.
Conmon heuristics include action repetition count and state
simlarity threshol ds.

Unit of neasurenent: ratio or percentage

| ssues:
* Progress definition is task-dependent

* Distinguishing loops fromlegitimate retries

See al so: Sub- Request Count (Section 4.10.2), Task Conpl etion
Latency (Section 4.10.1)
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4.10.4. Tool Execution Latency

Definition: The elapsed time for external tool calls invoked by the
agent .

Di scussion: Agents call external tools for information retrieval,
computation, or actions. Tool latency contributes to task
compl etion | atency.

Tool latency varies by tool type. Local conputation conpletes in
mlliseconds. External APl calls require seconds.

Unit of neasurenent: nmilliseconds (ns) or seconds (S)

| ssues:
* High variance across tool types

* External dependencies outside systemcontro

See al so: Task Conpletion Latency (Section 4.10.1), Sub-Request
Count (Section 4.10.2)

4.10.5. Agentic Goodput

Definition: The fraction of tasks conpleted successfully while
meeting decl ared task-1|evel objectives.

Di scussion: Agentic goodput conbines conpletion rate and quality. A
task that conpletes but produces incorrect results does not count
towar d goodput .

hj ective definitions are task-specific. Testers MJIST decl are
obj ectives and evaluation criteria.

Unit of neasurenent: ratio or percentage

| ssues:
* Task-specific objective definitions

* Evaluation criteria for correctness

See al so: Task Conpletion Latency (Section 4.10.1), SLO Attai nnment
Rate (Section 4.12.2)

4.11. Quality and Policy Enforcenent Metrics
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4.11.1. Policy Violation Rate

Definition: The fraction of responses that violate declared content
or safety policies.

Di scussion: Safety systens filter outputs to prevent harnful
content. Policy violation rate neasures filter failure.

Viol ation detection requires evaluation against policy criteria.
Aut omat ed cl assifiers or human revi ew provi de neasurenents.

Low violation rate indicates effective filtering. Very low rates
may indicate overly restrictive filtering causing fal se refusals.

Unit of neasurenent: ratio or percentage

| ssues:
* Policy definition and scope

* Detection nethod reliability

See al so: False Refusal Rate (Section 4.11.2), Quardrail Processing
Overhead (Section 4.11.3)

4.11.2. False Refusal Rate

Definition: The fraction of benign, policy-conpliant requests that
are incorrectly refused.

Di scussion: Overly sensitive safety filters refuse legitimate
requests. Fal se refusals degrade user experience and system
utility.

Measuring fal se refusals requires | abel ed beni gn requests.
Testers MJST specify the eval uation dataset and |abeling criteria.

Fal se refusal rate trades off against policy violation rate.
Stricter filtering reduces violations but increases fal se
refusal s.

Unit of neasurenent: ratio or percentage

| ssues:
* Requires | abel ed benign test set

* Trade-off with policy violation rate

See also: Policy Violation Rate (Section 4.11.1), Admi ssion Rate
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(Section 4.5.6)
4.11.3. Cuardrail Processing Overhead

Definition: The additional |atency introduced by safety, policy, or
content filtering nechani sns.

Di scussion: Quardrails add processing before, during, or after
generation. Input filters add to TTFT. CQutput filters add to
end-to-end | atency.

Overhead is neasured by conparing | atency with guardrails enabl ed
ver sus di sabl ed.

Unit of neasurenent: mlliseconds (ns)

| ssues:
* Basel ine nmeasurenment w thout guardrails

* Miltiple guardrail stages with distinct overhead

See also: Time to First Token (Section 4.1.2), End-to-End Latency
(Section 4.1.1), Policy Violation Rate (Section 4.11.1)

4.12. Service Level (bjective Metrics
4.12.1. Service Level njective

Definition: A quantitative threshold for a performance netric that
defi nes acceptable service quality.

Di scussion: SLOs specify targets such as:
* P99 TTFT bel ow 500ns
* P95 TPOT bel ow 50ns
* Error rate below 0.1%

SLGCs derive fromuser experience requirenments and busi ness
constraints. Different applications require different SLGCs.

SLO definitions include the netric, percentile, threshold, and
measur enent wi ndow. Testers MJST fully specify SLOs when
reporting attainment.

Unit of neasurenent: not applicable (SLOis a specification, not a
measur enent)
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| ssues:
* Application-specific requirenments
* Miltiple SLCs may apply sinmultaneously

See also: SLO Attainment Rate (Section 4.12.2), Sustainable Load
(Section 4.3.6)

4,.12.2. SLO Attai nnent Rate

Definition: The fraction of requests or tinme periods neeting al
decl ared SLOCs.

Di scussion: Attainment rate sunmarizes SLO conpliance. Request-
based attai nnent counts requests neeting SLOs. Tinme-based
attai nnent counts neasurenent w ndows where aggregate netrics neet
SLGs.

Attai nnent below 1.0 indicates SLO violations. The acceptable
attai nnent | evel depends on SLA comm tnents

Unit of neasurenent: ratio or percentage

| ssues:
* Request-based vs time-based neasurenent

* Handling of multiple sinultaneous SLGs

See al so: Service Level Objective (Section 4.12.1), Sustainable Load
(Section 4.3.6)

4.12.3. Goodput

Definition: The throughput of requests that conplete successfully
and neet SLO requirenents.

Di scussion: Goodput equals total throughput multiplied by SLO
attainnent rate. |t measures useful, conpliant work rather than
raw capacity.

Systens with high throughput but | ow attainnent achieve | ow
goodput. Goodput captures the throughput-quality trade-off.

Unit of neasurenent: requests per second (reqg/s) or tokens per
second (tok/s)

| ssues:
* Requires defined SLGCs
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* May use request or token basis

See also: SLO Attainment Rate (Section 4.12.2), Qutput Token
Thr oughput (Section 4.3.1), Request Throughput (Section 4.3.3)

5.  Measurenent Considerations

5.1. Workload Specification
Benchmar ks MUJST specify the workl oad used for neasurenent:
* |nput length distribution (nean, percentiles, mn, nax)
* Qutput length distribution or generation parameters

* Request arrival pattern (open-loop rate or closed-|oop
concurrency)

* Dataset source or generation nethod
* Tokeni zer used for length cal cul ations

Wor kl oad characteristics affect all netrics. Results fromdifferent
wor kl oads are not directly conparabl e.

5.2. Warmup and Steady State

Systens require warmup before reaching steady-state perfornmance
Warmup effects include:

* JIT conpilation of kernels

*  Menory all ocator warmup

* Prefix cache popul ation

* Batch size ranp-up

Testers MJIST excl ude warm up from nmeasurenent or report it
Zﬁf:{?gﬁly' Testers SHOULD docunent the warmup procedure and

5.3. Measurenent Duration

Measur ement wi ndows MJUST be | ong enough to capture steady-state
behavi or and sufficient sanples for statistical reliability.

For percentile neasurenents:
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* P50 requires at least 100 sanples

* P99 requires at least 1,000 sanples

* P99.9 requires at |east 10,000 sanples

Testers MJST report sanple counts al ongsi de percentiles.
5.4. dock Synchronization

Di stributed systens require synchroni zed cl ocks for |atency
measurenent. C ock skew introduces neasurenment error

Testers SHOULD use NTP or PTP for clock synchronization and report
the synchroni zati on nmethod and estimated accuracy.

5.5. System Configuration
Benchmar ks MJST report system configuration:
* Hardware: accel erator nodel, count, nmenory, interconnect
* Software: serving franework, version, nodel fornat
* Model: architecture, paraneter count, precision
* Serving: batching strategy, parallelismconfiguration
* Tuning: any non-default configuration paraneters
Results are specific to the reported configuration
6. Security Considerations
6.1. Threat Model
Thi s section considers adversaries who submit requests designed to
degrade service for other users or extract information about the
system or other users’ requests.
Per f ormance benchmarking itself does not introduce security
vul nerabilities. However, performance characteristics may be
expl oi ted by adversari es.

6.2. Side-Channel Information Leakage

Shared infrastructure creates side-channel risks.
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Ti m ng channel s: Request | atency depends on queue depth, batch
composi tion, and cache state influenced by other users. An adversary
observing their own request |atency may infer information about
concurrent requests.

Cache channel s: Prefix caching creates observable tinmng differences
bet ween cache hits and nisses. An adversary may probe for cached
prefixes to | earn about other users’ pronpts.

Bat ch channel s: Conti nuous batching causes | TL vari ati on based on
bat ch nmenbershi p changes. An adversary may infer when other requests
arrive or conplete.

Mtigation strategies include request isolation, timng noise
injection, and partitioned caching. These mtigations affect
performance. Testers evaluating nulti-tenant systens SHOULD neasure
si de- channel | eakage al ongsi de perfornmance.

6.3. Resource Exhaustion Attacks
Adversaries may craft requests to exhaust system resources:
Menory exhaustion: Requests with |ong outputs grow KV cache unti
menory is exhausted. Systems without output length linmts or nenory

managemnent are vul nerabl e.

Conput e exhaustion: Long input sequences maxim ze prefill compute.
Pat hol ogi cal inputs may trigger worst-case attention patterns.

Queue exhaustion: Bursts of requests exceed adm ssion capacity.
Wthout rate limting, legitimte requests are delayed or rejected.

The netrics Sustainable Load (Section 4.3.6), and Adm ssion Rate
(Section 4.5.6) characterize resilience to resource exhaustion

6.4. Mbdel Extraction

Hi gh-vol ume query access enabl es nodel extraction attacks where an
adversary trains a copy of the nodel frominput-output pairs. This
docunent does not define rate-limting term nology. Deploynents
concerned with nodel extraction SHOULD i npl enent and nonitor rate
limts.

6.5. Benchmark Gam ng
Systens nmay be optimzed for benchmark workl oads in ways that do not

generalize to production traffic. Testers SHOULD use diverse
wor kl oads representative of intended depl oynment.
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Appendi x A, Suppl enmentary Metrics

Thi s appendi x defines netrics relevant for production depl oynent
deci sions but not essential for basic performance characterization

A.1. Energy and Sustainability Metrics
A.1.1. Energy per Token
Definition: The energy consuned to generate one output token
Di scussion: Energy per token enables efficiency conparison across
systens and sustainability analysis. The val ue depends on nodel
size, hardware, batch size, and workl oad.
Measurenent requires power nonitoring integrated with token
counting. GPU power is accessible via vendor APIs (NVM for

NVIDIA). Total system power requires external instrumentation

Energy per token differs between prefill and decode phases.
Testers SHOULD report phase-separated energy when feasible.

Unit of neasurenent: Joules per token (J/tok) or nmillijoules per
token (ml/tok)

| ssues:
* Measurenment boundary (GPU vs system

* Phase attribution

See al so: Tokens per Joul e (Appendix A 1.2), Qutput Token Throughput
(Section 4.3.1)

A.1.2. Tokens per Joule

Definition: The number of output tokens generated per Joul e of
energy.

Di scussion: Tokens per Joule is the inverse of energy per token,
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expressing energy efficiency. H gher values indicate greater
ef ficiency.
Unit of neasurenent: tokens per Joule (tok/J)
| ssues: Same as Energy per Token
See al so: Energy per Token (Appendix A 1.1)
A.1.3. Instantaneous Power Draw
Definition: The electrical power consuned at a given instant.
Di scussion: Power draw varies with load. 1dle systenms consume |ess
power than systenms under |oad. Prefill phases consunme nore power

than decode phases due to higher conpute utilization

Testers MJST specify the neasurenent boundary: GPU only, GPU and
CPU, or entire systemincluding cooling.

Unit of neasurenent: Watts (W

| ssues:
* Measurenment boundary specification

* Sanpling rate for time-varying power

See al so: Peak Power Draw (Appendix A 1.4), ldl e Power Draw
(Appendi x A. 1.5)

Al 4. Peak Power Draw

Definition: The maxi mum i nstantaneous power observed during a
nmeasur enent interval

Di scussion: Peak power deternines infrastructure requirenents for
power delivery and cooling. Systenms may have brief power spikes
exceedi ng average consunption

Unit of neasurenent: Watts (W

| ssues:
* Sanpling rate may mss brief spikes

* Relationship to thermal design power (TDP)

See al so: |nstantaneous Power Draw (Appendix A 1.3)
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A 1.5. | dl e Power Draw

Definition: The power consumed when the systemis ready to serve but
not processing requests.

Di scussion: 1dle power represents the baseline cost of provisioned
capacity. The difference between | oaded and idle power indicates
dynani ¢ power range

Unit of neasurenent: Watts (W

I ssues: Definition of idle (nodel |oaded, enpty batch)

See al so: Instantaneous Power Draw (Appendix A 1.3)

A.1.6. Carbon Intensity

Definition: The greenhouse gas em ssions per token or per request.

Di scussion: Carbon intensity equals energy consunption multiplied by
the grid s carbon factor (gC2e/kW). Gid carbon intensity

varies by location and tine.

Testers reporting carbon nmetrics MJST specify the grid carbon
factor used.

Unit of neasurenent: grams CO2 equival ent per token (gCQ2e/t ok)

| ssues:
* @&id carbon factor variation

* Scope of em ssions (operational only or including enbodied)
See al so: Energy per Token (Appendix A 1.1)
A. 2. Econonic and Cost Metrics
A.2.1. Cost per MIlion Tokens
Definition: The nonetary cost to generate one mllion output tokens.
Di scussion: Cost includes conpute (hardware anortization or rental),
energy, and operations. Testers MJST specify included cost

conponents.

Cloud pricing provides a market cost reference. Self-hosted
depl oynents require cost nodeling.
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Unit of neasurement: currency per mllion tokens (e.g., $/ M ok)

| ssues:
* Cost conponent inclusion

* Pricing nodel assunptions

See al so: GPU Hours per Request (Appendix A. 2.2), Throughput - Cost
Rati o (Appendix A 2.3)

.2. GPU Hours per Request

Definition: The accelerator tine consuned to conpl ete one request.

Di scussi on: GPU hours neasures resource consunption i ndependent of
hardware cost. For multi-GPU depl oynents, report aggregate GPU

hour s.

GPU- hours equal s end-to-end latency nultiplied by GPU count used
for the request.

Unit of measurenent: GPU hours

| ssues:
* Fractional allocation in multi-tenant systens

* @GPU count for distributed inference

See also: End-to-End Latency (Section 4.1.1), Cost per MIlion
Tokens (Appendix A 2.1)

. 3.  Throughput-Cost Ratio

Definition: The ratio of sustainable throughput to infrastructure
cost.

Di scussion: Higher ratios indicate better cost efficiency. Testers
MUST specify the throughput netric (tokens or requests) and cost
basis (hourly rental or anortized ownership)

Unit of neasurenent: tokens per second per doll ar-hour (tok/s/$h)

| ssues:
* Cost basis selection

*  Throughput netric sel ection

See al so: Sustainable Load (Section 4.3.6), Cost per MIIlion Tokens
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(Appendi x A 2.1)
A. 3. Hardware Utilization Metrics
A.3.1. Compute Utilization
Definition: The fraction of available conmpute capacity in use.
Di scussion: Conpute utilization indicates how effectively the system
uses accel erator conpute resources. Low utilization suggests

menory bandw dth or schedul ing bottl enecks.

For GPUs, utilization metrics include SM occupancy and tensor core
utilization. Testers MJIST specify the utilization nmetric.

Unit of measurenent: percentage

| ssues:
* Miltiple utilization definitions (SM tensor core, etc.)

* Vendor-specific neasurenent tools
See also: Menory Bandwidth Utilization (Appendix A 3.2)
A.3.2. Menory Bandwi dth Utilization
Definition: The fraction of peak nenory bandw dth consumned.
Di scussion: LLM decode is nenory-bandw dt h-bound on current
hardware. Hi gh bandwi dth utilization indicates the systemis
limted by nmenmory throughput rather than conpute.

Unit of nmeasurenent: percentage

| ssues:
*  Measurenment tool availability

* Cache effects on apparent bandw dth
See also: Conpute Utilization (Appendix A 3.1)
A 3.3. KV Cache Menory

Definition: The menmory consuned by key-val ue cache for active
requests.

Di scussion: KV cache nenory grows with batch size and sequence
Il ength. Menory exhaustion limts concurrent request capacity.
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KV cache nmenory equal s: batch_size * sequence_l ength * numl| ayers
* 2 * hidden_di m* precision_bytes

Unit of neasurenent: gigabytes (GB) or percentage of accel erator
nenory

| ssues:
* Variation with batch conposition
*

Paged vs contiguous all ocation

See al so: KV Cache Swap Rate (Section 4.6.5), Page Fault Latency
(Section 4.6.6)

A.3.4. Menory Fragnentation

Definition: The fraction of free nmenory unusable for new all ocations
due to non-contiguous |ayout.

Di scussion: Menory fragnmentation reduces effective capacity. Paged
attention systenms achieve | ow fragnmentation through fine-grained
al | ocati on.

Unit of neasurenent: percentage

| ssues:
* Al ocator-specific nmeasurenent

* Definition of "unusabl e" depends on mni num all ocati on size
See also: KV Cache Menory (Appendi x A. 3.3)
A 4. Distributed Serving Metrics
A.4.1. Tensor Parallel Efficiency

Definition: The ratio of achieved throughput to ideal linear scaling
with tensor parallelismdegree.

Di scussion: Tensor parallelismpartitions nodel |ayers across
accel erators. Conmuni cation overhead reduces efficiency bel ow
i deal scali ng.

Ef ficiency equal s throughput with N GPUs divided by (N tines
si ngl e- GPU t hr oughput) .

Unit of measurenent: percentage
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| ssues:
* Baseline single-GPU nmeasur enent
*  Communi cation topol ogy effects

See also: Pipeline Parallel Efficiency (Appendix A 4.2), Collective
Communi cati on Latency (Appendi x A 4.4)

A 4.2. Pipeline Parallel Efficiency

Definition: The ratio of achieved throughput to ideal |inear scaling
wi th pipeline parallelismdepth.

Di scussion: Pipeline parallelismpartitions nodel |ayers into
sequential stages. Pipeline bubbles (idle tine during fill and
drain) reduce efficiency.

Bubbl e fraction equals (P-1)/(P-1+M where P is pipeline depth and
Mis m crobatch count.

Unit of neasurenent: percentage

| ssues:
* M crobatch count selection

* Stage inbal ance effects
See al so: Tensor Parallel Efficiency (Appendix A 4.1)
A 4.3. Expert Parallel Load Inbal ance

Definition: The deviation of token routing fromuniformdistribution
across experts in M xture-of-Experts nodels.

Di scussion: Load inbal ance causes sonme experts to becone bottl enecks
whil e others are underutilized. |nbalance nmetrics include
coefficient of variation or nmax/nean ratio.

Unit of neasurenent: dinensionless ratio or percentage

| ssues:
* | nbal ance nmetric selection

* Dynamic variation across batches

See al so: Tensor Parallel Efficiency (Appendix A 4.1)
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A 4.4. Collective Comruni cation Latency

Definition: The latency of collective operations (all-reduce, all-
gather) used in distributed inference.

Di scussion: Collective conmunication occurs between forward pass
segnments in tensor-parallel inference. This latency adds to per-
token generation tine.

Unit of neasurenent: mcroseconds (us) or mlliseconds (ns)

| ssues:
* (Qperation type specification

* Message size effects

See al so: Tensor Parallel Efficiency (Appendix A 4.1), Inter-Token
Latency (Section 4.1.3)

A.5. Quantization and Precision Metrics
A.5.1. Precision Mde

Definition: The numerical representation for nodel weights and
activati ons.

Di scussi on: Conmon preci sion nodes include FP32, FP16, BF16, FP8,
I NT8, and INT4. Lower precision reduces nenory and increases
t hroughput at potential accuracy cost.
M xed precision uses different precisions for different tensors.
Testers MJIST specify precision for weights, activations, and KV
cache separately if they differ

Unit of neasurenent: not applicable (categorical specification)

| ssues:
* M xed precision specification

* KV cache precision separate from weights

See al so: Quantization Speedup (Appendix A 5.2), Quantization
Accuracy | nmpact (Appendi x A 5.4)

A.5.2. Quantization Speedup

Definition: The throughput inprovenent from quantization relative to
a basel i ne precision
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Di scussi on: Speedup equal s quantized throughput divided by baseline
throughput. Testers MJUST specify the baseline precision

Unit of nmeasurenent: dinensionless ratio

| ssues:
* Baseline precision selection

*  Wbrkl oad effects on speedup

See al so: Precision Mde (Appendix A 5.1), Quantization Mnory
Reduction (Appendi x A.5.3)

.3. Quantization Menory Reduction

Definition: The reduction in nodel nenory from quantization relative
to a baseline precision.

Di scussion: Menory reduction enables |arger batch sizes or |onger
sequences. Reduction equals 1 minus (quantized size divided by
basel i ne si ze)

Unit of measurenent: percentage

| ssues:
* Baseline precision selection

* Overhead from quanti zati on netadata

See al so: Precision Mde (Appendix A 5.1), KV Cache Menory
(Appendi x A. 3.3)

.4. Quantization Accuracy | npact
Definition: The change in nodel quality netrics due to quantization

Di scussion: Quantization nay degrade accuracy. Inpact is measured
on task- specific benchmarks or perplexity.

Testers MJST specify the eval uati on benchmark and basel i ne.
Unit of neasurenent: percentage points or absolute score change

| ssues:
*  Benchmark sel ection

* Task-specific variation
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See also: Precision Mde (Appendix A 5.1)
A.6. Operational Lifecycle Metrics
A.6.1. Model Load Tine

Definition: The elapsed tine fromprocess start to nodel readi ness
for serving.

Di scussion: Load tine includes weight |oading fromstorage, nenory
all ocation, and initialization. Load tine affects scal e-up
responsi veness in autoscaling depl oyments.

Unit of neasurenent: seconds (S)

| ssues:
* Storage nediumeffects (local vs network)

* Parallelismin |oading

See also: Cold Start Latency (Appendix A 6.2), Scal e-Up Latency
(Appendi x A. 6. 4)

A.6.2. Cold Start Latency

Definition: The latency of the first request after system
initialization.

Di scussion: Cold start | atency exceeds steady-state |atency due to
JI'T conpil ation, cache popul ati on, and nenory all ocation

Cold start affects user experience for scal e-to-zero depl oynents
and after restarts.

Unit of neasurenent: nilliseconds (ns)

| ssues:
* Definition of cold (first request vs first after idle)

* JIT conpilation effects

See al so: Model Load Tinme (Appendix A 6.1), Warmup Duration
(Appendi x A. 6. 3)

A.6.3. Warmup Duration

Definition: The tinme or request count until |atency stabilizes at
st eady state.
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Di scussion: Warmup accounts for JIT conpilation, cache warm ng, and

al l ocator stabilization. Testers SHOULD exclude warmup from
st eady-state neasurenents.

Unit of neasurenent: seconds (s) or request count

| ssues:
* Stability definition

*  Wirkl oad effects on warmup
See also: Cold Start Latency (Appendix A 6.2)
A.6.4. Scal e-Up Latency

Definition: The elapsed tinme to add serving capacity and begin
handling traffic.

Di scussion: Scale-up |latency affects autoscaling responsiveness.
i ncl udes instance provisioning, nodel |oading, and warmup

Unit of neasurenent: seconds (S)

| ssues:
* Infrastructure-dependent (containers, VMs, bare netal)

* Warmtraffic routing timng

See al so: Model Load Tine (Appendix A 6.1), Cold Start Latency
(Appendi x A. 6. 2)

A. 7. Long-Context Metrics
A.7.1. Maximum Context Length

Definition: The maxi num conbi ned i nput and out put token count
supported by the system

Di scussion: Context length is |limted by nodel architecture, nenory

capacity, and serving configuration. Systens may support | onger
contexts than advertised at degraded perfornance.

Unit of neasurenent: tokens

| ssues:
* Architectural vs nenory-constrained linmts

* Performance degradati on at nmaxi num | ength
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See also: Context Wndow Utilization (Appendix A 7.2)
A 7.2. Context Wndow Utilization

Definition: The fraction of maxi mum context | ength consuned by a
request .

Di scussion: Utilization equals (input tokens plus output tokens)
di vided by maxi mum context |ength. H gh utilization stresses
menory and rmay degrade performance

Unit of neasurenent: percentage

| ssues:
*  Maxi mum | ength definition

* Perfornmance effects at high utilization
See al so: Maxi num Context Length (Appendix A 7.1)
A.7.3. Long-Context Latency Scaling
Definition: The rate at which |atency increases with context |ength.
Di scussion: Prefill latency scales linearly with input |ength for
standard attention. Decode |latency scales with total sequence

I ength due to growi ng KV cache access.

Efficient attention nmechanisns (sparse, |inear) may achi eve sub-
I'i near scaling.

Unit of neasurenent: mlliseconds per token (ns/tok) or scaling
exponent

| ssues:
* Prefill vs decode scaling differs

* Architecture-dependent scaling

See also: Prefill Latency (Section 4.2.1), Decode Latency
(Section 4.2.2)

Appendi x B. Cross-Reference | ndex
This index groups nmetrics by relationship for navigation

Latency netrics:
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End-to- End Latency (Section 4.1.1)
Time to First Token (Section 4.1.2)

I nter-Token Latency (Section 4.1.3)
Ti me Between Tokens (Section 4.1.4)
Ti me per Qutput Token (Section 4.1.5)
Normal i zed Latency (Section 4.1.6)
Prefill Latency (Section 4.2.1)

Decode Latency (Section 4.2.2)

Thr oughput netrics:

*

Qut put Token Throughput (Section 4.3.1)

I nput Token Throughput (Section 4.3.2)
Request Throughput (Section 4.3.3)

Non- Paddi ng Token Throughput (Section 4.3.4)

Goodput (Section 4.12.3)

Distribution netrics:

*

Latency Percentiles (Section 4.4.1)
Latency Distribution (Section 4.4.2)
Token Delivery Jitter (Section 4.4.3)

Maxi mum Pause Duration (Section 4.4.4)

Schedul ing netrics:

*

*

*

*

Head- of - Li ne Bl ocking (Section 4.5.1)
Queue Depth (Section 4.5.2)
Queue Wait Time (Section 4.5.3)

Fai rness I ndex (Section 4.5.4)
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*

*

Batch Uilization (Section 4.5.5)

Adm ssion Rate (Section 4.5.6)

Resour ce nmanagenent mnetrics:

*

Preenption Rate (Section 4.6.1)

Preenpti on Loss (Section 4.6.2)

Starvation Rate (Section 4.6.3)

Preenpti on Recovery Latency (Section 4.6.4)
KV Cache Swap Rate (Section 4.6.5)

Page Fault Latency (Section 4.6.6)

Caching metrics:

*

Prefix Cache Hit Rate (Section 4.7.1)
Prefix Cache Capacity (Section 4.7.2)
Cache Eviction Rate (Section 4.7.3)

TTFT Reduction from Caching (Section 4.7.4)

Specul ati ve decodi ng netrics:

*

Draft Acceptance Rate (Section 4.8.1)
Specul ati ve Speedup (Section 4.8.2)
Draft Overhead (Section 4.8.3)

Verification Throughput (Section 4.8.4)

RAG metri cs:

*

Enbeddi ng Latency (Section 4.9.1)
Retrieval Latency (Section 4.9.2)
Retrieval Recall (Section 4.9.3)

Context Injection Overhead (Section 4.9.4)
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*

Context Utilization Rate (Section 4.9.5)

Agentic netrics:

*

Task Conpl etion Latency (Section 4.10.1)
Sub- Request Count (Section 4.10.2)

Loop Incidence Rate (Section 4.10.3)
Tool Execution Latency (Section 4.10.4)

Agentic Goodput (Section 4.10.5)

Quality metrics:

*

*

*

Policy Violation Rate (Section 4.11.1)

Fal se Refusal Rate (Section 4.11.2)

Guardrail Processing Overhead (Section 4.11.3)

SLO netrics:

*

*

*

Service Level Objective (Section 4.12.1)
SLO Attai nnent Rate (Section 4.12.2)

Goodput (Section 4.12.3)

Aut hor’ s Addr ess

Madhava Gai kwad
I ndependent Researcher
Enai | : gai kwad. madhav@nai | . com
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