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1.

I nt roducti on

LLM serving systens are rarely nonolithic. Production deployments
typically conpose multiple infrastructural internediaries before a
request reaches a Model Engine. A request may pass through an AP
gateway for authentication, an Al firewall for pronpt inspection, a

| oad bal ancer for routing, and finally arrive at an inference engine.
Each conponent adds | atency and affects throughput.

Performance nmetrics such as Tinme to First Token (TTFT) or throughput
are boundary dependent. A TTFT neasurenent taken at the client

i ncludes network | atency, gateway processing, firewall inspection,
queue wait time, and prefill conputation. The same nmeasurenent taken
at the engi ne boundary includes only queue wait and prefill. Wthout

explicit boundary declaration, reported results cannot be conpared.

Thi s docunent addresses this anbiguity by defining benchnarking
profiles: standardi zed descriptions of SUT boundaries and their
associ ated perfornmance interpretation rules. Section 4 defines four
infrastructure profiles that specify what conmponent is being
measured. Section 5 defines workload profiles that specify how that
conponent is tested. Section 6 then shows howto attribute |atency
across conposed systens using delta neasurenent.
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dient
I
%
o e e e e oo oo +
| Al Gat eway <-- Auth, routing, caching
T S +
I
v
o e e e e oo oo +
| Al Firewal | <-- Pronpt inspection
T S +
I
v
Fom e e e oo +
| Model Engine | <-- Inference
S SRR R +
I
v
Fom e e e oo +
| Al Firewal | <-- Qutput inspection
Fomm oo S R +
I
%
o e e oo +
| Al Gat eway <-- Response nornmalization
Fomm e - o - B +
|
%
Cient

Each | ayer adds | atency. Benchmarks nust declare which | ayers are included.
Figure 1: Typical LLM Serving Stack
1.1. Ternminology Alignnent
Thi s document uses netrics defined in

[1-D.gai kwad-11 m benchmar ki ng-term nol ogy]. The follow ng table maps
profile-specific terns to their normative definitions.
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| TermUsed in Profiles | Term nol ogy Draft Reference |
[} e ————————————_ Ll p—p—_—r
| TTFT | Tinme to First Token |
e O +
| ITL | I'nter-Token Latency |
o mmemeeeeeeaccaeaaaas T T pe e +
| TPOT | Time per Qutput Token |
o e e e e e e oo o e e e e e e e e e e aa o - +
| Queue Residence Tine | Queue WAt Tine |
e S +
| FRR | Fal se Refusal Rate |
o mmemeeeeeeaccaeaaaas T T TRy +
| Guardrail Overhead | Guardrail Processing Overhead

o e e e e e e oo o e e e e e e e e e e aa o - +
| Task Conpletion Latency | Task Conpl etion Latency |
e e ee e aaeciiiaaaecaiiaaaas +
| Goodput | Goodput |
T T T pe e +

Tabl e 1: Term nol ogy Mappi ng

2. Requirenents Language
The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in al
capitals, as shown here

3. Profile Taxonony

Profiles divide into two categories that serve orthogonal purposes.
Confl ating them produces m sl eadi ng benchnarks.

3.1. Infrastructure Profiles
Infrastructure Profiles define what is being tested. They specify

the SUT boundary: where neasurenents start and end, what conponents
are included, and what is excluded.
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| Profile | SUT Boundary | Primary Question Answered |
[} e ———— Ll ppp—p—p————————————————_———_ Ll —p—_—r U
| Model Engine | Inference | How fast can this engine |
| | runtinme only | generate tokens? |
. Y Fom e e eeeaeccieeaaaaaa. +
| Al Gateway | APl internediary | What overhead does the |
| | layer | gateway add? |
o e e - o e e e e e e e e oo o - o e e e e e +
| Al Firewall | Security | What |atency and accuracy |
| | inspection |ayer | does inspection cost? |
. T Fome e e eeeaeeieeaaaaaa. +
| Compound | End-to-end | How long does it take to |
| System | orchestration | conplete a task? |
o e e - o e e e e e e e e oo o - o e e e e e +

Table 2: Infrastructure Profiles

The choice of infrastructure profile determ nes which netrics are
meani ngful . Measuring "Al Firewall throughput” in tokens per second
conflates firewal |l performance with downstream engi ne performance.
The firewall does not generate tokens; it inspects them Appropriate
firewall metrics include inspection |atency, detection rate, and

fal se positive rate.

3.2. Wrkload Profiles

Wor kl oad Profiles define howthe SUT is tested. They specify traffic
patterns, request characteristics, and arrival nodels. Wrkload
profiles are independent of infrastructure profiles.

Mul ti-turn, stream ng,
| | hurman- paced

Engi ne, Gateway, |
Firewal |, Compound |

| Comnpound | Multi-step, tool- | Compound System |
| Workfl ow | using, machine-paced | primarily |

Table 3: Workload Profil es
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A Chat bot Workl oad can be applied to a Mddel Engine (neasuring raw

i nference speed), an Al Gateway (neasuring gateway overhead under
conversational traffic), or a Conpound System (nmeasuring end-to-end
chat latency including retrieval). The infrastructure profile

det erm nes the nmeasurenent boundary; the workload profile determ nes
the traffic shape.

Confl ating infrastructure and workl oad profiles produces non-
comparabl e results. "Chatbot benchmark on Gateway A" versus "Chat bot
benchmark on Engi ne B" conpares different things. The forner

i ncl udes gateway overhead; the latter does not. Valid conparison
requires either:

* Same infrastructure profile, different inplenentations (Gateway A
vs Gateway B)

* Sane inplenentation, different workload profiles (Chatbot vs
Conmpound Wor kfl ow on Engi ne A)

Cross-profile conparisons require explicit delta deconposition
(Section 6).

Profil e Selection Guidance

| I'f you want to | Use Infrastructure | Apply Workl oad |

measure. . . | Profile | Profile |
[ ey s el sy o
| Raw nodel inference | Mbdel Engine | Chatbot or |
| speed | | synthetic |
o m oo Fom e oo +
| Gateway routing | Al Gat eway | Match production |
| overhead | | traffic |
o e e e e e e e oo o e e e e oo o e e e e oo oo +
| Security inspection | Al Firewall | M xed benign/ |
| cost | | adversari al |
o m oo Fom e oo +
| End-to-end agent | Compound System | Conpound |
| latency | | Workfl ow |
o e e e e e e e oo o e e e e oo o e e e e oo oo +
| Full-stack production | Conposite (see | Match production |
| performance | Section 7) | traffic |
oo Fom e oo +

Table 4: Profile Sel ection Cuide
Infrastructure Profiles
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4.1. Model Engine Profile

4.1.1. Definition and Concepts
A Model Engine is the runtine responsible for executing LLM
i nference. Before specifying the benchmark boundary, understanding
three core operations is necessary:
*Prefill* (also called pronpt processing): The engi ne processes al
input tokens in parallel to build initial hidden states. Prefill is
conput e- bound and benefits fromparallelism Prefill |atency scales
with input |ength but can be reduced by addi ng nore conpute.
*Decode* (also called autoregressive generation): The engi ne
generates out put tokens one at a tine, each depending on all previous
tokens. Decode is nenory-bandw dt h- bound because each token requires
reading the full nodel weights. Decode |atency per token is
relatively constant regardl ess of batch size, but throughput
i ncreases wi th batching.
*KV Cache*: To avoid recomputing attention over previous tokens, the
engi ne stores key-value pairs fromprior tokens. The KV cache grows
wi th sequence | ength and consunes GPU nenory. Cache nmanagenent
(all ocation, eviction, swapping to CPU) directly affects how many
concurrent sequences the engi ne can handl e.

These three operations determ ne the fundanental performance
characteristics:

* TTFT depends primarily on prefill tinme plus any queue wait

* | TL depends on decode tine per token

*  Maxi mum concurrency depends on KV cache capacity

*  Throughput depends on batching efficiency during decode
4.1.2. Boundary Specification

I ncl uded in SUT:

*  Mbdel weights and inference kernels

* Prefill and decode conputation

* Batch formati on and scheduling |ogic

* KV cache allocation, eviction, and swappi ng
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* Specul ative decoding (if enabl ed)

* Quantization and precision handling

Excl uded from SUT:

* Network transport beyond | ocal interface

* Authentication and authorization

* Policy enforcenent and content inspection

* Request routing between nultiple engines

* Protocol translation (handl ed by gateway)
4.1.3. Architecture Variants

Model Engines exist in several architectural configurations that
af fect measurenent interpretation.

4.1.3.1. Monolithic Architecture

Prefill and decode execute on the sane hardware. This is the
si npl est configuration and the nmost conmon in single-GPU depl oynents.

MONOLI THI C ENG NE

| GPU / Accel erator |
I |
| Request -> [Prefill] -> [Decode] -> Qut |
| | | |
| KV Cache <------ + |
I |

Timeline for single request:
|---- Queue ----|---- Prefill ----|---- Decode (N tokens) ----
t6 téa ->t7 t7 ->1t8
Fi gure 2: Mnolithic Engine Architecture

Ti mest anp mappi ng:
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| Synmbol | Event |
[S oo s s e s oo oo e
| t6 | Request enters engine queue |
T o m m e e e e e e e e e e e e e e e e e e e e e eeee e +
| t6a | Prefill conmputation begins (batch slot acquired) |
R o m m e e e e e e e e e e e e e e e e e e e e eeee oo +
| t7 | First output token generated |
Fomm oo o m mm e e e e e e e e e e e e e e e e e e e e e e mm e mmaa o s +
| t8 | Last output token generated |
T o m m e e e e e e e e e e e e e e e e e e e e e eeee e +
Table 5

Derived netrics:

Queue residence = tb6a - t6

Prefill latency =t7 - t6a

Engine TTFT = t7 - t6

Generation time =1t8 - t7

4.1.3.2. Disaggregated Architecture
Prefill and decode execute on separate hardware pools. Prefill nodes
are optimzed for conpute throughput; decode nodes are optinized for

menory bandwi dth. After prefill conpletes, the KV cache nust
transfer across the network to the decode pool

This architecture appears in published systens including D stServe

[ DI STSERVE] and Mooncake [ MOONCAKE], and in open-source projects such
as | I md.
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DI SAGGREGATED SERVI NG

o e e e e oo oo + o e e e e oo oo +
| PREFILL POOL | | DECODE POOL |
I I I I
| High conpute | KV Cache | High nenmory BW |
| utilization | Transfer | utilization |
| | —=————————=—=—===> | |
| R + | Net wor k | i nk | R + |
| | GPUDO | | (RDVA or TCP) | | GUDO | |
| S + | | S + |
| | GPU 1 | | Bott | eneck at | | GPU 1 | |
I + | hi gh cont ext I + |
| ] ... | | | engt hs | ] ... | |
| S + | | S + |
o e e e e oo oo + o e e e e oo oo +
Ti mel i ne:
| -- Queue --|-- Prefill --|-- KV Transfer --|-- Decode --|

t6 t 6a t7a t7 ->1t8

Figure 3: Disaggregated Serving Architecture

The KV transfer phase (t7a) does not exist in nonolithic deploynents.
Thi s phase can beconme the bottleneck for |ong contexts.

KV Transfer Constraint:

Transfer tine depends on context |ength and network bandw dt h:
KV_transfer_time = (context_length * kv_bytes per_token) / effective_bandw dth

Wher e:

* context _length = input tokens processed

* kv_bytes_per_token = 2 * numlayers * head_dim* num heads *
byt es_per_el enent

* effective_bandwi dth = m n(network _bandw dth, nenory bandw dth) *
efficiency

Bandwi dt h Saturation Threshol d: The context length at which KV

transfer tine exceeds prefill conpute tinme. Beyond this threshold,
addi ng nore prefill conpute does not reduce TTFT.
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Confi gurati on:
Model : 70B paraneters
KV cache: 80 |ayers, 128 heads, 128 dim BF16
KV bytes per token: 2 * 80 * 128 * 128 * 2 = 5.24 MB
I nter-pool bandwi dth: 400 Gops = 50 GB/s effective

At 4K cont ext:
KV transfer = 4096 * 5.24 MB/ 50 GB/s = 430 ns

At 32K cont ext:
KV transfer = 32768 * 5.24 MB/ 50 GB/s = 3.44 s

If prefill compute takes 500ns for 32K tokens:
Bottl eneck shifts to KV transfer at ~4. 8K tokens

Figure 4: KV Transfer Exanple Cal cul ation

Testers benchmar ki ng di saggregated architectures MJST report:

| Parameter | Description |
[ sl ey o}
| Pool configuration | Nurmber and type of prefill |
| | vs decode accel erators |
Fom e o m oo +
| KV transfer | RDMVA, TCP, or other; |
| mechani sm | theoretical bandw dth |
o e e e e e oo oo oo e e e e e e e e oo - - +
| KV bytes per token | Cal cul ated from nodel |
| | architecture |
Fom e o m oo +
| Observed transfer | Measured, not cal cul ated |
| latency | |
o e e e e e oo oo oo e e e e e e e e oo - - +
| Bandwi dth saturation | Context |ength where

| threshold | transfer becones bottl eneck |
Fom e o m oo +
| TTFT boundary | Whether reported TTFT |
| | includes KV transfer |
o e e e e e oo oo oo e e e e e e e e oo - - +

Table 6

Resul ts from di saggregated and nonolithic deployments MJST NOT be
directly conpared without explicit architectural notation.
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MONOLI THI C Dl SAGGREGATED
T + R + R +
| Si ngl e Pool | | Prefill | | Decode |
| | | Pool | | Pool |
| Prefill --> Decode | | | | |
| | | | | oo F ] e + |
| +> KV Cache <---+ | | GPUO | | | | GPUO | |
| | | e ] A + |
| Same nenory space | | +------- + | | +------- + |
| No transfer needed | | | GPU L1 |======>] GPU 1 | |
| | | oo T + |
R L + | KV transfer | |

N + N +
TTFT = Queue + Prefill TTFT = Queue + Prefill + KV_Transfer
Best for: Best for:
- Smal l er nodel s - Large nodels (70B+)

- Lower | atency
- Sinpl er depl oynent

Hi gher throughput
I ndependent scaling

Figure 5: Mnolithic vs Disaggregated Conparison
4.1.3.3. Distributed Architecture
Model sharded across nultiple accelerators using tensor parallelism
(TP), pipeline parallelism (PP), or expert parallelism(EP for
m xt ur e- of - experts nodel s).
Testers MJST report:
* Parallelismstrategy and degree (e.g., TP=8, PP=2)
* | nterconnect type (NVLink, PCle, |nfiniBand)
* Collective comunication overhead if neasurable

4.1.4. Configuration D sclosure

Testers MJST di scl ose:
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| Configuration | Exanpl e Val ues | Way It Matters |
[S pemmsfomsbumesbemses e esoepsesos s ese sy Bes o e s essfsessfsespsespesfespeesfespeesfspe
| Model precision | FP16, BF16, INT8, FP8 | Affects throughput,

| | | nmenory, and quality |
o e e oo o o e e e e oo s +
| Quantization | GPTQ AWQ | Different speed/ |
| nethod | Smoot hQuant | quality tradeoffs

o e e e oo o e e e e o e e e e e oo - +
| Batch strategy | Static, continuous, | Affects |atency |
| | chunked prefill | distribution |
o e e oo o o e e e e oo s +
| Max batch size | 64 requests | Limts concurrency

o e e e e oo - Tt Tt +
| Max sequence | 8192 tokens | Limts context |
| length | | wi ndow |
o e e e oo e Fom e e e e e oo s +
| KV cache nmenory | 24 GB | Limts concurrent

| | | sequences |
o e e e e oo - Tt Tt +

Table 7
4.1.4.1. Specul ative Decodi ng
Specul ative decoding uses a smaller draft nodel to propose nultiple
tokens, then verifies themin parallel with the target nodel. When
draft tokens are accepted, generation is faster. \Wen rejected,
conpute i s wasted.

I f specul ative decoding is enabled, testers MJST report:

[} i ————————_————— s p—p—p—r"
| Paraneter | Description |
[ sty e ey o
| Draft nodel | Identifier and paraneter count |
T T e +
| Specul ati on wi ndow (k) | Tokens proposed per verification step

o e e e e e e e e oo o - oo e m e e e e e e e e e e e e e e e e e ma o - +
| Acceptance rate | Fraction of draft tokens accepted |
e . +
| Verification overhead | Latency when draft tokens are rejected

T T YT +

Tabl e 8

Acceptance rate directly affects efficiency:
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H gh acceptance (80%, k=5:
Expect ed accepted per step = 4 tokens
Verification passes per output token = 0.25
Low acceptance (30%, k=5:
Expect ed accepted per step = 1.5 tokens
Verification passes per output token = 0.67
Result: 2.7x nore verification overhead at | ow acceptance

Results with specul ative decodi ng MUST be | abel ed separately and
i ncl ude observed acceptance rate.

4.1.4.2. Chunked Prefil
Chunked prefill splits long pronpts into snaller pieces, processing
each chunk and potentially interleaving with decode iterations from
ot her requests. This reduces head-of-Iine blocking but increases
total prefill time for the chunked request.
If chunked prefill is enabled, testers MJST report:
* Chunk size in tokens
* \Whet her chunks interleave with other requests
* Inpact on TTFT for |ong pronpts
4.1.5. Primary Metrics
From [ | - D. gai kwad- | | m benchmar ki ng-t er mi nol ogy] :
* Time to First Token (TTFT)
* |Inter-Token Latency (ITL)
*  Time per Qutput Token (TPQT)
* Qutput Token Throughput
4.1.6. Secondary Metrics
* Request Throughput

* Queue Depth over time

* Queue Residence Tine
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* Prefill Latency (TTFT mi nus queue residence)
* Batch Utilization
4.1.7. Benchmarking Constraints

Request rate saturation differs fromtoken saturation. A system

m ght handl e 2000 out put tokens per second but only 50 requests per
second if scheduling overhead dom nates. Testers SHOULD nmeasure both
di mensi ons.

M xed-1 ength workl oads increase tail |atency under continuous
batching. Short requests arriving behind long prefills experience
head- of -1 i ne bl ocki ng. Wen workl oad includes high | ength variance,
measure fairness: the ratio of actual |atency to expected | atency
based on request si ze.

4.2. Al Gateway Profile
4.2.1. Definition and Concepts

An Al Gateway is a network-facing internediary that virtualizes
access to one or nore Mddel Engines. Gateways handl e cross-cutting
concerns that do not belong in the inference engine itself.

Gat eways perform several functions that affect |atency:

*Request Processing:* TLS term nation, authentication, schema
val idation, and protocol translation. These operations add fixed
over head per request.

*Routing:* Sel ection of backend engi ne based on | oad, capability, or
policy. Intelligent routing (e.g., KV-cache-aware) adds deci sion
| at ency but may reduce overall |atency by inproving cache hit rates.

*Caching: * Gateways may inplenment response caching. Traditiona
exact-match caching has limted utility for LLMtraffic due to | ow
query repetition. Semantic caching (matching simlar queries)

i mproves hit rates but introduces quality risk from approxi mate
mat ches.

*Admi ssion Control:* Rate limting and quota enforcenent. Under
| oad, admi ssion control adds queuing delay or rejects requests.

4.2.2. Boundary Specification

I ncl uded i n SUT:
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* TLS termnation

* Authentication and authorization

* Schema validation and protocol translation

* Load bal anci ng across engi nes or nodel replicas

* Semantic cache | ookup and popul ation

* Admission control and rate limting

* Retry and fallback |ogic

* Response nornalization

Excl uded from SUT:

* Mbdel inference conputation (handl ed by downstream engi ne)

* Content inspection for safety (handled by Al Firewall)
4.2.3. Baseline Requirenent

Gat eway overhead is neaningful only relative to direct engine access.
Gat eway benchmar ks MJUST decl are measurement type

[ sy ooy o}
| Measurenent Type | What It Includes |
| Aggregate | Gateway processing plus |
| | downstream engi ne | atency |
o e e e e oo oo o e e e e e e e e e e e e e e +
| Differential | Gateway overhead only, relative

| | to direct engine access |
o e e oo o m e e e e e e e e e eee oo s +

Table 9

To neasure differential |atency:
1. Benchrmark the Moddel Engine directly (baseline)

2. Benchmark through the Gateway to the sane engi ne (sane workl oad,
same conditions)

3. Conpute delta: Gateway_overhead = Gateway TTFT - Engine_ TTFT
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4.2.4. Load Bal anci ng Di scl osure
Load bal ancing strategy affects tail |atency. Testers MJST report:
| Configuration | Options | I npact |
[S pleemmsfomsbumsesos s esoe s esoe s fes ey Ses sl ooy o}
| Algorithm | Round-robin, |east-connections, | Tail |atency
| | weighted, adaptive | variance |
o o m e e e e e e e e e eee oo s oo s +
| Health checks | Interval, timeout, failure | Fail over |
| | threshold | speed |
T o e e e e e e e e e e e e e e o e e - +
| Sticky | Enabl ed/ di sabl ed, key type | Cache |
| sessions | | locality |
o o m e e e e e e e e e eee oo s oo s +
| Retry policy | Max retries, backoff strategy | Failure |
| | | handling |
T o e e e e e e e e e e e e e e o e e - +
Tabl e 10
For intelligent routing (KV-cache-aware, cost-optimzed, |atency-
optim zed):
* Routing signals used (queue depth, cache locality, nodel cost)
* Decision | atency overhead
* Routing effectiveness (e.g., cache hit inprovenent fromrouting)
4.2.5. Milti-Mdel Gateway
Modern gateways route to multiple backend nodel s based on capability,
cost, or |atency.
When gateway routes to heterogeneous backends, testers MJIST report:
* NMbdel selection |ogic: Rule-based, cost-optimzed, capability-
based
* Backend conposition: List of nodels and their roles
* Fal | back behavior: Conditions triggering nodel switching
Per-nodel netrics SHOULD be reported separately.
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Cross-gateway conparison requires backend normalization. Conparing
Gateway A (routing to GPT-4) against Gateway B (routing to LI ama-70B)
confl ates gateway performance w th nodel performance

4.2.6. Semantic Cache

Semanti c cachi ng matches queries by neaning rather than exact text.
A cache hit on "Wat is the capital of France?" mght serve a
response cached from "France’'s capital city?" This inproves hit
rates but risks serving inappropriate responses for queries that are
simlar but not equival ent.

Confi guration Disclosure:

[§ oo oo s s s sy o}
| Parameter | Exanple | Way It Matters |
[ el s oo e e, e e e
| Simlarity | Cosine >= 0.92 | Lower threshold: nore

| threshold | | hits, nore nismatches

Fomm e oo - o e e e e e a oo Tt +
| Enmbedding | text-enbedding-3-small | Affects simlarity |
| nodel | | quality |
Fom ek Fom e e e e a e e oo e +
| Cache | 100,000 entries | Ht rate ceiling |
| capacity | | |
Fomm e oo - o e e e e e a oo Tt +
| Eviction | LRU, frequency-based | Long-termhit rate |
| policy | | |
Fom ek Fom e e e e a e e oo e +
| Cache | dobal, per-tenant, | Security and hit rate

| scope | per-user | tradeoff |
Fomm e oo - o e e e e e a oo Tt +
| TTL | 1 hour | Staleness vs hit rate

R o e e e e e e oo oo oo o e e e e e e oo +

Tabl e 11

Required Metrics:
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| Metric | Definition |
[} g —p———_——————_ s —p—_—(—(—————(————r L
| Ht rate | Fraction of requests served from cache

O . +
| Ht rate distribution | P50, P95, P99 of per-session hit rates

Fom e meeeeeemeecieaaaas T YS> +
| Latency on hit | TTFT when cache serves response |
o e e e e oo e m e e e e e e e e e e e e e e e e e ma o - +
| Latency on mss | TTFT when engi ne generates |
O . +
| Cache delta | Latency _m ss mnus Latency hit |
Fom e meeeeeemeecieaaaas T +
| Msmatch rate | Fraction of hits where cached response

| | was inappropriate |
o e e e e e e oo oo mm e e e e e e e e e e e e e e m e e m i m— oo oo +

Tabl e 12

M smatch rate requires evaluation. Testers SHOULD di scl ose
eval uati on net hodol ogy (human review, automated conparison, or LLM
as-j udge).

Session Definition: For per-session netrics, define what constitutes
a session: requests sharing a session identifier, requests fromthe
sanme user within a time w ndow, or another definition. Testers MJST
di scl ose session definition

St al eness in RAG Systens: Wen senmantic cache operates with a RAG
system cached responses may reference docunents that have since been
updat ed.

[} i ————————_————— s p—p—p—r"
| Paraneter | Description |
[ sty e ey o
| I'ndex update frequency | How often RAG i ndex refreshes |
o o m m e e e e e e e e e e e me— oo - +
| Cache TTL | Maxi mum age of cached entries |
o e e e e e e e e oo o - oo e m e e e e e e e e e e e e e e e e e ma o - +
| Stal eness risk | Estimated fraction of stale cache hits

Fom e e e e a e e oo o m e e e e e e e e e e e e e e e e e eee—o o on +

Tabl e 13

St al eness risk estinate:

stal eness_ri sk = (average_cache_age / index_update interval) * corpus_change rate
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Benchmar ki ng Constraints: Wrkl oad diversity deternmines hit rate.
Testers MJST report:

* Nunber of distinct query clusters in workl oad
* Cache state at test start (cold or warm

* Time until hit rate stabilizes

Al Firewall Profile
1. Definition and Concepts
An Al Firewall is a bidirectional security intermediary that inspects

LLM inputs and outputs to detect and prevent policy violations.

Unlike traditional firewalls that exam ne packet headers or nmatch
byte patterns, Al Firewalls analyze semantic content. They nust
under stand what a pronpt is asking and what a response is saying.
This requires M. nodels, making firewall |atency fundamentally
different fromnetwork firewall | atency.

The firewall sits on the request path and adds |atency to every
request. The core tradeoff: nore thorough inspection catches nore
threats but costs nore tine.

4.3.2. Boundary Specification

Gai

I ncl uded in SUT:

*  Pronpt anal ysis and classification

* Qutput content inspection

* Policy decision engine

* Block, allow, or nodify actions

Excl uded from SUT

* NMbdel inference (upstream or downstrean

*  Network-layer firewalling (traditional WAF)

* Authentication (handl ed by gateway)
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4.3.3. Enforcenent Directions

Al Firewalls operate bidirectionally. Each direction addresses
different threats.

I nbound Enforcenent inspects user pronpts before they reach the

nodel :
[} gl ———(———————————_—_ s p—p—_—r o
| Threat | Description |
B sy el
| Direct pronpt injection | User attenpts to override
| | systeminstructions |
o e e e e e e e e aao- o m e e e e e e e maaaoo- +
| I'ndirect pronpt | Malicious content in |
| injection | retrieved docunents |
o m e e e e e e aao o e e e e e e e eaea oo n +
| Jailbreak attenpts | Techni ques to bypass |
| | nodel safety training |
o e e e e e e e e aao- o m e e e e e e e maaaoo- +
| Context poisoning | Adversarial content to
| | mani pul ate nodel behavi or |
o m e e e e e e aao o e e e e e e e eaea oo n +
Tabl e 14
Qut bound Enforcement inspects nodel outputs before they reach the
user:
| Threat | Description |
| PI'l |eakage | Mbdel outputs personal information |
o e e oo oo oo oo e e e e e e e e e e e oo oo +
| Policy violation | Qutput violates content policies |
o e e oo s o m e e e e e e e e e e e e e e e e eeoe—o - +
| Tool m suse | Mbdel attenpts unauthorized actions |
o e e e e m e i oo o m m ot e e e e e e e e e e e e e e e e e e e e mmamomo +
| Data exfiltration | Sensitive information encoded in output |
o e e oo oo oo oo e e e e e e e e e e e oo oo +

Tabl e 15
Testers MJUST decl are which directions are enforced. A benchnark

testing i nbound-only enforcenment MJST NOT cl ai m protection agai nst
out bound threats.
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4.3.4. Inspection Architecture

Firewal | s use different inspection strategies with distinct |atency
characteristics.

| NSPECTI ON ARCHI TECTURE COVPARI SON
BUFFERED (adds to TTFT, no I TL impact):
| nput : e e e e e e

|-- collect --|-- analyze --|-- forward -->

| - engine generates -|- buffer -|- analyze -|-->
t7 t12
| -- inspection delay --|

STREAM NG (no TTFT inpact, adds to ITL):

Qutput: ..0..0..0..0..0..0..0..0..0..0..0..0..0..0..0.
| | | | | | |
inspect | inspect | inspect | inspect
I I I I I I I
--0----- 0----- 0----- 0----- 0----- 0----- 0----- >

Vari abl e del ays, increased jitter
Figure 6: Inspection Architecture Conparison

Buf fered I nspection: The firewall collects conplete input (or output)
bef ore anal ysi s.

Characteristics:

* Adds to TTFT (inbound) or delays token delivery (outbound)
* No inpact on | TL once streaning starts

* Enabl es deep analysis requiring full context

For outbound buffered inspection, the client receives the first token
| ater than the engine generates it. This distinction natters:

Engi ne TTFT (t7 - t6): 200mns
Qut bound i nspection: 50ns
Client-observed TTFT (t12 - t0): 250nms + network

Stream ng I nspection: The firewall analyzes content as tokens flow
t hr ough.
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Characteristics:

* Adds per-token overhead to ITL

* My batch or pause tokens during analysis
* Introduces jitter in token delivery

Requi red measurenents:

[ s e e e s s s s s s s s s s s e s s s s s s s s s s s s s s
| Metric | Definition |
| Per-token inspection delay | Average | atency added per token |
o e e e e e e e e a oo - o e e e e e e e e e e e e e e me oo +
| Maxi mum pause duration | Longest delay during stream ng |
o m oo o m o oo +
| Pause frequency | How often inspection causes |
| | batching |
o e e e e e e e o m e e e e e e e e e e e e e e e e e e o +
| Jitter contribution | Standard deviation of del ays |
oo e e e e e e i oo oo oo o e e e e e e e e e e m e ao- - +
Tabl e 16

Hybrid Inspection: Initial buffering foll owed by stream ng. Conmon
pattern: buffer first N tokens for context, then streamwth spot-
checks.

Configuration to disclose:

* Buffer threshold (tokens before stream ng starts)

* Spot-check frequency

* [Escalation triggers (patterns that switch to full buffering)

4.3.5. Required Metrics

Accuracy Metrics:
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| Metric | Definition |
[} g p————_ e p—p—p—p—_—_——————————————————————————(—————————
| Detection Rate | Fraction of malicious inputs correctly bl ocked

e +
| False Positive | Fraction of benign inputs blocked by firewall |
| Rate (FPR) | |
oo o - o m o e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e ee e oo +
| False Refusal | Fraction of policy-conmpliant requests refused |
| Rate (FRR) | at system boundary |
o a o e m m e e e e e e e e e e e e e e e e e e e e eeee—oo s +
| Over - Defense | FPR conditional on trigger-word presence in |
| Rate | benign inputs |
oo o - o m o e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e ee e oo +

Tabl e 17

FPR vs FRR. FPR neasures firewall classifier errors on a benign test
set. FRR neasures all refusals observed at the system boundary,

whi ch may i ncl ude:

* Firewall blocks (captured in FPR)

* Mbdel refusals (npdel’s own safety behavior)

* Policy engine bl ocks (business rules)

* Rate limting (capacity rejection)

Therefore: FRR >= FPR when ot her refusal sources exist.

When reporting both, attribute refusals by source when possible.

Over - Def ense Rate: Measures fal se positives on benign inputs that
contain words comonly associated with attacks.

Over - Def ense Rate = P(Block | Benign AND Contains_Tri gger_ Words)
Exampl es of benign inputs that may trigger over-defense
*  "Explain how pronpt injection attacks work" (security education)

*  "What does 'ignore previous instructions’ nean?" (linguistic
quest i on)

* "How do | kill a process in Linux?" (technical query)
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The test corpus for over-defense MJST contain semantically benign
i nputs that happen to include trigger words. Testing with trivially
beni gn i nputs does not neasure real over-defense risk

Latency Metrics:

| Metric | Definition |
[} g —p—————————(—_ Ll pp—p—r
| Passing |atency | Overhead when firewall allows request

e O U +
| Bl ocking | atency | Tinme to reach bl ock deci sion |
T Fo e e eemeeeeieeieeccicemeaccneaaaas +
| Throughput degradation | Reduction in requests per second |
o e e e e e e e e oo o - o e m e e e e e e e e e e e e e e me e +

Tabl e 18
Latency may vary by deci sion path:

Exanpl e:
Allow (no flags): 8ns
Al'l ow (fl agged, deep anal ysis): 45ns
Bl ock (pattern match): 3ns
Bl ock (semantic analysis): 67ns

Report latency distribution by decision type.

4.3.6. Workload Specification
Al Firewall benchmarks require careful workload design
Beni gn Workl oad: Normal traffic with no policy violations. Measures
passing | atency, FRR, and throughput inpact on legitimte use.
Source: Sanitized production sanples or standard datasets.
Adversarial Wrkload: Known attack patterns. Measures detection
rate, blocking |atency, and FPR  Source: Published datasets (BIPIA
[BIPI Al, Jail breakBench, Pronptlinject) or red team generated. Do not
publ i sh wor ki ng exploits.

M xed Workl oad (recomended): Conbi nes beni gn and adversarial at
decl ared rati o.
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| Parameter | Exanple |
[} g —p—————————(—_ Ll pp—p—r
| Mx ratio | 95% beni gn, 5% adversari al |
e O +
| Adversarial categories | 40%injection, 30%jail break, 30% PI |

T Fom e e eemeeeeieeieeccicemeaccneaaaas +
| Arrival pattern | Uniformor bursty |
o e e e e e e e e oo o - o e m e e e e e e e e e e e e e e me e +

Tabl e 19

4.3.7. Milti-Layer Firewall
Producti on depl oynents often stack multiple inspection |ayers.

Request -> Quick Filter -> M. Cassifier -> Mddel -> Senantic Check -> PIl Scan -> Respon
se
I I I I

regex enbeddi ng out put entity
+ rul es classifier anal ysi s det ecti on

When nmultiple |ayers exist, report:

*  Number and position of l|ayers

*  Per-layer |atency

* Execution nodel: Series (latencies add) or parallel

* Short-circuit behavior: Does blocking at layer N skip later
| ayers?

Del ta deconposition:
Total overhead = Quick(2ns) + M(12n8) + Senmantic(34ns) + PII(8ns) = 56ns

Wth short-circuit on input block:
Overhead = Quick(2nms) + M(12ns) = 14ns

4.3.8. Benchmarking Constraints
Bl ocki ng speed alone is neaningless. A firewall blocking al
requests in 1ms is useless. Al ways neasure inpact on benign traffic

al ongsi de detection effectiveness.

Disclose integration with WAF, rate |limiting, or DDoS protection
These add | at ency.
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Different attack categories have different detection | atencies.
Pattern-based detection is faster than semantic analysis. Report
detection | atency by category.

4. 4. Compound System Profile

4.4.1. Definition and Concepts
A Compound System executes nultiple inference, retrieval, and tool -
use steps to satisfy a user intent. The systemorchestrates these
steps, manages state across them and produces a final response.

Exanpl es: RAG pi pelines, multi-agent systens, tool-using assistants,
codi ng agents.

Unl i ke singl e-inference benchmarks, conpound system benchmarks
measure task conpl etion, not token generation. The primary question
is "Did it acconplish the goal ?" not "How fast did it generate
t okens?"
4.4.2. Boundary Specification
I ncl uded in SUT:
* Orchestration and pl anning | ogic
* Miltiple LLMinference calls
* Retrieval pipeline (enbedding, search, reranking)
* Tool execution environment
* Conversation state managenent
* Agent-to-agent comrunication

Excl uded from SUT:

* External APlIs outside the system boundary (Il atency measured but
not controll ed)

* User interface rendering

* Arbitrary user-supplied code
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Boundary Rul e: The Conpound System boundary includes only conponents

depl oyed and controlled as part of the serving system User-provided
pl ugi ns or custom code at runtinme are excluded. This prevents

anbi guity when conparing systens with different extensibility nodels.

| Component | I'ncluded? | Rationale |
| Built-in retrieval | Yes | Part of serving system|
e M e +
| Standard tool library | Yes | Shipped with system |
e e e e e oo Fom e oo e e e e e oo +
| User-upl oaded plugin | No | User-supplied |
o m e e e e e e e aao o o m e e e - o m e e e e e e e aao o +
| External APl (weather) | Latency | Qutside boundary |
| | measured | |
Fom e e e e a e e oo Fom e Fom e e e e a e e oo +
Tabl e 20
4.4.3. Primary Metrics
[ e st
| Metric Definition |

Time fromuser request |
to final response |

o e e e e e e e e oo oo o e e e e e e oo oo oo +

| Task Success Rate | Fraction of tasks |

| | conpleted correctly |

o e e e e a e oo oo o +
Tabl e 21

Task Success has two di nensi ons:

| Type | Definition | Eval uation |
[ et ————— e —_——————————————————— Ll pp——r o
| Hard Success | Structural correctness | Automated (valid |
| | | JSON, no errors) |
. T . +
| Soft Success | Semantic correctness | Requires |
| | | evaluation |
o e e - o e e e e e e e e oo o - o e e e e oo oo +

Tabl e 22
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When usi ng automated ev
oracl e met hodol ogy.

LLM as- Judge:
[ oo e
| Parameter
[ e
| Judge nodel

Report inter-rater agre

Rul e- Based Eval uati on:

[ sl e
| Parameter |

[} bbb ey -
| Rule specification |
. +-
| Coverage |

I I

o e e e o - - +-
| Edge case handling

I I
. +-

Human Eval uati on:

Gai kwad
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aluation for Task Success Rate, disclose

[ oo s s e e s e s s e s e e

| Report |

[ s s U

| Identifier and version |

o m e e e e e e e e e e e e e e e eeee e +

| Full pronpt or published rubric reference

o e e e e e e e e e e e e e e e e e e e e e emaeao - +

| Whether judge sees reference answers |

oo e o e e e e e e e e e e e e e e e m e mm i m—— oo oo +

| Tenperature, judgnments per task |

o m e e e e e e e e e e e e e e e eeee e +
Tabl e 23

ement if using multiple judges.

s e e s s s o}

Report |

e pj—p— o}

Formal definition |

_____________________________________________ +

Fraction of criteria |

that are rul e-checkabl e |

_____________________________________________ +

How ambi guous cases |

resol ve |

_____________________________________________ +
Tabl e 24
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| Parameter | Report |
[} i —————_—_ i p—p—p—p—p—_———————————————————————————————————
| Eval uator count | Nunber of humans |
O +
| Rubric | Criteria and scoring |
oo mmeeemeeaaaas T e +
| Agreenent | Inter-rater reliability (e.g., Cohen’s Kappa)

o e e e oo oo e m e e e e e e e e e e e e e e e e e m e e e e e ee— o +
| Blinding | Whet her eval uators knew systemidentity |
e +

Tabl e 25

4.4.5. Secondary Metrics

[ sty e ety o}
| Metric | Definition |
| Trace Depth | Sequential steps in execution |
o e e e e e oo - o e e e e e e e e e e e e e o m o +
| Fan-out Factor | Maxi mum paral |l el sub-requests |
O +
| Sub- Request Count | Total LLM calls per user request
I T T T ey +
| Loop Incidence Rate | Fraction of tasks with repetitive
| | non-progressing actions |
o e e e e m oo oo o e e e e e e e e e e e e oo oo +
| Stalled Task Rate | Fraction of tasks hitting step |
| | Iimt without resolution
e meeeeemeaaeeaeas T T T r ey +
| State Managenent | Latency and menmory for multi-turn |
| Overhead | context |
o e e e e m oo oo o e e e e e e e e e e e e oo oo +
Tabl e 26

Stall ed Task Rate:
Stall ed Task Rate = Tasks_reaching max_steps / Total tasks
Stalled tasks differ fromloops. A loop repeats simlar actions. A

stalled task may try diverse actions but fail to converge. Both
i ndi cate probl ens but different ones.

Gai kwad Expires 24 July 2026 [ Page 32]



I nternet-Draft LLM Benchrar ki ng Profiles January 2026

4.4.6. RAG Sub-Profile
VWhen Conpound Systemincludes Retrieval - Augnented Generati on:
RAG PI PELI NE LATENCY

Query --> Enbed --> Search --> Rerank --> Inject --> Cenerate

Q E S R | G
I I I I I I
___________________________________________________________ >
Ons 15ns 60ns 180ns 185ns 385ns
S | | |
+----- 45nm8------- + |
+----- 120nmB------ +

I

I

I

+--5nB- + |
+--200nB----+

TTIFT = E+ S+ R+ 1| + Prefill + Queue = 385ns
Figure 7: RAG Pipeline Latency

Confi guration Disclosure:

| Comnponent | Parameters |
[ s ety sy o}
| Enbeddi ng | Model, dinmensions, batch size |
oo s o m e e e e e e e e e ee e +
| Vector store | Type, index configuration |
S o e e e e e e e e e e e e e e mmemamao o +
| Search | Top-k, simlarity nmetric, filters |
R o e m e e e e e e e e e e e m—— oo oo +
| Reranking | Model (if used), top-n after rerank |
oo s o m e e e e e e e e e ee e +
| Context | Max tokens, formatting tenplate |
S o e e e e e e e e e e e e e e mmemamao o +
Tabl e 27

RAG- Specific Metrics:
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| Metric | Definition |
[} gl ——_——————————— s p—p—r
| Enmbeddi ng Lat ency | Query to vector conversion |
e O +
| Retrieval Latency | Search and fetch time |
L e T T Tt +
| Retrieval Recall | Fraction of relevant docs retrieved
o e e e e e e e e a oo - oo e m e e e e e e e e e e e e mm e mmmaa o - +
| Context Injection Overhead | Additional prefill fromretrieved
| | content |
. T +

Tabl e 28

| Characteristic | I npact |
| Corpus size | Larger means | onger search |
o e e e e oo o e m e e e e e e e e e e +
| Docunent |ength | Longer neans nore context overhead

o e e oo o m e e e e e e e e ee e +
| Semantic diversity | Mre diverse reduces precision |
Fom e e e e oo o o e e e e e e e e e e e e e e e e e o +

Tabl e 29

Report corpus statistics: docunment count, average |ength, donain.

Vector index nmust be fully built before neasurenent.

4.4.7. Agentic System Boundari es

For multi-agent or tool-using systens:
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AGENTI C EXECUTI ON TRACE

User Request

v
e + e + e +
| Planner |---->] Agent A |---->| Agent B |
| (LLM | | (LLM | | (LLM |
et et et
I I I
| oo+ |
I v v I
| - + e------ + |
| | Tool | | Tool | |
I | AP | | DB | I
| AR, + ----- - + |
I I I I
| oo+ |
I v I
| dooo oo + |
e > Final |<--------- +
| Response|
omme e a - +

Trace depth: 4 (Planner -> A -> Tools -> B)
Fan-out: 2 (parallel tool calls)
Sub-requests: 3 LLMcalls

Figure 8: Agentic Execution Trace

Definitions:
[} gl p———_————_ s —_———————————————————(—(———(—————r
| Term | Definition |
[ sl e et o}
| Agent invocation | Single LLMcall with specific role |
T Y +
| Tool call | External capability invocation |
o e e e oo e m e e e e e e e e e e e e e e e e e ma o - +
| Ochestration step | Planning/routing decision |
T . +
| Trace | Conpl ete sequence for one user request |
I T +
Tabl e 30

Measur enent Points:
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| Metric | Start | End |
[ oo bl s ool s s
| Per-agent |atency | Agent receives input | Agent produces output |
o e e o s g e +
| Per-tool latency | Tool call initiated | Response received |
o e e e oo o o +
| Orchestration | Previous step | Next step starts |
| overhead | conplete | |
o e e e e oo o e e e e e oo oo o e e e e e e oo +
| Task conpl etion | User request | Final response |
| | received | delivered |
o e e e oo o o +

Tabl e 31
4.4.8. Exclusions
Custom user application |ogic and bespoke agent franeworks are out of
scope. This profile covers general patterns, not specific
i mpl ement ati ons.

5. Workload Profiles

Wor kl oad profiles specify traffic patterns applied to infrastructure
profiles. They do not define neasurenent boundari es.

5.1. Chatbot Workload Profile

5.1.1. Characteristics

| Characteristic | Description |
[} et ————— Ll —p—_—(—————————————————————————————
| I'nteraction | Stateful, multi-turn |
o a o o m e e e e e e e e e e e e e e e e eeoe—o - +
| Delivery | Stream ng |
S o m m ot e e e e e e e e e e e e e e e e e e e e mmamomo +
| Arrival | d osed-1oop (user thinks between turns)

oo - - oo e e e e e e e e e e e oo oo +
| Session length | Variable, typically 3-20 turns |
o a o o m e e e e e e e e e e e e e e e e eeoe—o - +

Tabl e 32
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5.1.2. Required Paraneters
[ oo by s s oo s ool e s o}
| Paraneter | Description | Exanple |
[ s s e e s s e e e s e s s s s s s
| Arrival nodel | Open or closed | oop | d osed-1oop |
oo o m e e e e e e e oo - o +
| Think-tine | User delay between turns | Exponential, mean=5s |
T S o e e e e e e e e oo o - +
| I'nput length | Tokens per user nessage | Log-normal, median=50 |
oo o m e e e aa oo s Fom e e e e a e e oo +
| Qutput length | Tokens per response | Log-nornmal, |
| | | medi an=150 |
o m e e e oo - o e e e e e e oo o o e e e e e a oo +
| Context | History handling | Sliding window, 4K |
| retention | | tokens |
oo o m e e e aa oo s Fom e e e e a e e oo +
| Session | Turns per conversation | Geonetric, nean=8 |
| length | | |
o m e e e oo - o e e e e e e oo o o e e e e e a oo +

Tabl e 33

5.1.3. Exanple
Chat bot Wor kl oad: Cust oner Support
Arrival: C osed-loop, 100 concurrent sessions
Thi nk-ti me: Exponenti al (mean=8s)
I nput: Log-nornmal (nu=4.0, signma=0.8), range [10, 500]
Qut put: Log-normal (mu=5.0, signma=1.0), range [20, 1000]
Context: Sliding window, |ast 4000 tokens
Session: Ceonetric(p=0.12), nean ~8 turns
System pronpt: 200 tokens, shared

5.2. Conpound Wrkfl ow Wrkl oad Profile

5.2.1. Characteristics
[ s sl s U
| Characteristic | Description |
| Execution | Multi-step, may include parallel branches |
oo o - Lt +
| Tool usage | APl calls, code execution, database queries |
S oo e o e e e e e e e e e e e e e e e e e e e e e eo oo +
| Dependenci es | Steps nay depend on previous outputs |
o a o e m e e e e e e e e e e e e e e e e e e e e e e meee— oo oo +
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| Failure nodes | Steps may fail, requiring retry or alternatives

| Parameter | Description | Exanple |
[ sty sl e s
| Task conplexity | Steps per task | Fixed=5 or distribution |
o e e oo o e e e e oo s o m e e e e i oo +
| Fan-out pattern | Parallel vs | Max parallel =3 |
| | sequenti al | |
o e e e oo o e e e e e oo - o e e e e e e oo +
| Tool | atency | External dependency | Real, nocked, sinulated

| | behavi or | |
o e e oo o e e e e oo s o m e e e e i oo +
| Failure | Sirmulated failures | 5%tool failure rate |
| injection | | |
o e e e oo o e e e e e oo - o e e e e e e oo +
| Retry behavior | Failure handling | Max 2 retries,

| | | exponential backoff |
o e e oo o e e e e oo s o m e e e e i oo +

Tabl e 35

5.2.3. External Dependency Handling

Conpound wor kfl ows depend on external systens. Disclose handling:

| Approach | Description | When |
[} bbb s s, s
| Real | Actual APl calls | Production-representative

Fom e oo o e e oo s o e e e e e e eie oo n +
| Mocked | Fixed responses | Controlled experinments |
o m e e e - o e e e e m e i oo o m e e e e e e e maaaoo- +
| Sirmulated | Statistical nodel | Reproduci bl e benchmarks
M o e e oo oo oo o e e e e e e e oo - +

Tabl e 36

Report observed latency and failure rate for real dependencies.
Report configured val ues for nocked dependenci es.
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6.

6.

Del ta Measurement Mbodel

Section 4 and Section 5 defined individual profiles. Production
systens conpose nmultiple profiles. A request may pass through
Gateway, Firewall, and Engi ne before response generation.

Meani ngf ul conpari son across conposed systens requires attributing
| atency to each component. This section defines the delta

measur enent nodel .
1. Timestanp Reference

Consi der a request flowi ng through a full stack:
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dient

I

| tO: request sent

%
R +
| Al Gat eway |
| tl1: arrives |
| t2: exits |
o e e e o +

I

%
R +

Al Firewall

I I
| t3: arrives |
| t4: decision |
| t5: exits |

| Model Engi ne |
| t6: queue entry |
| t6a: exec start |
| t7: first token |
| t8: last token |

| Qut put Path |
| t9: fwreceives |
| t10: fw rel eases |
| t11: gw rel eases |

t12: client receives first token
Figure 9: Request Fl ow Ti nmest anps

6.2. Tinmestanp Definitions

| Timestanp | Location | Event |
[ ettt —— C———————— s —p—_————————————————————r
| tO | dient | Request transm ssion begins |
S Focmmnaaann S +
| t1 | Gateway | Request arrives |
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S I e T +
| t2 | Gateway | Request exits toward firewall |
R TS o e e e e e e e e e e aa o - +
| t3 | Firewall | Request arrives |
S Focmmnaaann O +
| t4 | Firewall | Inbound decision reached |
S IR T T T TRy +
| t5 | Firewall | Request exits toward engine |
R TS o e e e e e e e e e e aa o - +
| t6 | Engine | Request enters queue |
S Focmmnnaann O +
| t6a | Engine | Prefill conputation begins |
S IR T T T TRy +
| t7 | Engine | First output token generated
R TS o e e e e e e e e e e aa o - +
| t8 | Engine | Last output token generated

S Focmmnnaann e mee e eiaeciieaaaeciiaaaaas +
| t9 | Firewall | First token arrives for |
| | | outbound inspection |
N Fomm oo - o e e e e e e e meme oo +
| t10 | Firewall | First token rel eased after

| | | inspection |
S Focmmnaaann S +
| t11 | Gateway | First token exits toward |
| | | client |
N Fomm oo - o e e e e e e e meme oo +
| t12 | dient | dient receives first token
S TS o mm e e e e e e a— oo oo +

Tabl e 37

6.3. Component Deltas

[} gt ——————————————— L —_—_——————— Ll p—p—p—p—_—_——————————————
| Component | Fornul a | Measures |
| Gateway inbound | t2 - t1 | Auth, validation, routing

o e e e e e e oo o N Tt +
| Firewall inbound (pass) | t5 - t3 | Pronpt inspection |
o e m e e e e e oo S o e e e e e e e oo +
| Firewall inbound (block) | t4 - t3 | Time to bl ock |
o e e e e e e e e oo s Fom e oo o e e e e e e eie oo n +
| Engi ne queue | téa - t6 | Wit before execution |
o e e e e e e oo o N Tt +
| Engine prefill | t7 - t6éa | Prefill computation |
o e m e e e e e oo S o e e e e e e e oo +
| Engine TTFT | t7 - t6 | Queue plus prefill |
o e e e e e e e e oo s Fom e oo o e e e e e e eie oo n +

Gai kwad Expires 24 July 2026 [ Page 41]



I nternet-Draft LLM Benchrar ki ng Profiles January 2026

6

6

7

4.

5.

| Firewall outbound | t10 - t9 | Qutput inspection |
o e e e e e e oo o N Tt +
| Gateway outbound | t11 - t10 | Response processing |
o e m e e e e e oo S o e e e e e e e oo +
Tabl e 38

End-to-End Metrics

[} s e sl el e s gy o}

| Metric | Formula | Notes |

| Engine TTFT | t7 - t6 | At engine boundary |

o e e e e e e oo Fomm oo - o e e e e e a oo +

| System TTFT | t12 - t0 | dient-observed |

o e e e e e oo oo TS o e e e e e e oo oo oo +

| Qutput path overhead | t12 - t7 | Delay fromengine enit |

| | | to client receive |

o S o +

Tabl e 39
Cl ock Synchronization
Delta nmetrics within a single component (t2 - t1, both from gateway
clock) are reliable. Cross-conponent deltas (t6 - t5) require clock

synchroni zati on.

For end-to-end netrics involving client tinmestanps (t0, t12), clock
skew i ntroduces error.

Opt i ons:

1. Single-machi ne nmeasurenent (client and server share cl ock)
2. Measure and report skew bounds

3. Report server-side nmetrics only when skew is too | arge

Recomended practice: Calculate deltas within conponents rather than
across boundari es when possi bl e.

See Section 9.3 for synchroni zati on requirenents.

Profil e Conposition
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7.1. Composite SUT Decl aration
VWhen SUT includes multiple profiles, testers MJST:
1. Enunerate all conponents in request path:
Client -> Al Gateway -> Al Firewall -> Mddel Engine -> Al Firewall -> dient

2. Decl are neasurenent boundary:

[ el ety
| Type | Description |
| Full-stack | dient to response, all conponents |
T T +
| Per-conponent | Separate nmeasurenment at each boundary |
S I e +
| Partial | Specific subset (e.g., Gateway + Engi ne) |
I IRy e Y +
Tabl e 40

Conponent | TTFT Contribution | Throughput I npact
................... |-------------------l------------------
Al Gat eway | +15ns | -3%

Al Firewall (in) | +45ms | -8%

Model Engi ne | 180ns (baseline) | baseline

Al Firewall (out) | +12ns* | -12%
...................................... |------------------
Tot al | 252ms | -22%

*Qut bound adds to client-observed TTFT, not engine TTFT
7.2. Composition Validation
Measur e conponents independently before measuring conposite:

1. Engine alone: TTFT _engi ne = 180ns

2. Gateway + Engine: TTFT gw = 195ns, Gateway delta = 15ns
3. Firewall + Engine: TTFT_fw = 225ms, Firewall _delta = 45ns
4. Full stack: TTFT full = 252ns

5. Validate: TTFT_engine + deltas approximtely equals TTFT_full
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If validation fails, interaction effects exist. Docunment them
7.3. Interaction Effects

Conponents may interact beyond sinple addition

| Effect | Description | Exanple |
[ e ———— Ll —p——_——————————————_————————— i U
| Batching | Gateway batching conflicts | Gateway batches 8, |
| interference | with engi ne | engine max is 4 |
. S, - +
| Cache | Hi gh gateway cache hit nmeans | Biased difficulty |
| interaction | engine sees hard queries | |
o e e - o e e e e e e e e e o o e e e e e oo - +
| Backpressure | Sl ow conponent causes | Firewall slowdown |
| | upstream queui ng | grows gateway |
I I | queue I
. Fom e meemeeieeeeeceieemeaacaaas T +
| Ti meout | Msmatched tineouts waste | See bel ow |
| cascades | resources | |
R o e e e e e e e e e o e e e e m oo oo +
Tabl e 41

Ti meout Cascades:
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8.

1.

TI MEQUT CASCADE (ni smat ched confi gurations)

(conpl etes at 12s, result discarded)

Gateway timeout: 108 ------------- +
Firewal | timeout: 15S ------cccoooooamoooon +
Engi ne ti neout: 30S mmceemmmmmmm e e emmme-
I I I
Time: Os 10s 15s 30s
I I I I
+-- Request ---->| | |
I I I I
| Gateway ----- X tinmeout | |
| (returns error to client) | |
I I I I
| Firewal | --------cccoooo-- + |
| (still waiting) | |
| |
| ENQgiN@ -=---cccecmncamcmaaaacanann +
I
I

January 2026

Result: Client gets error at 10s. Engi ne wastes 12s of conpute.

Fi gure 10: Timeout Cascade Exanple

Report timeout configurations and note m snatches.

Access Loggi ng Requi renents
M ni mum Fi el ds

Al profiles MIST | og:
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| Field | Description |
[} g e p—p—p—(——(—————(———(——————————(—————————
| tinmestamp | Request start tine |
S TR O +
| request id | Unique identifier |
S ISRy T T T r ey +
| profile | Infrastructure profile under test |
R o e e e e e e e e e e e e e o m o +
| workl oad | Workl oad profile applied |
S TR O +
| latency ns | Total request |atency |
S TR Fom e meeeeeeeeeeeiceeeaccieeaaaaan. +
| status | Success, error, tinmeout |
R o e e e e e e e e e e e e e o m o +
Tabl e 42

8.2. Mddel Engine Fields

Prefill Iatency |

Concurrent requests in batch

8.3. Al Firewall Fields

[ el ety
| Field | Description |
| direction | I'nbound or outbound

o e e e T +
| deci sion | Allow, block, nodify |
+
| policy triggered | Which policy matched
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R dom e mmemeeeemeaeeaaas +

| confidence | Detection confidence

o e e e T +

| inspection_time_nms | Analysis tine |

R +
Tabl e 44

8.4. Compound System Fi el ds

[ ety el o}
| Field | Description |
| trace_id | Identifier linking all steps
o e e - o e e e e e e e e e o +
| step_count | Total orchestration steps |
. R +
| tool calls | List of tools invoked |
. Fom e meemeeieeeeeceieemeaacaaas +
| success_type | Hard, soft, or failure |
o e e - o e e e e e e e e e o +
Tabl e 45
8.5. Al Gateway Fields

[} et —————— Ll —_—(————————(——————

| Field | Description |

B et ety

| cache_status | Ht, mss, or bypass

dememmeeeeieeaaaas o meemeeeaeaecaaas +

| route_target | Sel ected backend |

o e e e oo T +

| token_count_in | Input tokens |

R +

| token_count _out | CQutput tokens |

dememmeeeeieeaaaas T +

Tabl e 46

8.6. OpenTelenetry Integration

OpenTel emetry integration SHOULD be supported. Reference GenAl
semanti ¢ conventions when avail abl e.
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Measur ement Consi derati ons
.1. Baseline and Delta Reporting

For internedi ary conponents (Gateway,
neasur enent s:

Firewal l),

1. Measure downstreamdirectly (baseline)

2. Measure through internediary

3. Conpute delta

4. Report both absolute and delta
Warmup and Steady State

. 2.

Decl are whether results include cold start.

January 2026

provi de differenti al

| Profile | Cold Start Factors |
[} e —————— L pp—p—p—_—(—————————————————————
| Model Engine | JIT conpilation, KV cache

| | allocation, batch ranp-up |
. Fem e meemeeeeeeeccieeaaaaea +
| Al Gat eway | Connection pool, cache |
| | popul ation |
R o e e e e e e e oo +
| Al Firewall | Model |oading, rule |
| | conpilation |
. T +
| Comnpound | Al above plus retrieval |
| System | index | oading |
R o e e e e e e e oo +

Tabl e 47

If excluding cold start,

report warmup procedure and duration

.3. dock Synchronization
| Configuration | M nimm Accuracy | Method |
| Single-machine | I'nherent | NA |
o e m e e e e e oo o e e e e oo oo o e e e e oo +
| Same rack | 1ns | NTP |
o e e e e e e e e oo s o e e oo o e e oo s +
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| Distributed | 100us | PTP |
o e e e e e e oo o Fom e e e oo o e e e e oo oo +
| Sub-mllisecond analysis | 10us | PTP with hardware
| | | tinmestanps |
o m e e e aa oo s o e e e oo o e e o s +
Tabl e 48

Reports MJST decl are:

* Synchroni zati on net hod

* Estimated maxi num skew

* Single-point or distributed neasurenent

9.4. Streamng Protocol Considerations

| Profile | Recommended Pr ot ocol | Notes |
[} e ———— Ll —p—_—————————————_———————_—_ Ll ——p—————r
| Model Engine | gRPC stream ng | Lower overhead |
o m e e e e e e e e e e e e e e e eee oo n g +
| Al Gat eway | SSE over HITP | Broad conpatibility
o e e o - o e e e e e e e e e e oo - o +
| Al Firewall | Match upstream downstream| M nim ze translation
o e e - o e e e e e T +
| Conpound | SSE or WebSocket | dient dependent |
| System | | |
oo s o e e e e e e eie oo n g +

Tabl e 49
Report chunk size distribution when neasuring | TL.
10. Security Considerations

10.1. Bidirectional Enforcenent Gaps

Al Firewalls enforcing only one direction | eave systens exposed.

| nbound- only gaps:
* Cannot prevent Pl |eakage
* Cannot catch policy violations from nodel

* Cannot stop tool msuse
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Qut bound- onl y gaps:

* Cannot prevent pronpt injection
* Cannot stop jailbreak attenpts

* Malicious content reaches nodel

Decl are which directions are enforced. "Al Firewall protection”
wi thout direction is inconplete.

10. 2. Adversarial Wrkload Handling
Security requirements for adversarial benchmarks:
*  Sanpl es MJUST NOT contain working exploits
* Use sanitized patterns or synthetic constructs
* Reference published taxonom es (OMSP LLM Top 10, M TRE ATLAS)
* Do not publish novel attacks discovered during testing
10.3. Side-Channel Considerations

Per f ormance characteristics may | eak information:

[ gttty e ppp—p—p—p——(—(————(———(———(————————————————— Llp—p—p—p————————
| Channel | Ri sk | Mtigation

| Timng | Decision tine reveals classification | Add noise |
B o m e e e e e e e e e e e e e e e e e e o Fomm e oo - +
| Cache | Ht patterns reveal simlarity | Per-tenant

| | | isolation |
S T Fom ek +
| Routing | Balancing reveals backend state | Randomi ze |
S o T +

Tabl e 50
Mul ti-tenant benchmarks SHOULD neasure side-channel exposure.
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Appendi x A,  Exanpl e Benchmark Report Structure

1.

Executive Summary
- SUT and profile(s) used
- Key results

Syst em Configuration

- Hardware

- Software versions

- Profile-specific config (per Section 4)

Wor kl oad Speci fication

- Workload profile

- Paraneters (per Section 5)
- Dat aset sources

Met hodol ogy

- Measur enent boundary

- Clock synchronization

- Warmup procedure

- Duration and request counts

Results

- Primary metrics with percentiles
- Secondary netrics

- Delta deconposition (if conposite)

Anal ysi s

- (Cbservati ons

- Interaction effects
- Limtations

Repr oducti on

- Config files
- Scripts

- Random seeds

Aut hor’ s Addr ess
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