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1. Re-Deriving the Problem What the End-to-End Argunent C ains

The end-to-end argunent is a design heuristic about placement of
function, not a nmandate for universal connectivity. 1In its abstract,
Saltzer, Reed, and Cark describe it explicitly as "a design
principle that hel ps guide placenent of functions anong the nodul es
of a distributed conputer system [SRC84]. This framing is
intentionally broader than any particul ar network architecture,
client-server nodel, or Internet-w de behavior, and enphasizes
functional placenent over topol ogy or connectivity assunptions.
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The argurment cautions against centrally providing semantics that
cannot be made conplete for all applications, because doing so
increases total system conplexity and induces fal se confidence. The
energence of data communi cati on networks further sharpened these

pl acement questions by naking clearer when and why they apply; the
argunent appeals directly to application requirenents and provi des a
rationale for nmoving function upward in a |layered system closer to
the application that uses the function

Inmportantly, the argunent is framed around mninal substrates (such
as datagrans) because they expose failure honestly and all ow
applications to add senantics only when required. The argunent does
not assert that all comunication nmust be host-to-host, nor that

net wor ks nmust be policy-free. Notably, the abstract does not even
require that endpoints reside on a network at all: the principle is
stated for a distributed conputer system and applies equally to

i nter-process communi cation, shared-nenory subsystens, point-to-point
Iinks, or other conpositions of nodul es.

Gven this, the first question is enpirical: is there evidence that
nom nal end-to-end paths are being bypassed in practice?

The wi despread reliance on rel ays, overlays, traversal nechani sms,
long-lived tunnels, and application-layer routing suggests that such
avoi dance is not isolated or accidental. These nechani sns appear

i ndependent |y across applications, protocols, and admi nistrative
domai ns, and persist even where native transport connectivity

nom nal ly exists, so it becones necessary to re-exam ne what the end-
to-end argunent neant by an endpoint, and whether that interpretation
remai ns valid under contenporary conditions.

1.1. Scope and Purpose

This docunent is witten for readers evaluating architectura
reasoni ng and historical constraints. It assunes famliarity with
common Internet architectural concepts and operational term nology,
and relies on background references where concepts are not re-derived
in full

Thi s docunent does not address traversal, relaying, or gateway
control mechanisms (e.g., [Traversal NonGoals]). Such nechanisns are
referenced only to clarify scope, not to evaluate their correctness
or suitability.
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1.2. Historical Context: Endpoint Rationalization and Control Pl anes

In the original formulation, the definition of an endpoint was

i nseparabl e from assunptions about authority, signaling, and
responsibility for correctness. The end-to-end argunment was

devel oped during a period of active architectural transition in
distributed systens. Several contenporaneous transitions illustrate
different facets of the same underlying problem functions noved to
new | oci of authority w thout corresponding signaling or contro
mechani sns, forcing other |ayers to conpensate. Networking served as
a particularly clear exanple, but it was not the only one.

1.2.1. NCP to IP: Connection Semantics and Layering Violations

Early ARPANET communi cation relied on the Host-Host Protocol (NCP),
in which hosts established connection-oriented relationships and the
net wor k mai nt ai ned conversational state. Under NCP, |ower-|ayer
conmponents handled reliability, ordering, and session senantics that
were tightly coupled to specific applications and usage patterns.
VWhile effective in a small, trusted environnment, this nodel did not
scale and made it difficult to acconmodate diverse application
requirenents.

The transition to the Internet Protocol (IP) deliberately renoved
connection semantics fromthe network [ ayer, making it connectionl ess
and pushing reliability, ordering, and application-specific
correctness upward. The end-to-end argunent emerged in this context
as a general rationale for that shift: functions whose correctness
depends on application semantics should not be enbedded in | ower
layers that lack visibility into those semantics

This exanple illustrates one direction of the recurring failure node:
when | ower | ayers enbed semantics they cannot inplement correctly,
hi gher | ayers nust conpensate or accept incorrect behavior

1.2.2. DHCP Relay: Feasibility Boundaries and Signaling Wthout
Rel ocating Authority

Early I P networks relied heavily on |ink-layer broadcast domains for
| ocal discovery and configuration (e.g., RARP [ RFC903] and BOOTP

[ RFC951]). As networks grew and were subdivided into nultiple IP
subnets, certain functions remained logically centralized (because
policy, accounting, and coordination needed to be consistent) while
becom ng physi cally unreachabl e using the original discovery
mechani sm the systens worked well but could not scale.
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Dynami ¢ address configuration is an instructive exanple. A DHCP
server enbodies administrative authority: it assigns addresses,
enforces | ease policy, and reflects | ocal operational constraints.
However, DHCP' s client discovery nmechanismis scoped to the |oca
broadcast domain and does not naturally traverse routing boundaries.
As a result, a host may need to obtain configuration from an
authoritative service that is intentionally not present on the |oca
l'i nk.

DHCP rel ay [ DHCPRel ay] repaired this m smatch by introduci ng an
explicit, layer-appropriate signaling path across the feasibility
boundary. The relay does not assume the server’'s senmantic role, does
not reinterpret policy, and does not becone a steady-state
intermediary for application traffic. It forwards only configuration
signaling to the locus of authority, allow ng adm nistrative contro
to remain centralized while restoring reachability for the contro

pl ane.

This illustrates a general pattern of correct |ayering: when
authority cannot be exercised at the original |ocus of signaling due
to scale or topology, the systemcan remain coherent if signaling is
extended to match the new | ocus of authority, rather than forcing
endpoints to conpensate by re-inplenenting or bypassing that
authority el sewhere

1.2.3. DNS: Resolution Authority and Explicit Signaling

A second instance of endpoint rationalization occurred with nam ng.
Early networked applications perfornmed nanme resolution directly,
typically by parsing |ocal host tables (such as /etc/hosts or the
centrally distributed HOSTS. TXT file) within application code. In
this nmodel, nanme resolution was tightly coupled to application |ogic,
and applications were directly responsible for interpreting |oca
configuration and resolution policy. As networks grew, nhane
resolution authority noved outward for scalability and coordi nation
reasons [ DNSFoundati ons].

The introduction of the Domain Name System [ STD13] provides a clear
observational contrast between control-pl ane and dat a- pl ane behavi or
as scale increases. DNS was not the first distributed nam ng system
earlier and contenporary networks enployed their own nam ng and
directory nmechani sns [DNSPriorArt]. DNS was, however, the first such
system desi gned to operate natively over | P and across independently
adm ni st ered networks.

Wth the introduction of the BSD sockets APl in the early 1980s, nane

resolution was refactored into a comopn resolver interface (e.qg.
get host bynane()), renmoving direct host-table parsing from
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applications and consolidating resolution behavior within the system
library. Although resolution remai ned backed by purely | oca
configuration at the time, this change established a stable
application-faci ng boundary and decoupl ed application behavior from
the nmechani cs and policy of nanme resol ution

When DNS was later introduced to address the scaling limts of host-
t abl e J# ased naming, resolution authority expanded beyond the |oca
systemto a distributed service. This shift did not require changes
to applications, because applications continued to interact with the
sane | ocal resolver interface. The resolver absorbed the relocation
of authority beneath an existing boundary, allow ng nam ng senantics
to evolve without forcing application-Ilevel conpensation

As nami ng authority becane distributed in practice (comnbining |oca
files, DNS, and |ater additional directory services), systens were
eventual ly refactored to nake resolution policy explicit and
governable. On Unix systens, this took the form of mechani snms such
as nsswitch, which externalized ordering and sel ecti on anong

resol ution sources that had previously been inplicit. Wile

i npl ementation-specific, this refactoring illustrates a broader
architectural pattern: once authority changed at scale, |ocal systens
generalized an initially ad hoc resolver into an explicit, policy-

di rected conponent rather than forcing applications to conpensate.

DNS repaired the resulting end-to-end m smatch by introduci ng an
explicit control plane for resolution. Application semantics

remai ned end-to-end (applications continued to use nanes), but
authority over resolution was relocated to a distributed service with
a well-defined signaling interface.

This exanple illustrates a successful repair: authority noved, and an
explicit signaling nechanismfoll owed.

1.2.4. UUCP to SMIP: Rationalizing Delivery Endpoints

El ectronic mail delivery provides a third exanple. Under UUCP-based
systens, routing decisions, retry logic, and delivery semantics were
enbedded in applications and configuration, tightly coupled to

topol ogy and link availability. Endpoints were inplicit, and
responsibility for delivery was diffuse.

The transition to SMIP rationalized mail delivery by introducing
explicit roles and handoff points, separating nessage subm ssion,
transfer, and delivery. Responsibility and policy were aligned with
operational authority, and applications no | onger needed to
conpensate for mssing transport or routing semantics.
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This exanple illustrates endpoint rationalization: by defining
explicit endpoints and control -pl ane semantics, SMIP renoved the need
for application-level conpensation.

1.2.5. MBONE: Conpensating For M ssing Functions

A related and instructive case is provided by the nulticast backbone
(MBONE). MBONE was explicitly depl oyed as an experinental system
with the expectation that its limtations would informfuture
architectural work rather than as an attenpt to bypass or subvert

exi sting policy mechanisnms. Faced with the absence of native
mul ti cast support and control mechanisms in the deployed Internet,
MBONE enpl oyed tunnels and overlay coordi nation to provide group
communi cati on semantics while preserving application-|eve
abstractions.

Subsequent anal yses [ MBONE] showed that MBONE' s linitations arose not
fromnegligence or protocol defects, but froma nisapplication of the
end-to-end principle under new conditions. Milticast group
menber shi p, resource managenent, and abuse preventi on depend on
shared policy and authority that cannot be correctly inplenented
purely at the endpoints. By attenpting to conpensate for a m ssing

| ower -1 ayer control plane using higher-Ilayer coordination, MBONE
reproduced the sane class of layering violations discussed el sewhere
inthis section. |Its docunmented failure therefore reinforces, rather
than contradicts, the central |esson of the end-to-end argunent:
correct function placenent depends on where authority and context
actual ly reside

1.3. Synthesis: Authority, Signaling, and Layering Discipline

Taken together, these transitions denmonstrate a recurring pattern
When authority over a function noves w thout a correspondi ng
signaling or control mechanism other layers will conpensate by
rei npl enenting mssing functionality. Wen signaling noves with
authority, systenms regain layering discipline. The architecture
described in this docunent addresses the contenporary instance of
this pattern for admi ssion control and reachability by restoring a
| ayer-appropriate control plane rather than enbeddi ng | ower-I ayer
functions into higher-layer systens.

In earlier cases where authority noved, systens were refactored
locally at the semantic boundary to nake that novenment explicit and
governable. |In the case of reachability and adm ssion, the

compar abl e refactoring never occurred.
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The Internet’s architectural evolution resenbles the scaling of a

| aboratory process to industrial production. Procedures and
assunptions that are correct and effective at small scale often fail
distort, or reveal new behaviors when scal ed by several orders of
magni tude. This does not inply flawed reasoning at the | aboratory
stage; rather, it reflects the energence of phenonena that are not
observabl e until scale is reached. As the first network to operate
continuously at global scale across thousands of administrative
domai ns, the Internet encountered precisely this formof scale-

i nduced novelty. Many of the resulting changes, particularly the
rel ocation of admission authority and the | oss of anbient
reachability, were not fully understood at the tine they occurred,
and becane visible only after they had al ready becone systenic.

It is therefore reasonable to argue that these architectural effects
were not fully recognized because the Internet grew too |arge, too
qui ckly. The transition froma small, research-oriented network to a
gl obal | y depl oyed infrastructure occurred within a single generation,
leaving little opportunity to observe, neasure, or reason about
second-order effects before they becanme w despread. In such
conditions, local solutions and operational practices necessarily
preceded architectural understanding. By the tinme the consequences
of relocated admi ssion authority and | ost anbient reachability becane
clear, they were already entrenched as gl obal norns.

2. Semantic and Proxi mate Endpoints

It is essential to distinguish between the "semantic endpoint" and
the "proxi mate endpoint".

The "semantic endpoint" is the | ocus where application-Ievel meaning,
intent, and correctness reside. This remains the host or application
component that interprets data, applies application |ogic, and
determ nes semantic success or failure. Nothing in this docunent
suggests that application semantics have noved into the network

The "proxi mate endpoint" is the conponent that first adnmits, rejects,
or conditions comuni cation attenpts under contenporary operationa
policy conditions. This is the policy-enforcing boundary (firewall
gateway, or NAT) that controls reachability, authentication

aut hori zation, accounting, and exposure before any application on the
host can partici pate.
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The core failure addressed here arises when the proxi mate endpoint is
treated as transparent while the semantic endpoint is treated as
authoritative. Applications are expected to make end-to-end
deci si ons w thout being reachable, while the network boundary
enforces policy without an explicit mechani smfor application-I|eve
intent or consent.

The devi ces acting as proxi mate endpoints currently correspond to the
broad cl ass of m ddl eboxes and policy-enforcing intermediaries
di scussed in [ RFC3234].

An intuitive analogy is useful: nmodern networks resenbl e houses with
| ocked doors. The |ocks are necessary and beneficial, but nmany
systens were built as if the doors were still open. What is mssing
is not the lock, but the doorbell: an explicit, policy-respecting way
for an outside party to announce intent and request entry without
bypassi ng the | ock.

Abstracting from historical context, an endpoint is the conponent
t hat :

possesses application semantics rel evant to correctness;
is trusted to nake deci sions;

can observe success and failure truthfully;

enforces policy and security constraints;

bears responsibility for failures; and

operates under a single admnistrative authority.

CuhwNE

Nothing in this definition requires the endpoint to be a physica
host; it requires alignnent between semantic authority and policy
enf orcenent .

2.1. What "Host" Meant Then, and What |t Means Now

In the context of the original end-to-end argunent, the term"host"
referred to a conputing systemthat was both a senmantic endpoi nt and
an admini strative endpoint. A host typically had a stable network
identity, direct attachnment to the network, and |ocal authority over
adm ssion and exposure for the services it ran. |In that environnment,
pl acing functions "at the host" generally neant placing themat the
same point where application semantics, policy decisions, and
responsi bility converged.

It is also inmportant to understand what those hosts were in practice
at the tine the original paper was witten (early 1980s). Internet-
connected hosts were al nost exclusively mainframes and m ni conputers
operated by universities, research | aboratories, and governnent

contractors. These systens were scarce, centrally adm nistered, and
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prof essional | y nanaged. They typically operated under explicit
Acceptabl e Use Policies (AUPs) and formal service-Ilevel or
operational agreenents, often tied to governnment funding or research
progranms. Adm ssion control, exposure, and accountability were
therefore al ready enbedded in the administrative and contractua

cont ext surroundi ng each host.

In such an environnent, assumng that a host could safely manage its
own exposure and adm ssion policy was reasonable. Hosts were few,

wel | - known, and operated by organi zations with both the authority and
the incentive to enforce policy locally. The network itself was not
expected to perform coarse-grained adm ssion control because that
function was already satisfied by institutional governance and
oper at or oversi ght.

Modern usage of the termhost is broader and | ess precise. Today, a
host nmay be a device, a virtual machine, a container, or an
application instance operating behind nultiple |layers of policy
enforcement. Such a host often |acks stable network identity and
does not control adm ssion or exposure directly. Decisions about
reachability, authentication, and authorization are frequently nade
upstream by conponents outside the host’s adm nistrative control

This shift does not invalidate the end-to-end argunent, but it
changes the neaning of applying it "at the host." In contenporary
networ ks, the functions that SRC84 assuned to be co-located at the
host are now split across semantic endpoints (applications) and

proxi mat e endpoi nts (policy-enforcing boundaries). Correct
application of the end-to-end argunment therefore requires recognizing
this split and ensuring that functions are placed according to where
authority and context actually reside, rather than according to

| egacy notions of host locality.

2.2. Boundary Security and Application Security

It is also inportant to distinguish between different notions of
"security" that were inplicitly aligned in early networked systens
but are now separat ed

Early nmulti-user operating systens al ready distingui shed between
"boundary security" and "application (or business) security".
Boundary security concerned admi ssion to the systemas a whol e: which
users or renote systenms were permitted to connect, and under what
conditions. Application or business security concerned what

aut henticated principals were permtted to do after adm ssion: access
control within applications, enforcenent of business rules, and
protection of data and functionality.
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In early Internet deploynents, these concerns were often co-|ocated
at the host. The operating system enforced coarse-grai ned adm ssion
and identity, while applications enforced finer-grained semantics and
policy. Because hosts were stable, centrally adm nistered, and
institutionally governed, this layering was sufficient.

As networks evol ved, boundary security noved outward to dedicated
policy-enforcing devices. This relocation did not elimnate
application or business security, which remains the responsibility of
semanti c endpoints. However, the novenent of boundary security was
not acconpani ed by an explicit control plane that all owed
applications and external parties to interact with boundary admni ssion
deci si ons.

The architecture described in this docunent does not seek to coll apse
these distinct security roles. Instead, it explicitly recognizes
their separation and supplies the m ssing signaling mechani sm
required to coordinate them boundary security continues to govern
whet her comuni cati on may occur, while application security continues
to govern what may occur once conmunication is established.

A physical analogy is helpful. The lock on a building s exterior
door exists for a different purpose than the |lock on a safe inside
the building: one controls adm ssion to the space, the other controls
access to specific assets. Sinilarly, possession of a keycard or
badge granting access to a particular roomdoes not inply perm ssion
to enter the entire building. These nechani sns address different
scopes of authority and different threat nodels.

Boundary security and application or business security function in
the same way. Adm ssion to the network boundary does not inply

aut hori zation within applications, and application credentials do not
inmply permission to traverse network boundaries. Correct system
design preserves this separation while providing an explicit contro
pl ane that allows these layers to coordinate without conflation

2.3. Non-Exampl es: M splaced Authorization Authority

This section enunerates historical classes of nechanisns in which
aut hori zation or routing authority was placed at a |ocation that
could not reliably enforce it under realistic, nmulti-donain
conditions. These exanples are not cited to assign fault or
criticize individual designs, but to delinit design space by
identifying recurring structural failure nodes.
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Al t hough these nechani sns often functioned initially and, in sone
cases, provided short-termutility, each failed to scale or remain
robust once assunptions about trust, topology, or adm nistrative
unity ceased to hold.

2.3.1. Source-Address-Based Authorization

Mechani sm
Sone early systems granted access based on the apparent network
origin of a request, treating source address or subnet nenbership
as evidence of trust.

Appeal

In small or administratively unified networks, network |ocation
correlated strongly with organi zational boundary, making this
approach sinple and operationally efficient.

Structural failure:
As the Internet grew, addresses becane shared, nobile, and
spoof abl e, and internedi ari es obscured true origin. Authorization
inferred fromnetwork | ocation could no |onger be reliably
enforced by the receiving system |eading to wi despread abuse and
eventual abandonnment of this nodel.

2.3.2. Sender-Asserted Path Authority (IPv4 Source Routing)

Mechani sm
Mechani sns that all owed a sender to specify all or part of a
packet’s forwarding path effectively placed routing authority with
the sender rather than with the routing domai ns responsible for
enf or cement .

Appeal

Source routing appeared to offer flexibility, diagnostics, and
fine-grained path control in a network that was initially snall
and cooperati ve.

Structural failure:
In a nulti-domain environment, sender-asserted path authority
bypassed operator policy, enabled traffic steering around
controls, and underm ned inter-domain trust. Networks responded
by filtering or disabling such nechanisns, as path selection
authority could not safely reside with renpte senders.
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2.3.3. Unbound Credential Assertion

Mechani sm
Early protocols transnmitted credentials or identifiers wthout
bi nding themto a secure channel, session context, or tinme w ndow.

Appeal

These nechani sns were easy to inmplenent and interoperable in
environments where interception and replay were not primary
concerns.

Structural failure:
Credentials that were not contextually bound coul d be repl ayed,
forwarded, or intercepted, allow ng authorization to be exercised
out of context. Authority asserted w thout confinenment proved
unenf orceabl e once adversarial conditions became common.

2.3.4. Application-Layer Authentication Above an Unprotected Substrate

Mechani sm
Sone systens placed authentication logic entirely at the
application | ayer while assunming | ower |ayers provided
confidentiality and integrity guarantees that were not, in fact,
present.

Appeal

Thi s approach all owed rapid depl oynent w thout requiring changes
to transport or network |ayers.

Structural failure:
Aut henti cati on mechani sms coul d not conpensate for the absence of
protection beneath them Passive interception, credential
harvesting, and session mani pul ati on were possi bl e, denonstrating
that authority cannot be enforced above a substrate that does not
support it.

2.3.5. Unconfined Bearer Authority

Mechani sm
Systens in which possession of a token, reference, or secret was
sufficient for authorization, wthout binding that authority to a
specific client, channel, scope, or lifetine.

Appeal

Bearer nmechanisns sinplified del egati on and decoupl ed
aut hori zation fromidentity managenent.
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Structural failure:
Tokens coul d be | eaked, replayed, or m sused once obtai ned.
Aut hority expressed solely through possession becane anbi ent power
unl ess narrowl y scoped and contextually constrai ned.

2.4. Synthesis: Authority Mist Reside at the Enforcing Boundary

The non-exanpl es described in Section 2.3 illustrate viol ations of
the requirenents derived in Section 2.2. They span nultiple |ayers
and historical periods, but share a conmon structural failure. In

each case, authorization or routing authority was placed at a
| ocation that could not reliably observe, constrain, or account for
its effects once the Internet ceased to be small, static, or trusted.

VWhet her inferred fromnetwork origin, asserted unilaterally by the
sender, enbedded in unbound credentials, or conveyed through
unconstrained bearer artifacts, these mechanisns relied on
assunptions that did not survive scale, nobility, or adversaria
conditions. |In each case, the enforcing entity lacked the ability to
reliably observe context, apply policy, or account for consequences,
as required by Section 2. 2.

The consistent |esson is not that authentication or authorization
mechani sms were poorly designed, but that authority was m sl ocated
with respect to enforcement. Enforcenent nust occur at the boundary
that can apply policy, bear consequences, and account for outcones.
This synthesis narrows the viable design space for addressing the
endpoi nt shift described earlier. Any approach that attenpts to
restore end-to-end semantics by bypassing or ignoring the proximte
enf orcenment boundary reproduces the sane class of failure illustrated
above.

2.5. Wiy Layering Matters: OSI as "Wy," Not "Wat"

Thi s docunent uses the CSI reference nodel not as a taxonony of
protocols, nor as a clai mabout where particul ar inplenentations
bel ong, but as a way of reasoni ng about why certain questions can
only be answered at certain points in a system The OGSl nodel was
originally articulated to separate concerns of authority,
feasibility, and correctness, not nerely to | abel protocol stacks.
Each | ayer exists because certain decisions cannot be nade earli er,
and nust not be deferred later. The nodel therefore encodes
impossibility results as nuch as it encodes structure.

The OSI reference nodel (as shown in Annex A of [OSI]) was not
constructed as a catal ogue of protocols, but as an application of
architectural principles governing feasibility, scope of
responsibility, and correctness. Each |ayer was introduced only
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where a distinct class of function could not be correctly or
completely perforned el sewhere. In particular, the nodel explicitly
di stingui shes systens that term nate comunication fromthose that
merely forward it, and defines transport control as an end-system
responsibility that is not exercised by internedi ate nodes. Layer
boundaries therefore encode linits on where authority and control can
be placed, rather than prescribing specific nmechanisns.

The OSI reference nodel explicitly allows for systens that do not
operate across all seven layers [TR37]. An open system nmay be
complete, with all layers functioning, or intentionally limted to a
subset of |ayers appropriate to its role. Comobn exanples include
systens that operate only at the network | ayer (such as routers) or
only at the physical |ayer (such as repeaters). These are not

viol ations of the nodel, but degenerate cases of it, in which higher-
| ayer functions are neither present nor required.

The nodel al so accommodates failure and degradation. A systemthat
becones inoperative or unreliable above a given |ayer nay be viewed
as having collapsed into a | ess functional form(referred to as
"faulty" in the report), while still potentially operating correctly
bel ow that layer. |In such cases, functionality does not "shift
upward" to repair the failure; rather, the effective system boundary
nmoves downward to the highest |ayer that can still operate correctly.

I mportantly, the presence or absence of higher-layer functionality
does not elimnate responsibility for managenment. Each participating
systemrenai ns responsi ble both for managing its own resources and
for contributing to the nanagenent of the overall network, regardless
of whether it is operating as a conplete system a limted system or
a degraded one.

Readers are not expected to be fluent in OSI term nology. The

anal ysis that foll ows does not depend on nmenorizing |ayers or nmapping
specific protocols. It depends only on taking seriously the idea
that no layer can truthfully answer questions that bel ong to another
Once that constraint is internalized, nmany behavi ors that appear
compl ex or controversial becone straightforward

This is consistent with |ong-standing Internet architectural guidance

that enphasi zes sinplicity, role separation, and avoi di ng hi dden
function placenment (see [ RFC3439]).
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2.5.

1.

A Pedantic but Necessary Reading of the Stack

To avoid ambiguity, the foll owi ng sequence states, deliberately and

pedantically,
to be neani ngf ul

These conditions are ordered bottomup in terns of

feasibility, but success is judged top-down by the application

1.

Can we get to the Iink? (Physical feasibility)

Is there signal, carrier, light, or RF energy?
* Failure here renders all higher layers irrel evant.

Can we participate in the |ocal network? (Link participation)

Are frames accepted on the nedi un?
* |s there association, VLAN nenbership, or port enabl enent?
* Failure here prevents packets fromexisting at all

Does the destination exist at the network layer? (Network
exi st ence)

I's there a routabl e address?

* Does the path exist to a host that can receive packets?

* This layer answers a binary question: the service either
exists here or it does not.

*  Network address translation renoves anbi ent exi stence by
i nterposing stateful mapping; whether that renoval is
repai r abl e depends on administrative control of the boundary.

Is there an adnissible transport interaction? (Transport
adm ssi on)

Is this interaction permtted to proceed as a fl ow?
Are policy, firewalls, or admi ssion controls satisfied?

* This is the |layer of entrance control: the building exists,
but not every door is open.

Can a secure session be established? (Session-presentation
semanti cs)

Can identity be negotiated and verified?
* Can confidentiality and integrity be established?
* Until this succeeds, no application-level neaning exists.

Is access to the correct function authorized? (Application
semanti cs)
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* Are the requester’s credentials valid for the requested
operation?
* This is access to the correct roomw thin the building.

No hi gher layer can repair a failure belowit. Attenpts to do so
nmerely obscure where authority actually lies.

2.5.2. Miltiple Proxi mte Endpoints per Layer

At any given |ayer, there may be one or nore proxi nate endpoints,
each independently capabl e of denying progress. These correspond to
distinct loci of authority. For exanple:

* At the network layer, a host may be behind multiple translation or
routi ng boundaries, each answering i ndependently whet her the
service exists beyond that point.

* At the transport |ayer, adm ssion may be enforced by host
firewalls, mddlebox firewalls, |oad bal ancers, or proxies.

* At the application |ayer, authorization may be enforced by reverse
proxi es, gateways, or internal policy engines.

Progress requires consent fromall such endpoints. Introducing

admi ssion or authorization at one boundary does not elimnate the
need for consent at others; it nmerely allows comrunication to proceed
further inside. Wen |ayers are nmerged, such as radi o systens that
mer ge physical and |link adm ssion, or transports that nerge session
and presentation semantics, the nunber of proxinmate endpoints may be
reduced, but their inportance increases rather than di m nishes.

2.5.3. "Wong Tine, Wong Place" as a General Failure Mde

Several historical and contenporary systens exhibit the sane
structural failure node: placing strong guarantees at a | ayer whose
authority no longer aligns with the environnent into which the
mechanismis deployed. This is not a matter of poor design. It is
an environmental m smatch.

Mechani sns that enbed guarantees into a |ayer assunme that:
authority is routable at that |ayer;

* jidentity is stable there; and
* internediaries are sufficiently transparent or cooperative.
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Where those assunptions hold (typically within locally adm nistered
or contractually governed environnments) such nechanisns function

well. Where they do not, the mechani snms becone brittle, niche, or
require conpensatory overlays that relocate the effective endpoint
upwar d.

This pattern is not confined to any single |ayer. Transport-visible
wi t hdrawal of anbient reachability is merely where the effects became
nost vi si bl e.

2.5.4. Wiy This Is Not "Just a Transport-Layer Problenf

The issues described here do not originate at the transport |ayer
They ari se whenever a |ayer is asked to enforce guarantees that
depend on authority or identity no | onger resident there.

The correct conclusion is therefore not that |ayer 4 is broken, but
that nechanisns fail to generalize when deployed into environnents
whose adm nistrative and trust structure no |onger matches the | ayer
at which their guarantees are enforced. This distinction matters
because it inplies that future designs which attenpt to address
reachability or security by nodifying a single layer in isolation are
likely to fail along the sane |ines.

3. Wy Renedi ati on Focuses Near the Transport Layer

The anal ysi s above shows that proximate endpoints now exist fromthe
link |ayer through the application layer, and failures nmay arise at
any of these points. No single |ayer can be corrected in isolation.
Nevert hel ess, renediation efforts focus on nmechani snms adj acent to the
transport layer. This choice reflects practical |everage, not
attribution of blane.

Bel ow the transport layer, authority is either too local, is
fragnmented across administrative domains, or is constrained by
physical realities. Mechanisns introduced there cannot be assuned to
general i ze across the open Internet. Above the transport |ayer,
applications al ready conmpensate for mssing reachability through

rel ays, overlays, and rendezvous services. Wile effective, these
approaches harden fallback paths into steady-state infrastructure.

The transport |ayer therefore represents the | owest |ayer at which

* the service already exists (network-|ayer existence has been
satisfied);

* adm ssion deci sions are expected;

* intent can be expressed before forwardi ng; and

* success or failure can be reported honestly to applications.
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I mprovenents at this |ayer propagate upward naturally, allow ng

hi gher layers to sinmplify rather than conmpensate, while avoiding the
need to reassert authority at |layers where it no | onger resides.
Accordingly, the focus on the transport |ayer should be understood
not as privileging it, but as selecting the only | ayer where

coordi nated i nprovenent can propagate without fighting reality

el sewhere in the stack

4. Contenporary Operational Reality

Modern networks differ fundanentally fromthe environnment assuned by
early host-centric interpretations of end-to-end conmmunication

These differences are the result of deliberate and wi dely accepted
operational practices.

Default-deny firewalls are ubiquitous. Network address translation
(NAT) is also commopn, but it is largely orthogonal to the
architectural problemdi scussed here. Hosts no |onger contro

adm ssion or exposure; they are shielded by policy-enforcing
boundari es. Authentication, authorization, accounting, and | oggi ng
are performed at the network edge, not by individual applications.
Applications infer failure indirectly through tineouts and retries
rat her than receiving authoritative adm ssi on deci sions.

As a result, a proxinmate endpoi nt now exists between comruni cating
hosts. This endpoint is defined primarily by adm ssion policy at the
transport layer (L4), not by address translation at the network | ayer
(L3). This boundary determ nes whet her conmuni cati on nay proceed at
all, independently of application intent. Treating this boundary as
transparent while continuing to place endpoint assunptions at the
host introduces structural anbiguity.

4.1. Wy Firewalls Wre Introduced

Firewalls (and rel ated policy-enforcing gateways) were introduced to
satisfy requirements that the original host-to-host communication
model could not. Early Internet designs assumed nutual reachability,
| argely cooperative behavior, and application-nmanaged adm ssion. As
networks grew to include nultiple adnm nistrative domains, untrusted
users, nobile endpoints, and econonmically sensitive services, these
assunpti ons becane untenabl e.

Inits original usage in the mid-1980s, a firewall was not an inline
filter but a dedicated gateway host that explicitly term nated
out si de connections and exerci sed adm ssion authority on behal f of
internal systenms. Contenporary practitioner jargon defined a
"firewal | machine" as a Unix gateway with public-facing interfaces on
one side and "one carefully watched connection back to the rest of
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the cluster” on the other, explicitly tasked with servicing and

controlling external access [JF]. Later commentary noted that this
originally precise usage had al ready been semantically diluted by the
| ate 1990s.

As devices with direct network access ("hosts") proliferated,
operators required a place to enforce adm ssion policy before
exposure: to authenticate external parties, authorize conmunication
attenpts, account for usage, and deny unsolicited traffic by default.
I ndi vi dual hosts and applications had differing requirenments and
could not performor coordinate these functions consistently or
safely across many services, particularly when policies differed or
needed to change rapidly. Firewalls therefore enmerged as centralized
adm ssion points. They did not assume application semantics or end-
to-end correctness; instead, they controlled whether conmmuni cation
could occur at all. This function corresponds directly to the

"proxi mate endpoi nt" defined earlier in this docunent.

The architectural failure addressed here is not the existence of
firewal s, but the absence of a corresponding control plane to bridge
the resulting split in endpoints. Wile NAT may alter addressing, it
does not itself decide whether communication is pernmtted; that
decision is nmade by adm ssion policy at the boundary. Adni ssion
authority noved to the boundary without an explicit, authenticated
mechani sm by which applications and external parties can express
intent and obtain consent through them Treating the firewall as
transparent re-creates the original role msmatch and forces
applications to conpensate for missing systemprimtives through
heuristic traversal, relaying, and tunnel-centric designs.

4.2. Resolution vs. Reachability: Control- and Data-Pl ane Observations

The introduction of the Domai n Name System provides a clear
observational contrast between control -plane and dat a- pl ane behavi or
under scale. Nane resolution authority noved outward fromindivi dua
hosts for scalability and coordination reasons, while application
semantics renmined end-to-end. DNS introduced an explicit control

pl ane for resolution, allow ng applications to continue using nanes
wi t hout enbeddi ng resolution logic or inferring policy from data-

pl ane behavi or.

DNS operates as a higher-layer service that returns netadata rather
than forwarding application traffic. As such, it necessarily uses a
relay nodel. This is architecturally correct for nane resol ution,
because relaying is intrinsic to the functi on bei ng perf orned.
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These exanples differ not in intent but in kind: DNS addresses a
control -pl ane reachability problem restoring access to nam ng
authority through explicit signaling, while reachability and

adm ssi on govern data-plane forwarding itself.

Admi ssion control and reachability differ in an inportant respect:
they govern whether transport-visible connectivity may occur at all

At this layer, introducing relays or proxies transforns perm ssion
into mediation, alters transport semantics, and violates the |ayering
di scipline the end-to-end argunent was intended to preserve. The
architecture described in this docunent therefore supplies explicit
aut hori zation for native forwarding rather than proxying or relaying
traffic.

In sone environnents, direct topol ogy between endpoints is not
avai | abl e, and hi gher-layer relays nay be unavoi dable. Such rel ays
remai n appropriate as fallback nechani sns when native forwarding
cannot be established. However, they are not substitutes for an
explicit lower-layer control plane if one is possible. Treating
rel ay-based connectivity as the primry nodel nerely enbeds routing
and policy logic at the wong | ayer and obscures the underlying
architectural gap.

5. Evidence the Endpoint Has Myved

The functional shift described above is not theoretical; it is
reflected in | ong-standing operational practice. The persistence of a
proxi mate endpoint is denonstrated by these patterns:

* VPNs term nate connections at the policy edge to restore
conmuni cation across administrative boundaries. They do not
assune host-Ilevel inbound reachability; instead, they extend a
trusted context inward fromthe boundary.

* DMZs scope exposure and centralize adm ssion, authentication
aut hori zation, and |ogging. Their ubiquity denonstrates that
conmmuni cati on begi ns at the boundary, not at the host.

* Protocol misuse and layering violations, such as tunneling
arbitrary traffic over HITP or forcing real-time media onto TCP
is a synptomof mssing systemprimtives. These designs
conpensate for the absence of explicit adm ssion nechani sns and
reproduce the very conplexity and fragility warned agai nst by the
end-to-end argunent.
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6

6

Control - Pl ane Loss, Forwarding After Authority, and an STP Anal ogy

The precedi ng sections establish that nom nal end-to-end paths are
bei ng systematically bypassed, and that this behavior is rationa
rat her than accidental. The next question is therefore
architectural: howis the path being bypassed, and what are the
conditions requiring its bypass?

Thi s section addresses the comopn objection that application-|ayer
relays (e.g., TURN) "work well enough" in practice. The intent is
not to criticize the correctness of these nechani sns, but to explain
why their steady-state use produces a predictable, systemleve
failure node

1. TURN and Rel ay Mechani sms as Too- Successful Bottom Up Conpensation

Application-layer relay nechani sns such as TURN are best understood
as conpensatory responses to the | oss of anbient transport-visible
reachability. They were designed to preserve application correctness
in the presence of restrictive boundary policies by re-introducing
connectivity at a higher layer when direct forwarding i s unavail abl e.
Thi s approach was both rational and necessary under the conditions in
which it enmerged. The rel ocation of admi ssion authority to policy-
enf orci ng boundaries occurred incrementally, under rapidly changing
threat nodels, and without a clear, standardized interface through
whi ch external parties could express intent or request authorization
In this exploratory phase, it was not possible to specify a correct,
general - purpose md-layer adm ssion prinitive in advance.
Applications therefore adapted bottomup, discovering workable
behavi or through rendezvous services, relays, tunnels, and heuristic
traversal

These conpensati ons were successful: often remarkably so. They

al | oned services to renmain avail abl e, nasked failures, and enabl ed
depl oynent at gl obal scale. Over tine, however, their role shifted.
What were originally fallback mechani snms hardened into steady-state
infrastructure. Relay paths becane primary paths; failure nasking
repl aced explicit adm ssion decisions; and forwardi ng increasingly
occurred after control-plane authority had been bypassed rather than
coor di nat ed

This transition introduces a characteristic systens failure node.
When fall back nechani sns becone domi nant, traffic converges onto a
smal | nunmber of shared relay endpoints, locality is lost, correlated
failure domai ns expand, and |oad increases non-linearly. This does
not reflect a defect in TURN or simlar protocols. It reflects a
change in operating regine: conpensatory nechani sns are being asked
to substitute permanently for a missing |ower-layer prinitive.
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In architectural ternms, this represents a too-successful bottomup
stabilization. The conpensations worked well enough to suppress
pressure to introduce an explicit, policy-respecting adm ssion and
intent control plane at the actual |ocus of authority. As a result,
applications continue to enbed routing and reachability |ogic above
the transport |ayer, reproducing precisely the formof cross-I|ayer
coupling and hidden failure warned against in earlier end-to-end
anal yses.

6.2. Local Compensation vs. System Stability

STUN TURN are effective conpensatory nechani sms when | oss of direct
L4 reachability is occasional. They assune that relaying is rare,
short-lived, and bounded. As network conditions evolve such that an
increasing fraction of sessions require relaying, the conpensatory
traffic itself beconmes a dom nant |oad. This introduces positive

f eedback: increased relaying renoves additional viable paths, which
in turn increases reliance on rel aying.

This is not a protocol failure; it is a phase transition from
fall back behavior to steady-state operation

6.3. An STP M sconfiguration Anal ogy

A cl ose anal ogue exists in L2 networks enpl oyi ng the Spanning Tree
Protocol (STP). STP is designed to prevent forwardi ng | oops by
constrai ni ng dat a-plane forwardi ng based on a control plane that
reflects actual path viability. A known failure nbde occurs when
ports forward traffic but do not correctly participate in STP contro
(e.g., msconfigured edge/portfast settings, one-way BPDU handling,
or links degraded by congestion rather than hard failure).

In this state:

* The data plane continues to forward franes.
* The control plane has lost authoritative visibility over viable
pat hs.
Forwar di ng persists after coordination has fail ed.
Traffic reconverges onto fewer remaining |inks.
Path stretch increases, locality is lost, and | oad concentrates.

STP may still converge correctly on a | oop-free topol ogy, yet the

net wor k becomes unusabl e as nore |inks becone effectively unavail abl e
(due to congestion or policy), forcing edge routing through a
narrowi ng core. The protocol is correct; the substrate is no | onger
vi abl e.
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6.4. Mapping to Application-Layer Relaying

The sane failure class appears when application-layer relays are used
as a steady-state substitute for missing L4 adni ssion

The data plane continues to carry payloads (via rel ays).

* The L4 control plane no |onger authoritatively constrains
forwardi ng (due to default-deny policy, NAT behavior, or
depeering).

* Applications forward after control -plane authority has been
bypassed.

* Many independent flows collapse onto a small set of known-good
relay endpoints.

* Path diversity shrinks; retries and duplication anplify | oad.

At scale, this behavior is equivalent to collapsing destination
addressing toward a single forwarding identity (anal ogous to sending
all frames toward one working port in a degraded L2 fabric). Wile
i ndi vi dual sessions succeed, the shared substrate degrades for al
partici pants.

The effectiveness of application-layer relays suggests that the
system has reached a locally stable operating regi ne. However, that
stability is maintained by continued conpensatory nechani sns
distributed across |ayers, admnistrative domai ns, and economic
actors, rather than by a small set of globally enforcing primtives.
In conputer engineering ternms, this is consistent with a netastable
regi me: one that can persist for |ong periods under prevailing
conditions, yet lacks strong restoring forces should those conditions
shift. Because the governing pressures span many interacting and

| argel y exogenous degrees of freedom no reliable prediction can be
made about persistence or transition; the observation is therefore
classificatory rather than prognostic.

6.5. Correctness Does Not Inply Viability

This analogy clarifies why "it works" is not a sufficient criterion.
In all of the follow ng cases, the mechani sm operates as desi gnhed:

* STP converging on a |loop-free tree after nmultiple link
degr adati ons.

* OSPF reconvergi ng onto backup links sized for failure, not steady-
st ate.

* Store-and-forward systenms (e.g., UUCP/ SMIP) delivering nessages
when nei ghbours di sappear

* TURN establishing sessions when direct reachability is
unavai l abl e.
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In each case, correctness of the fallback does not inply that the
resulting steady state is viable. When fallback becomes primary,
capacity concentrates, locality is lost, and correlated failures

ener ge.

6.6. Inplication

Thi s section does not argue against relays or fallback mechani sms.
It docunents a known systens effect: forwarding that continues after
the relevant control plane has |lost authority produces instability,
even when all participating protocols are correct. Restoring
explicit adm ssion at the boundary allows payload traffic to return
to native forwardi ng, preserving path diversity and preventing the
positive feedback | oops descri bed above.

7. Equilibriumand Architectural Response

The behavi ors descri bed above represent a second-order effect of
earlier architectural shifts. As direct L4 reachability is w thdrawn
by default, the Internet’s connectivity mechani sms are reaching a new
equilibriumin which application-layer relaying is no |onger
exceptional but structural. At this equilibriumpoint, a choice

exi sts that is independent of any particul ar protocol design:

Accept the equilibrium
If application-layer relaying is treated as steady-state
infrastructure rather than fallback, the network nust be
provi sioned for sustained relay traffic. This includes
acconmodati ng persistent path convergence toward relay hubs,
reduced locality, and correlated | oad and failure donains.

Alter the equilibrium
If such a steady state is not acceptable, the forces driving it
must change. |In practice, this requires nechanisns that restore
explicit adm ssion and authorization at the network boundary,
al l owi ng payload traffic to resunme native forwardi ng once
aut horized and returning relays to an exceptional role.

This fram ng nmakes explicit that inaction is itself a decision. The
systemw || continue to settle at the equilibriumdefined by current
constraints unless those constraints are altered. Subsequent
sections discuss the failure nodes and architectural inplications
that arise when fallback nechani sns becone primary paths under this
equi librium
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8. Failure Modes and Inplications

G ven the equilibriumand second-order failure nodes described above,
the original end-to-end argunent leads to different inplications
today than when it was first articulated. The original end-to-end
paper docunents a concrete failure in which partial guarantees at the
wong | ayer induced applications to assune correctness that did not
exist, leading to rare but systematic corruption. The |lesson is that
partial guarantees at the wong |ayer are worse than none.

Modern application-layer relays reproduce this failure at scale. By
buffering, retrying, and synthesizing success signals above the true
poi nt of authority, they obscure routing, policy, and cost failures,
defer detection, and anplify damage

Applying the end-to-end argunent correctly today therefore inplies:

treating policy-enforcing edges as endpoints for adni ssion;

* placing authentication, authorization, and accounting at those
boundari es;

* avoiding application-layer routing and rel ays as steady-state
mechani sns; and

* providing explicit nechanisns for expressing intent to the
proxi mat e endpoi nt.

9. Derived Architectural Requirenents

From t he anal ysis above, any nmechani smintended to preserve correct
end-to-end semantics under nodern conditions nust satisfy the
follow ng constraints:

Semantic authority remains at the application or host.
Adm ssion authority resides at the policy boundary.
Intent nust be explicit.

Aut hori zation nmust precede forwarding state.

Pol i cy must not be nmutable by untrusted actors.

No steady-state internediaries are introduced.

Fai l ure nust be explicit and honest.

QTP aoop

These requirenments are architectural rather than protocol -specific.
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10. Durable Proxy Authenticators

Because the proximate endpoint differs on either side of an

adm ni strative boundary, the parties cannot safely identify one
anot her by network-layer attributes (addresses, ports, or routes).
Any practical mechanismtherefore requires a durable proxy
authenticator: a verifiable artifact that represents identity and
i ntent across address churn, translation, and policy mediation

A suitabl e proxy authenticator has the follow ng properties:

Dur abl e across address instability:
It identifies who is requesting access and what service is
requested, independent of the requester’s current |P address.

Tinme-1imted:
Bounds aut horization lifetine.

Verifiable at the boundary:
The policy authority can validate it locally and
determnistically.

Non- f or geabl e (account abl e):
It is attributable to an authenticated principal in a way that
supports audit and dispute resolution. This property is often
referred to as "non-repudiation" in PKI literature; it is used
here strictly in the operational and audit sense, not as a claim
of legal effect.

In practice this role may be realized using signed authorization
tokens or certificate-bound grants. The docunent does not mandate a
particular format; the architectural point is that addresses are
routing hints, not identities, and the boundary requires a

crypt ographic or equivalent basis for trustworthy attribution

11. Authorization-Driven Epheneral G rcuits: Architectural Context and
Scope

Havi ng derived the architectural requirements in the preceding
sections, we now describe one possible architectural realization that
satisfies those constraints. This section re-establishes context and
scope for the architectural material that follows, wthout

i ntroduci ng new prem ses.
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11.

The following is an architectural nodel for establishing

aut henti cated, short-lived, service-scoped forwarding state in
envi ronments | acki ng anbi ent end-to-end reachability. The node
separates a long-lived control plane fromshort-I|ived data-pl ane
forwarding state, and draws on established practices fromrouting,
tel ephony signaling, and centralized authorization systens.

Rat her than relying on heuristic NAT or firewall traversal,

perm ssive default behavior, or long-lived tunnels and rel ays, the
architecture installs narrowy scoped forwarding state only after
explicit authorization by the policy authority identified earlier in
thi s docunent.

The foll owi ng should not be read as a return to virtual circuits or
pat h- coupl ed dat a-pl ane state. Authorization affects adm ssion, not
the forwardi ng nodel itself.

This architecture is illustrative, not prescriptive. It denonstrates
one way to satisfy the derived requirenents, without defining a wire
protocol, cryptographic schene, or message fornmat.

1. Proposal as Mddle-Qut Rectification of Reachability Semantics

The architecture proposed in this docunment shoul d be understood not
as a replacenent for existing traversal or relay mechani sms, but as a
m ddl e- out consolidation of reachability semantics once the

expl oratory phase has ended.

The present systemexhibits a clear structural split: application
semantics remain end-to-end, while admi ssion authority resides at
policy-enforcing boundaries. What is nmissing is an explicit,
standardi zed control plane that allows semantic endpoints to express
i ntent and obtain authorization through those boundaries, prior to
dat a- pl ane forwarding. In the absence of such a nechani sm
appl i cations have been forced to conpensate by re-inplenenting
reachability above the network and transport |ayers.

The proposed architecture introduces the missing md-layer prinmtive
directly at the |locus of adm ssion authority:

* Explicit intent expression to the policy boundary.
Aut henti cation and authorization prior to forwarding.

* Ti me-bounded, service-scoped forwarding state installed only after
consent .

* Direct data-plane forwarding once authorized, w thout steady-state
i ntermediari es.
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11.

Crucially, this approach does not require a flag day, nor does it

i nval i date exi sting nechani sns. Rel ay-based connectivity remains
avail abl e as a fall back when direct authorization cannot be obt ai ned.
However, where both endpoints and the boundary support the proposed
control plane, authorized native forwarding becones the preferred
path, returning relays to their intended exceptional role.

This is the defining characteristic of a mddle-out repair. Existing
compensatory mechani sns at the md-level (application-Ilayer routing,
rel aying, and traversal heuristics) are not abruptly renoved.

I nstead, they are progressively displaced in the cormbn case by a
nmore correct |ower-layer prinmtive, while the higher-Iayer
application structure remains intact.

The result is a gradual cleanup rather than a redesign: fallback
pat hs stop being structural, authority is re-aligned with
enforcenment, failures becone explicit again, and transport senantics
are restored without weakeni ng boundary policy.

In this sense, the proposal does not alter the Internet’s security
posture or attenpt to resurrect anbient reachability. It completes
the architectural work that exploratory, bottomup adaptation
necessarily deferred, by installing a clear, explicit interface

bet ween senmantic endpoints and the policy boundaries that already
govern adm ssi on.

2. Purpose and Scope of the Architectural Realization

The purpose of this architectural realization is to close the gap
bet ween the semantic endpoint and the proxi mate endpoint identified
earlier in this docunent.

Under contenporary network practice, application semantics and
correctness remain end-to-end, while adm ssion authority has noved to
policy-enforcing boundaries. This split occurred for valid
operational reasons, but it was not acconpani ed by a correspondi ng
control plane that allowed semantic endpoints to express intent and
obtai n consent through those boundaries. As a result, applications
and external parties were left without an explicit signaling path to
the | ocus of adm ssion authority.

The architecture described here addresses that gap directly. It
i ntroduces a control plane whose sole purpose is to convey

aut henticated intent across the boundary separating semantic and
proxi mat e endpoi nts, allow ng adm ssion decisions to be nmade
explicitly rather than inferred from data-pl ane behavi or
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This realization is deliberately agnostic about the |ocation of
policy and enforcenent. The policy authority may be centralized or
distributed, co-located with enforcement points or separate from
them What matters is not physical topology, but functiona

pl acenment: the control plane operates at the |ayer boundary where
application intent nmeets adni ssion policy.

Simlarly, references to certificates or signed artifacts are
illustrative rather than prescriptive. Such mechanisns are cited
because they satisfy the architectural requirenent for a durable,
verifiable, and non-forgeable identifier that survives address churn
and policy nediation. Any nechani sm providing equival ent properties
is conpatible with this architecture.

In this sense, the architecture does not rel ocate application
semantics into the network, nor does it weaken boundary policy.
Instead, it restores alignnent between semantic authority and

admi ssion control by providing the explicit signaling path that was
nm ssi ng when the endpoint split occurred. This conpletes, rather
than contradicts, the end-to-end argunent as refornulated in this
docunent .

12. Architecture Overview
The architecture is structured around three conceptual el enents:

* a policy authority at the adm nistrative boundary;

* a control plane used to convey authenticated intent and
aut hori zati on deci si ons; and

* a data plane consisting of epheneral forwarding state
("circuits")

The control plane and data plane are strictly separated. Control
messages never carry application data, and data flows do not require
ongoi ng participation by the control plane once authorization has
been granted.

12.1. Informational Precedents (Non-Normative)

Thi s docunent does not introduce the concept of circuit
establ i shnent, authorization-before-forwarding, or control/data
separation in isolation. Simlar patterns have existed in prior
systens and standards. The follow ng exanples are cited for
instruction and architectural context only, not as tenplates or
pr ot ocol dependenci es:
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IS-1'S |1S0L0589:
Separ at es aut henti cated adj acencies (control relationships) from
forwarding state. An adjacency pernits the exchange of contro
i nformati on but does not itself create forwardi ng behavior;
forwarding entries are installed only after control-plane
conver gence

| SDN [ | SDN] :
Explicitly separates signaling frombearer channels. Call setup
and aut hori zation occur on a dedi cated signaling path, after which
ti me-bounded bearer circuits are established and the signaling
function withdraws fromthe data path. This provides a clear
precedent for authorization-before-forwardi ng and control/data
separ ati on.

These exanples are intentionally diverse and historical. They are
included to show that the architectural pattern described here is
wel | precedented, even though the specific nmechani snms and
environments differ.

Policy Authority and Interfaces

A single policy authority exists at the adm nistrative boundary.
This and the enforcenment point that installs forwarding state may be
co-located or separate; this document distingui shes deci si on-naki ng
from enforcement even when inplenented within the same device. The
authority is the functional realization of the proxi mate endpoi nt
identified earlier in this docunent. It already exists in
contenporary networks and routinely nmakes adni ssion decisions
governing reachability, authentication, authorization, accounting,
and exposure.

This architecture does not introduce a new decision-maker. |nstead,
it adds an explicit outside-the-boundary interface that allows
untrusted external parties to express intent w thout requiring
trusted status or the ability to nutate policy. Al authority
remai ns with the boundary; only the means of expressing intent
becones explicit and policy-respecting.

Conceptually, this role is anal ogous to AAA-styl e authorization
systens | ong used for access control, in which a centralized decision
poi nt evaluates identity and policy while distributed enforcenent

el ements apply those decisions nmechanically. This docunment applies
the sane separation of concerns to reachability and forwarding state
rather than to user or device access.

Two distinct interfaces may therefore exist to this authority:
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14.

* an inside-the-boundary interface (for exanple, PCP [RFC6887]),
used by trusted internal actors to request changes to reachability
policy; and

* an outside-the-boundary intent interface (this nechanisn), used by
untrusted external actors to request conmunication w thout
nmodi fyi ng policy.

These interfaces term nate at the same decision point. They differ
only in trust position and privilege. Al policy ownership and
enforcenment remain with the boundary.

1. Inplenentation Notes (Non-Normative)

Thi s docunent is intentionally vague about the concrete realization
of the policy authority. No assunption is nade about where policy is
stored, how it is expressed, or which conponent ultinmately eval uates
it. In practice, the authority may be inplenented as a firewall,
gateway, controller, distributed service, or conposition of such

el ements, provided it has the ability to authenticate intent and
control forwarding state.

Simlarly, references to certificates or signed artifacts are
illustrative rather than prescriptive. Certificates are cited
because they satisfy the architectural requirenents of a durable,
verifiable, and non-forgeable identifier that survives address churn
and supports auditability. Oher mechani sms that provide equival ent
properties, such as capability tokens, attribute certificates, or
locally trusted credentials, are equally conpatible with this
architecture.

One illustrative realization uses attribute certificates for
aut hori zation (see [ RFC5755]), though the specific credential format
is not mterial to the architectural argunent here

The essential requirenment is not the use of a specific technol ogy,
but the presence of a trustworthy identifier and authorization
artifact that can be evaluated by the policy authority independently
of network-| ayer addressing.

Control Pl ane
The control plane is responsible for
aut henticating the requesting party;
identifying the requested service;

eval uating policy;
i ssuing authorization decisions; and

L I
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15.

16.

* determining the lifetine and scope of any resulting forwarding
st at e.

The control plane may be centralized or distributed, but it is
logically distinct fromthe data plane and does not participate in
st eady-state data forwarding.

Aut hori zation Artifacts

Aut hori zation deci sions are conveyed as authorization artifacts that
permit, but do not thenselves perform the installation of forwarding
state.

These artifacts are intentionally narrow in scope and limted in
time. They are bound to authenticated identity, named service
intent, and explicit validity periods. They do not represent
sessions, transports, or application state.

1. Illustrative ldentity Binding

One comon realization binds authorization to a cryptographic
principal (for exanple, a certificate-bearing identity) rather than
to an address. In this nodel:

* the requester authenticates to the boundary using a durable
identity credential;

* the policy authority issues or validates a short-lived grant
scoped to a naned service; and

* forwarding state is installed based on the observed flow at
connection time, while authorization remains bound to the
requester’s identity.

This all ows authorized conmuni cation to survive address churn and NAT
rebinding without treating addresses as stable identifiers. It also
supports auditability because grants can be attributed to

aut henti cat ed princi pal s.

This subsection is illustrative and does not define a specific
credential format, handshake, or PKI nodel

Data Pl ane (Epheneral Circuits)

Upon successful authorization, the policy authority installs short-
lived forwarding state, referred to here as "epheneral circuits”
(aut hori zation-scoped direct forwarding state). These are time-
bounded aut horization artifacts that permt data forwardi ng, not
tunnel s, sessions, or transport-visible constructs.
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An epheneral circuit is:

tenporally limted: authorization expires;

i dentity-scoped: bound to authenticated principals;

pol i cy-bound: subject to the authority’s deci sions;

non- enuner abl e by default; and

renoved automatically upon expiration or |oss of authorization

* Ok X X

Epheneral circuits represent perm ssion to forward data, not
conmmitnent to carry it. They nay be instantiated at any enforcenent
poi nt for which the policy authority controls authorization
decisions. In this sense, end-to-end refers not to a physica

| ocation or topology, but to a position in the network stack where
application semantics neet authorization, consistent with the
original end-to-end argunent.

Once installed, data flows directly between endpoints w thout further
medi ati on by the control plane.

16.1. Conceptual Di agram (Textual)
The followi ng textual diagramillustrates the architecture and the
pl acement of control and data functions. It is intended to clarify
roles rather than depict physical topol ogy.

External dient

| (1) Intent + Identity

%
Fom e +
| Policy Authority | (Proxi mat e Endpoi nt)
| (Adm ssion Logic)
TS TS +
| (2) Authorization Decision
v
e +
| Enforcenment Point | (Firewall / NAT / Gateway)
| (Forwarding State) |
TS TS +
| (3) Data Flow (Direct)
v

I nternal Service

Figure 1
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1. An external client expresses intent and presents a durable
identity to the policy authority.

2. The policy authority evaluates policy and, if permtted,
aut hori zes forwardi ng.

3. The enforcenment point installs epheneral forwarding state. Data
then flows directly between endpoints.

No control traffic traverses the data path after authorization. The
policy authority does not proxy, relay, or observe application data.

This diagramis conceptual: the policy authority and enforcenent
poi nt rmay be co-located or distributed, and the authorization

deci sion may be enforced at nultiple points. The defining
characteristic is the separation of intent and authorization from
data forwardi ng, not the physical arrangement of conponents.

17. Circuit Lifecycle
A typical circuit lifecycle consists of the follow ng phases:

1. Intent expression: A request to comunicate with a naned service
is presented to the policy authority.

Aut hori zation: Policy is evaluated and a decision is nade.
Commt: Forwarding state is installed at the boundary.

Use: Data flows directly between endpoints.

Expiration: Forwarding state is renoved when authorization ends.

OhownN

Forwarding state is treated as soft state and may be renbved wi t hout
coor di nati on.

18. Not a Tunnel, Not a Proxy

This architecture deliberately avoids |ong-lived tunnels and
application-layer proxies.

Tunnel s require intermediaries to remain continuously involved in the
data path, tightly coupling authorization, transport, and
availability. Proxies require protocol awareness and term nate and
re-originate connections, enbedding application semantics into the
net wor K.

In contrast, this architecture installs forwarding state and then

exits the data path. It scales with authorization events rather than
t hroughput and avoi ds application-layer routing and rel ayi ng.

Fj el dstrom Expires 14 July 2026 [ Page 36]



I nternet-Draft Revi siting End-to-End January 2026

19.

20.

Qperation Under Strict NAT Semantics

The architecture is explicitly designed to operate under strict NAT
behavi or, including symmetric NAT

No anbi ent i nbound reachability is assuned or created. Each

aut hori zed comuni cation results in explicit, time-bounded forwarding
state. Reconnection within an authorization wi ndow does not require
persi stent tunnels.

Applicability and Linmits

This architecture is best suited for environments requiring strict
policy enforcement, explicit authorization, and predictabl e behavior,
such as enterprise and service-provider networks. It is also
appl i cable in end-user environnents where adm ssion authority does
not reside within the user’s administrative control

In many contenporary depl oyments, adm ssion authority for inbound
communi cati on resides outside the end user’s domain of control. This
may result from access-network architecture, shared infrastructure,
mobility, policy enforcenent, or other operational considerations.
The specific notivations for these arrangenents are not nmaterial to
this discussion. What matters architecturally is that end users
cannot reliably create, nodify, or signal reachability policy on
their own behal f using host-local nechanisns al one.

The absence of an explicit control-plane mechani sm for expressing
intent across this boundary forces applications serving end users

i nto conpensatory designs, such as enbeddi ng rendezvous, relaying, or
routing | ogic above the network |layer. These designs are not chosen
because they are optimal, but because they provide the only avail abl e
means to bridge the gap between semantic endpoints and the | ocus of
adm ssion authority.

The architecture described in this document does not seek to alter or
override such operational arrangenents. Instead, it identifies the
m ssing signaling function required to allowintent to be expressed
and eval uated even when admi ssion authority lies outside the end
user’s administrative domain.

It is not intended to replace all tunneling or proxy mechani sns, nor
to provide ad-hoc NAT traversal in unnmanaged environments.
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Concl usi on

The end-to-end argunent was originally articulated in ternms of
correctness and senmantics precisely because it addressed why certain
functions cannot be inplenented el sewhere. The difficulties exani ned
here arise from subsequent semantic drift that treated "end-to-end"
as a statenent about connectivity rather than authority. Absent a
renewed respect for these constraints, future nechani sns, regardl ess
of their novelty, are likely to fail along the same |ines.

Modern networks no | onger provide durable, anbient end-to-end
reachability. This is not a transient failure of deploynent or a
consequence of address scarcity, but the result of deliberate and

wi del y adopted operational practices: default-deny firewalls,
centralized policy enforcenent, nobility, address translation, and
adm nistrative control. Treating these boundaries as transparent has
produced a structural m snmatch between applicati on expectations and
network reality, forcing applications to conpensate through heuristic
traversal, relaying, and tunnel-centric designs that reproduce
precisely the failure nodes warned against in the original end-to-end
ar gunent .

Revisiting the end-to-end argunent in its original, functional sense
clarifies that the principle is about where authority and semantics
bel ong, not about preserving host-to-host reachability at all costs.
Appl i cation meani ng and correctness remain end-to-end, but adnm ssion,
aut henti cati on, authorization, and accounting now reside at policy-
enforcing boundaries. Correct application of the end-to-end argunent
therefore requires explicit mechanisnms that allow semantic endpoints
to express intent and obtain consent through those proximate

endpoi nts, rather than bypassing or repairing them

Thi s docunent derived a set of architectural requirenments fromthat
anal ysis and presented one concrete realization that satisfies them
an aut horization-driven nodel in which authenticated, tinme-linmted,
non-forgeabl e grants pernit the tenporary installation of narrowy
scoped forwarding state. By separating a long-lived control plane
from ephemeral data-plane state, and by binding authorization to
durable identity rather than to unstabl e addresses, the architecture
enabl es direct data flow without steady-state internediaries,
tunnel s, or application-layer routing.

The result is not a restoration of ambient reachability, but a

di sciplined replacenent for it: explicit intent instead of inference,
aut hori zation instead of exposure, and determ nistic behavior instead
of heuristic repair. In doing so, the approach preserves the spirit
of the end-to-end argunent under nodern operational reality, aligns
application design with contenporary security and policy constraints,
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23.

24.

25.

25.

and offers a coherent architectural foundation for future
st andardi zati on, wi thout mandating specific protocols or depl oynent
nodel s.

| ANA Consi der ati ons
Thi s docunent has no | ANA acti ons.
Security Considerations

Thi s docunent is informational and descriptive. |t does not define
or nodi fy any protocol behavior, nor does it advocate, reconmend, or
endorse any particul ar security nethodol ogi es, techniques, or

depl oynent practices.

General guidance on certificate usage and secure transport
configuration is avail abl e el sewhere [ BCP195] [AuthCred]; however, it
is orthogonal to the architectural questions exam ned here.
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