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Abst ract

Thi s docunent explores how existing | ETF YANG dat a nodel s,
specifically the Attachment Circuit (AC)-as-a-Service (ACaaS) and
Traffic Engineering (TE) topol ogy data nodels, can be applied to
support a use case involving dynam c Al nodel placenent at Edge C oud
sites. The use case involves selecting optinmal Edge |ocations for
real-tine Al inference based on end-to-end network performance

bet ween street-level caneras and Edge C oud conpute nodes. By
mappi ng the use case across nultiple network segnents and appl yi ng
rel evant YANG data nodels to retrieve and request specific services
obj ectives such as bandwi dth, latency, and reliability, this docunent
serves as a practical exercise to evaluate nodel applicability and
identify gaps, if any.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunments of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 6 April 2026.

Dunbar, et al. Expires 6 April 2026 [ Page 1]



Internet-Draft oni ons API Cct ober 2025

Copyri ght Notice

Copyright (c) 2025 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Legal
Provisions Relating to | ETF Docunments (https://trustee.ietf.org/

| i cense-i nfo)
Pl ease revi ew these documents carefully,

and

restrictions with respect to this docunent. Code Conponents

extracted fromthis docunment must include Revised BSD License text
described in Section 4.e of the Trust Legal Provisions and are
provi ded without warranty as described in the Revised BSD License.

Tabl e of Contents

1.
2.
3

oo

©oN

[(e (o]

Dunbar ,

SRS

I ntroduction

Conventions used in thl s documant .o ..

YANG Dat a Model s and APl's to Support Dynam C AI Model
Pl acenment

.1. Using AC YANG Data l\/bdel to Eval uate Access énd Edée.

Connectivity

.2. Using | ETF YANG bata l\/bdels to EvaI uate PE to PE

Connectivity

.3.  Non-TE- Based PE ;[o PE Oonnect i Vi ty

Potential APls for Kubernetes to QJery NetWork Condltl ons

.1. Behavior and Semantics
.2.  YANG Model Integration

Dynam ¢ UCMP Load Bal ancing for Periodic Inter Site Al
Traffic . .

Edge d oud Slte to Local PE (Access Segment)

.1. Tinme-Scoped UCMP Policy Enforcenent . .

.2. UCWP Enforcenent for SRv6 based PE to PE segrrent

1.
5.
5.
.2. Coud-lnitiated UCMP Activation API
Ga

ps Between Existing | ETF Specifications and Neot ec Use Case
Needs .

1. Consunption l\/bdel Msrratch .
2 Lack of Tine-Bounded, C oud-Tri ggered PoI i Cy

I nterfaces .
3. Absence of Int ent and WJrkI oad—to— FI ow Mappi ng
4. Lack of Abstracted, Queryable Interfaces
5. Feedback and Acknow edgment Gaps .
6. Security and Access Control Franmework Al gnmant

Security Considerations .
| ANA Consi derations .
Ref er ences

1. Nor mati ve Ref erences
.2. Informative References

et al. Expires 6 April 2026 [ Page

in effect on the date of publication of this docunent.
as they describe your rights

as

10
13
13
14
15

15
15
19
20
21

21
22

22

22
23
23
23
23
23

23



Internet-Draft oni ons API Cct ober 2025

Acknowl edgenents . . . . . . . . . . . . . L . . .. L. ... . 24

Contributors . . . . . . . . . . . . . . . . ... ... ... ... 24

Authors’ Addresses . . . . . . . . . . . . . . . . . . . . ... 24
1. Introduction

Thi s docunent explores the applicability of the Attachment Circuits
YANG data nodel [I-D.ietf-opsawg-teas-attachnment-circuit] and TE
topol ogy YANG data nodel, to support a sinplified version of the use
case described in China teleconis Neotec side neeting during

| ETF122(Cl oud aware Network Operation for Al Services). Also, the
docunent specifies the APIs needed to support the sinplified use
case.

Sinplifed Use Case:

Let’'s assune there are 10 Edge Coud sites. An Cty Surveillance Al
nmodel (e.g., detecting traffic congestion or garbage classification)
needs to be deployed dynam cally to sone of these sites in response
to real tine events.

Hi gh | evel steps for selecting Edge sites to instantiate the Cty
Surveil l ance Al nodel:

- Step 1: A Coud Manager needs to query the network connectivity
characteristics (bandwi dth, |atency, topology constraints, etc.)

bet ween street caneras (or gateways, eNB that connect to those street
caneras) and candi date Edge Cloud sites in order to determine the
optinmal locations for the City Surveillance Al nodel depl oynent.

- Step 2: Based on the information gathered, the C oud Manager
decides to deploy the City Surveillance Al nodel in a subset of the
Edge Cloud sites (e.g., 4 sites anong 10).

Hi gh | evel steps to support the follow ng desired outcone:

- Suppose that the Gty Surveillance Al nodel instances in the 4 Edge
Cloud sites need to exchange | arge volunmes of data with strict
performance constraints (e.g., XX Gops bandw dth and YY ns one-way
del ay along the entire end-to-end paths between edge sites). This
request is to a network controller to dynanically adjust UCWP
(Unequal Cost Miltipath) |oad-balancing algorithns [I-D. ietf-bess-
evpn-unequal -1 b][I-D.ietf-idr-Iink-bandwi dth] on all the nodes al ong
the paths interconnecting those 4 sites.

Di scl ai ner
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The use of specific YANG data nodels (e.g., Attachnment Crcuit and TE
topology) in this section is intended as a provisional exercise to
expl ore how existing | ETF nodel s m ght address aspects of such a use
case. These exanples are not exclusive or exhaustive. Oher data
nodel s, such as Network Slicing Service Mddel (NSSM or service
function chai ning nodels, could al so be rel evant depending on the
network architecture and service requirenments. The intent is to
assess the applicability and identify gaps (if any), not to pre-
define the final solution set.

2. Conventions used in this docunment

Cloud Manager: An entity that is primarily responsible for placing
service instances and nanagi ng conpute resources across Edge d oud
sites. It nonitors the health and scaling status of VM,
contai ners, or services, and makes infrastructure-I|evel decisions,
such as where to host service instances based on | atency, CPU, GPU
availability, or other constraints. In addition, the C oud
Manager may provi de abstracted status about the cloud environnent
(e.g., resource availability) to external entities.

Neotec: Network Operation for Telco C oud.

Network Orchestrator (or O chestrator): A logical entity that
interfaces with the C oud Manager to receive service requests or
queries and coordinates the end-to-end connectivity across
mul tiple network domains. It abstracts underlying domai n-specific
technologies (e.g., L2/L3 VPNs, SR paths, TE tunnels) and
di ssem nates policies to individual Network Controllers, enabling
seam ess stitching of diverse network segnments to neet service-
| evel requirenents.

Network Controller: A domain specific control entity responsible for
managi ng and configuring network resources within a single
adm nistrative or technol ogical domain (e.g., |P/MPLS core, access
network). It receives high-level intent or service instructions
froma Network O chestrator and translates theminto device-I|eve
configurations using protocols such as NETCONF, BGP, or PCEP

UE: User Equi pnent

UPF. User Plane Function [TS. 23.501- 3GPP]

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP

14 [ RFC2119] [ RFC8174] when, and only when, they appear in al
capitals, as shown here

Dunbar, et al. Expires 6 April 2026 [ Page 4]
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3.

YANG Dat a Model s and APl's to Support Dynamic Al Mdel Placenent

Multiple Edge Cloud sites are located in close geographic proximty,
all owing any of themto potentially host Al inference nodel instances
for city surveillance tasks such as traffic congestion detection or
garbage classification. A Coud Manager mnmust eval uate the end-to-end
data paths between the street-level caneras and each Edge Coud site
to determ ne which sites offer sufficient compute resources and the
requi red network performance (e.g., low latency and hi gh throughput).
Thi s assessnent enabl es dynam c pl acenent of Al inference nodels in
response to real-tinme events while ensuring reliable data delivery
fromthe field.

This path typically spans three segnents:

- The first is the access segnent fromthe caneras | ocal access node,
such as a WFi Access Point or an eNB, to a PE router

- The second segnment traverses the provider transport network between
that Access PE and the PE router serving the candi date Edge d oud
site.

- The third segnent connects that Edge PE to the Edge C oud Gateway
or conpute node where the Al workload is depl oyed.

There are two primary types of access connectivity for the caneras:
via cellular networks (e.g., through eNBs/gNBs and User Pl ane
Functions (UPFs)) or via WFi Access Points. [In cellular based
access, caneras connect to the network through eNBs, which forward
user data to UPFs via GIP-U tunnels. The UPFs serve as termnation
points for GIP-U tunnels and are often co-located with or adjacent to
Edge C oud sites. Wen the O oud Manager selects Edge C oud sites
for hosting Al inference nodules, it nust ensure that the
correspondi ng nearby UPFs are assigned as the serving UPFs for the
associ ated eNBs. This enables the establishment of GIP-U tunnels
fromthe eNBs directly to the selected Edge C oud | ocati ons,
mninzing latency and inproving efficiency for real-tine Al
processi ng.

For caneras connected through WFi Access Points, no GIP tunneling is
i nvol ved. These access points typically connect to PEs through Layer
2 or Layer 3 links. In this case, the Attachment G rcuit (AC YANG
nmodel can be directly used to represent the logical connectivity
between the WFi AP and the Access PE. The C oud Manager or
orchestrator can query the AC nodel to eval uate operational status,
avai | abl e bandwi dth, |atency, and packet |oss, and determ ne whet her
the path is capabl e of supporting the target Al workl oad.

Dunbar, et al. Expires 6 April 2026 [ Page 5]
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In both access scenarios, after determ ning candi date Edge d oud
sites, the O oud Manager evaluates the transport network (Segnent 2)
bet ween the access side PE (or the PE adjacent to the UPF) and the
Edge side PE. This segnent may be traffic engineered and can be
nodel ed using the I ETF TE topol ogy nodel [RFC8795] and the TE tunnel
nmodel [RFCB776]. These data nodel s expose netrics such as avail able
bandwi dth, TE delay, and administrative attributes, which the
orchestrator can use to assess whether the underlying transport paths
meet the end-to-end service constraints (captured in an SLA.

Finally, the |ast segnent (Segnent 3: fromthe PE to the Edge O oud
Gat eway or compute node) is again nodel ed using the AC YANG data
nmodel . By comnbining insights fromthe AC and TE data nodel s across
all three segnments, the Coud Manager and orchestrator can sel ect
Edge C oud sites that not only have avail able conpute capacity but
al so neet the network performance requirenments to support |ow

| at ency, high bandwi dth Al nodel inference.

I mportant Carification:

The Attachment Circuit (AC) and Traffic Engineering (TE) Topol ogy
YANG nodel s descri bed above are internal network nodels used by the
network controller and orchestrator. They are not directly exposed
to external entities |like the Coud Manager. |nstead, the network
controller abstracts relevant information fromthese internal nodels
and presents it through sinplified, service-oriented APIs (e.qg.,
onions APIs), allow ng the C oud Manager to query network performance
metrics (such as |atency and avail abl e bandwi dt h) w thout accessing
raw topol ogy or |lowlevel link state.

Dunbar, et al. Expires 6 April 2026 [ Page 6]
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Figure 1: Network Segments

For the first and third segments, the Attachnent G rcuit (AC) YANG
nodel , defined in [I-D:ietf-opsawg-teas-attachnent-circuit], provides
a standardi zed abstraction of the logical |ink between a service
access point and the provider’s routing infrastructure. This nodel
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all ows the O oud Manager to retrieve configuration and operationa
status of these links, including encapsul ation type, bandw dth, and
link status. While the Bearer Service Mdel [I-D:ietf-opsawg-teas-
attachnent-circuit] can provide additional contextual information,
such as interface type, location, and adm nistrative details, it is
not the primary focus of this document. For the purposes of real-

ti me workl oad pl acenent and path perfornmance assessnment, the enphasis

here is on network performance netrics (e.g., |latency, available
bandwi dt h) exposed via AC and TE nodels. Integration with bearer-
| evel nmetadata (e.g., location) nmay be considered in future

enhancenments or broader orchestration frameworks. By querying this
i nformati on, the orchestrator can deterni ne whether each access
circuit is operational and capable of delivering real-tine video
streans to or fromthe Al inference point.

The second segnent, the PE to PE transport path across the provider
network, requires querying a different set of YANG nbdels. The base
networ k and topol ogy nodel s defined in [ RFC8345] provide the
foundation, while the Traffic Engi neeri ng Topol ogy nodel [RFC8795]
adds details such as TE nmetrics, |ink delay, bandwi dth availability,
and adm nistrative constraints. These nodels are typically

mai ntai ned by network controllers and nade accessi ble via NETCONF or
RESTCONF i nterfaces. The C oud Manager can initiate a query to

eval uate the performance characteristics of available transport paths
bet ween Access PEs and candi date Edge PEs. This query is handl ed by
the Network Orchestrator, which interacts with the Network
Control | ers managi ng each domain. The orchestrator uses |ETF defined
topol ogy and TE nodel s, such as the TE Topol ogy nodel [RFC8795] and
the TE Tunnel nodel [RFC8776], to retrieve current path attributes,

i ncluding avail abl e bandwi dth and | atency. |In architectures that
support a Path Conputation El enent (PCE), the orchestrator may al so

i ssue path computation requests via PCEP or a REST APl to identify
transport paths that neet the performance objectives required for Al

i nf erence wor kl oads.

Whil e L2SM [ RFC8466] and L3SM [ RFC8299] of fer useful abstractions for
provi sioning Layer 2 and Layer 3 VPN services, they are primarily
focused on expressing service |level intent rather than eval uating
real tine transport performance. As such, they are not directly
applicable to the dynanmic, performance sensitive selection process
described in the Neotec use case.

By conbining the Attachnent Circuit and TE topol ogy nodels, the d oud
Manager can construct an end to end view of network connectivity from
each camera access point to every potential Edge Cloud site. It can
then sel ect the subset of Edge O oud |ocations that not only have
sufficient conputing resources but also neet the required network
performance criteria for serving the selected set of street caneras.
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This all ows dynanic, network aware placenent of Al inference nodels,
ensuring efficient use of edge infrastructure while meeting service
quality requirements.

3.1. Using AC YANG Data Moddel to Eval uate Access and Edge Connectivity

In the context of dynamic Al nodel placenment at Edge Cloud sites, the
AC data nodel is useful for querying the health and perfornance of
the access (Segnment 1) which connects Access Points or eNBs to Access
PE routers, and edge (Segrment 3) which |inks Edge PEs to Edge O oud
Gat eways or conpute nodes.

Each attachment circuit is nodeled with attributes such as

adm nistrative state, operational status, encapsul ation type, and
configured bandw dth. Wen augmented with telenmetry or traffic
engi neering extensions, the AC nodel also supports real tine status
such as current utilization, avail able bandw dth, |atency, and even
packet | oss.

However, the C oud Manager does not directly interact with the AC
model . Instead, the network controller queries and interprets the AC
YANG dat a nodel and exposes only the relevant service-level netrics
through the onions APl interface. This ensures that the d oud
Manager can assess whether a given access or edge segnment supports

the required perfornmance (e.g., latency less than 10 ns, throughput
greater than 500 Mops) w thout needing detail ed know edge of the
net wor k.

For exanple, if the Coud Manager specifies a target Edge Cl oud site,
the network controller may internally retrieve attachnent circuit
metrics and present a sinple APl response indicating avail able
bandwi dt h and | atency threshol ds net or not net:

CGET https://<controller>/restconf/data/ietf-ac:attachment-circuits
[ ac[ pe-address="192.0.2. 11" ]

Figure 2: Get AC Status
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{
"ietf-ac:ac": [
{
"name": "ac-to-eNB-001",
"pe-address": "192.0.2.11",
"ce-interface": "ge-0/0/1",
"oper-status": "up",
"adm n-status": "enabl ed",
"encapsul ati on-type": "dot1q",
"bandwi dt h": {
"configured": 1000,
"avail abl e": 850,
"unit": " Mops"
},
"performance-netrics": {
"latency": {
"average": 5,
"max": 10,
"unit": "ns"
},
"packet-1loss": {
"percentage": 0.01
}
}
}
]
}

Figure 3: Access Segnents Response

In this exanple, the attachment circuit is operational (oper-status:
up), with 850 Mops of avail abl e bandwi dt h and average | atency of 5
ms, making it a strong candidate for supporting a real tinme Al
application. The Coud Manager may apply simlar queries to all PE
addresses associated with candidate Edge Cloud sites and their
correspondi ng access points, filtering the results to identify which
circuits neet both latency and throughput threshol ds.

3.2. Using I ETF YANG Data Mbdels to Evaluate PE to PE Connectivity

Segnent 2 of the end-to-end path connects the Access PE to the Edge
PE router serving a candidate Edge Coud site. This segnent
typically traverses the provider’'s core or aggregation network and is
crucial for ensuring that real-tinme Al inference traffic can neet
stringent |atency and bandw dth requirements.

Dunbar, et al. Expires 6 April 2026 [ Page 10]
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The network controller uses internal nodels such as the | ETF Network
Topol ogy YANG nodel [RFC8345] and the Traffic Engi neering Topol ogy
YANG nodel [RFC3795] to nmonitor transport network characteristics.
These nodel s descri be nodes, TE l|inks, avail abl e bandwi dth, del ay,
SRLGs, and other performance attributes. Simlarly, TE tunnels can
be nodel ed using [ RFC8776] to represent established LSPs or segnent
routing paths.

Importantly, the C oud Manager does not directly access these
detailed TE nodels. |Instead, the controller or orchestrator
processes this information and presents it via an abstracted API
interface, exposing key nmetrics |like end-to-end | atency, avail able
bandwi dt h, and path health between specified endpoints (e.g., Access
Node to Edge Site).

This abstraction enables the Coud Manager to nmake workl oad pl acenent
deci si ons based on network performance, w thout having to manage or
interpret the detailed topology or traffic engineering constructs.

For exanple, to query available transport |inks froman Access PE at
PE1 to a set of Edge PEs, the Cloud Manager may retrieve the |list of

TE links and their attributes using the foll owi ng RESTCONF-styl e
request:

GET https://<controller>/restconf/data/ietf-te-topol ogy:te-topol ogies
/ t opol ogy=def aul t/t e- node=PE1

Figure 4: Get PE-PE Path Status
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"te-links": [
{
"name": "PEl-to-PE5",
"link-id": "link-001",
"oper-status": "up",
"te-default-netric": 30,
"te-bandwi dth": {
"max- | i nk- bandwi dt h": 10000,
"avai | abl e-bandwi dt h": 7000,
"unit": "Mops"
},
"del ay": {
"uni directional -del ay": 8,
"unit": "ms"
1
"adj acent-te-node-id": "PE5"

Fi gure 5: PE-PE Segnent

In this exanple, the link fromPElL to PE5 offers 7 Cops of avail able
bandwi dth with 8 ns unidirectional delay, which may satisfy a 500
Mops, sub-10 ns | atency requirenent for Al data ingestion. The C oud
Manager can evaluate simlar TE links or tunnels to other Edge PEs
(e.g., PE6, PE7) and conpare their performance characteristics.

Alternatively, if the network has PCE depl oyed, the O oud Manager can
i ssue a path conputation request, using PCEP to query the end to end
path metrics and validate whether a PE to PE segnment can neet
specified SLA constraints. |If Segment Routing (SR-MPLS or SRv6) is
depl oyed, these nodels can also include SR | abel stacks or SID lists
needed for forwardi ng decisions.

By querying the TE topol ogy and tunnel nodels, the orchestrator can
build a filtered set of feasible transport segnents that support the
expected | atency and bandwidth for the Al workload. This insight,
conbined with data fromthe Attachnent Crcuit nodels for Segnents 1
and 3, allows the orchestrator to nake holistic decisions about Al
wor kl oad pl acenent and optinal traffic steering across the network.
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3.3. Non-TE-Based PE to PE Connectivity

The previous sections assune that the transport network between
Access PEs and Edge PEs is traffic-engineered and that the
orchestrator has access to detail ed nodels, such as ietf-TE-topol ogy,
ietf-TE, or SR policy nodels. However, in sone deploynents,
particularly those relying on Internet transit or best effort IP
core, traffic engineering is not explicitly avail abl e.

In these cases, performance visibility and decision-nmaking rmust rely
on nore general network telemetry. Useful data can still be obtained
t hrough | ETF defi ned YANG nodel s, i ncl uding:

- RFC 8343 (Interface Managenent YANG Mobdel) and RFC 8344 (I P
Management YANG Model) for retrieving interface status and link-Ieve
attributes

- Qperational telenmetry nodels, such as ietf-systemtelenetry or rea
time telemetry via YANG Push [ RFC8641] [ RFC8639], to gather metrics
such as interface utilization, packet loss, round trip time (RTT),
and jitter, especially if measured using active probes or synthetic
nmoni t ori ng.

The C oud Manager’s query can trigger the network orchestrator to
coll ect and aggregate per-hop or per-segnent netrics using these
nmodel s or active neasurenents (simlar to IP SLA). The resulting
data allows the Coud Manager to estimate end-to-end path performance
and nake workl oad pl acenent deci sions accordingly, even if
determnistic path selection or policy enforcenment is not possible.

Whil e this approach | acks the fine-grained path control of TE-based
networks, it still enables adaptive, network-aware service placenent
in less structured or |oosely-managed environments.

4. Potential APls for Kubernetes to Query Network Conditions

This section outlines a potential onions APl interface to enable
Kubernetes (or its external workload orchestrators) to nake network-
awar e wor kl oad pl acenment deci sions, such as selecting appropriate
Edge C oud sites for deploying | atency-sensitive Al inference

nmodul es.

Cl oud-native platforns such as Kubernetes do not consune YANG nodel ed
data directly. Instead, they rely on REST-style APlIs or gRPC
interfaces with JSON or protobuf-encoded payl oads. To support Neotec
use cases, the network infrastructure can expose an abstracted API
that transl ates YANG nodel ed topol ogy and perfornance data into a
form consumabl e by Kubernetes or its scheduling extensions.
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A representative onions APl endpoint could take the form

GET / net wor k- advi sor/ quer y- pat h- per f or mance?
sour ce- node=<access- node- i d>&t ar get - node=<edge-site-i d>

Figure 6: REST style API

This APl allows Kubernetes to query the performance of the network
pat h between a street canera’'s access nhode (e.g., a WFi AP or eNB/
UPF) and a candi date Edge Coud site. The APl response includes
metrics such as avail abl e bandwi dth, average path | atency, and
operational status. A sanple response m ght be:

{
"sour ce-node": "AP-235",
"target-node": "EdgeSite-4",
"pat h-1atency-ns": 6.5,
"avai | abl e- bandw dt h- mbps": 920,
"pat h-status": "heal t hy"

}

Figure 7: JSON Response
4.1. Behavior and Semantics

This APl provides a read-only, |lowlatency interface for workl oad
schedul ers to assess whether a given path neets predefined service-

| evel thresholds (e.g., latency less than 10 ns, bandw dth | arger
than 500 Mops). The source node and target node identifiers
correspond to access nodes (e.g., PE routers adjacent to UPFs or WFi
APs) and Edge Cloud PE routers respectively. These identifiers are
assuned to be nmapped within the operator donain.

The semantics of the fields are as foll ows:

- path-latency-ns: Derived from YANG nodel ed netrics in ietf-TE-
t opol ogy, representing end to end unidirectional delay.

- avail abl e- bandwi dt h- nbps: Aggregated from TE-bandwi dth in the sane
t opol ogy nodel

- path-status: Reflects operational state derived from oper-status
fields in the TE and AC nodel s.
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4.2. YANG Mdel Integration

The backend inpl enentation of this APl is expected to query |ETF
defined YANG nodel s usi ng RESTCONF or NETCONF. Specifically:

- Topol ogy and path delay netrics are sourced fromthe ietf-te-
topol ogy and ietf-network-topol ogy nodel s [ RFC8795], [ RFC8345].

- Access circuit status and avail abl e bandwi dth can be derived from
the AC nodel [opsawg-teas-attachnent-circuit].

A shimlayer exposes REST or gRPC APlIs that accept requests from

cl oud managers (e.g., Kubernetes) and translates theminto queries
over | ETF defined YANG data mpodel s usi ng NETCONF or RESTCONF. This
architecture enables real -time network path eval uations w t hout
requiring cloud systens to interact directly with YANG or underlying
net wor k protocol s.

5. Dynamic UCWP Load Bal ancing for Periodic Inter Site Al Traffic

In the Neotec use case described in Section 1, Al inference nodul es
are depl oyed across four Edge Cloud sites to support distributed city
surveill ance. These nodul es periodically exchange | arge vol unes of
data, for instance, during result aggregation or synchronized event
anal ysis. These data exchanges are not continuous but are periodic
and event driven, requiring guaranteed bandwi dth and | ow | atency for
short time w ndows.

The under!lyi ng network connecting these Edge Coud sites typically

i ncludes multiple paths between nodes and across nultiple network
segnment s. An end-to-end path between Edge Cloud Site A and B spans at
| east three segnents:

- The first is the access segnent fromthe Edge Cloud Ato its
closest PE. There could be nmultipe PEs to Edge Cloud A for multi-
homi ng.

- The second segnment traverses the provider transport network between
the PE serving Edge Cloud A and the PE serving the Edge Cloud B

- The third segnment connects that Edge PE to the Edge Cloud B's
Gat eway

5.1. Edge Coud Site to Local PE (Access Segment)
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Figure 8: Edge O oud Access Segnent

The Edge C oud Gateway has multiple logical links (attachnent
circuits) to a set of PEs (e.g., PEl, PE2, PE3). These |inks may
vary in |latency, bandwi dth, or current load. During periodic Al data
bursts, the Edge C oud GWmust push all other traffic away from PELl
PE2, and PE3, reserving their full avail abl e bandwi dth for Al fl ows.
O it could push all other traffic to one of the PEs that has the

| owest bandwi dth and hi ghest |atency. This can be inplenented by
dynani cal | y updating forwardi ng policies or QoS profiles to
deprioritize or reroute non-Al traffic, ensuring that the Al

i nference nodul e has uncontested access to network capacity during
critical synchronization wi ndows. Depending on the request fromthe
Cl oud Manager, the Network Orchestrator can determ ne what exact
policies to push to the PEs and the Edge GW.

YANG Data Model s for Policy Enforcenent:

To support dynam ¢ UCMP-based traffic steering across PEl, PE2, and
PE3, the Network Orchestrator can utilize the follow ng | ETF YANG
nodel s:

- ietf-routing [ RFC8349] enabl es configuration of routing instances
and static routes. The data nodel allows per-prefix route entries
with multiple weighted next hops, supporting unequal cost paths. It
can be used to define static next-hop policies fromthe Edge GV
toward PEl1, PE2, and PE3.
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- ietf-qos-policy [I-D.claise-opsawg- qos-packet - marki ng] defi nes
traffic classification, marking, and treatnent policies. 1t can
enforce rate limts or scheduling priority for non-Al traffic routed
to PE3.

- ietf-ac [I-D.ietf-opsawg-teas-attachnent-circuit] can provides
performance characteristics (bandw dth, |atency, packet |oss), which
informthe decision to assign traffic cl asses.

- ietf-traffic-classifier / ietf-packet-policy (or OpenConfig

equi val ents) can be used to match traffic classes (e.g., Al vs non-Al
flows), enables forwardi ng decisions at the Edge GWand i ngress of
PEs.

Policy Exanple: Prioritized Al Fl ow Assi gnnent and Non- Al Rerouting:

Assumi ng PELl has the hi ghest available capacity and best |atency
toward the renote site:

The orchestrator uses ietf-routing [ RFC8349] to define weighted
static next hops at the Edge GW

- PE1: 2/3 of Al traffic.
- PE2: 1/3 of Al traffic.

- PE3: no Al traffic.
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{

"routing:routing": {
"routing-instance": [
{
"nanme": "ai-routing-instance",
"routing-protocols": {
"routing-protocol ": [

"type": "static",
"nanme": "ai-policy",
"static-routes": {
"ipvd": {
"route": [

"destination-prefix": "198.51.100. 0/ 24",
"next - hop": [
{"outgoing-interface": "to-PE1l", "weight": 66},
{"outgoing-interface": "to-PE2", "weight": 34}

Figure 9: UCWP policy exanple

Non-Al traffic is matched by classifiers and redirected entirely to
PES:

- Apply QoS policy using ietf-qos-policy [I-D.claise-opsawg-qos-
packet-marking] to limt avail able bandwi dth on PE3 to non-Al
traffic.

- PE3 may be tagged "degraded" in the ietf-ac nodel to signal its
backup nature.

This ensures that the Al traffic is prioritized through the nost
capabl e paths (PE1 and PE2) with precise wight. Al non-critica
traffic is offloaded to the | east-desired path (PE3), reducing
congestion. Ochestrator needs to dynanically adapt this |ogic per
servi ce request.
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Fal | back Logic: If available capacity on PE1 and PE2 is not
sufficient, Al traffic still receives best possible routing via PEl
and PE2, and Non-Al traffic may be allowed Iimted access to PE2 with
reduced weight (e.g., 109 while still primarily routed via PE3.

This tiered policy enforcenent ensures strict adherence to SLA goals
for Al inference while maintaining service continuity for other
traffic classes using standard YANG based configuration interfaces.

5.1.1. Tinme-Scoped UCWP Policy Enforcenent

One critical limtation in existing |ETF YANG nodels is the | ack of
native support for time-scoped UCWMP policy activation. To support
the bursty nature of Al traffic, the follow ng strategi es can be
appl i ed:

- Define policy activation via external triggers fromthe d oud
Manager using an APl call to the orchestrator

- Orchestrator maintains a mappi ng between the requested activation
time wi ndow and the tenmporary configuration to be applied.

- Extend existing YANG nodels (e.g., ietf-routing or ietf-sr-policy)
with optional augnentation for: start-time, duration, and expiration-
action

Exanpl e augnment ati on (conceptual ):

augrment "/routing:routing/routing-instance/static-routes/route" {
| eaf burst-policy-start-time {
type yang: date-and-ti ne;

| eaf burst-policy-duration-sec {
type uint32;
}
| eaf expiration-action {
type enuneration {
enumrevert-to-defaul t;
enum retain;

}
}
}

Fi gure 10: Exanpl e Augnentation

Dunbar, et al. Expires 6 April 2026 [ Page 19]



Internet-Draft oni ons API Cct ober 2025

In the absence of standard YANG support, this behavior need to be

i mpl emented in the orchestrator |ogic by maintaining policy lifecycle
state and tiners, pushing temporary configuration via NETCONF/
RESTCONF at start-tine, and reverting after duration-sec.

5.1.2. UCWP Enforcenment for SRv6 based PE to PE segnent

Assum ng an SRv6 underlay anong the PEs, the network controller can
use the ietf-sr-policy YANG nodel to update the traffic distribution
wei ghts across pre-established paths. For exanple, if three SRv6
pat hs exi st between EdgeSite-A and EdgeSite-C, the controller can
push the follow ng configuration to the ingress node:

sr-policy {
col or 4001;
endpoi nt "2001: db8: 100: : 1";
candi dat e- pat hs {
preference 100;

pat h {

wei ght 70;

sid-list [2001:db8:10::1, 2001:db8: 11::2];
}
pat h {

wei ght 20;

sid-list [2001:db8:20::1, 2001:db8:21::2];
}
path {

wei ght 10;

sid-list [2001:db8:30::1, 2001:db8: 31::2];
}

}
}

Figure 11: Using SR Policy

This UCMP configuration tells the network to distribute traffic
unequal | y across the three paths based on their capability. The
under | ying topol ogy and netrics are derived fromietf-TE-topol ogy and
i etf-TE nodel s, which expose bandwi dth, |atency, and avail abl e
resources for each |ink

Sim|ar UCVMP behavior can al so be inplemented over SR-MPLS, MPLS-TE,
or enhanced | P networks, using the correspondi ng | ETF YANG nodel s
(ietf-TE, ietf-routing, etc.). The key point is that the network
pat hs are preexisting, and the only dynam c action is adjusting how
traffic is forwarded anong themin response to a cloud service
request .
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5.2. Cdoud-lnitiated UCMP Acti vati on API

A simplified exanple of a cloud-initiated APl call to the network
controller mght ook Iike:

POST / net wor k- pol i cy/ ucnp-activation

{
"source-sites": ["EdgeSite-A", "EdgeSite-B"],
"dest-sites": ["EdgeSite-C', "EdgeSite-D'],
"start-tine": "2025-05-01T10: 00: 00Z",
"duration-sec": 300,
"m n- bandwi dt h- mbps”: 5000,
"max-1| atency-ns": 10

}

Fi gure 12: Burst Network Request

This request infornms the network controller that a high-volume, |ow
| at ency data exchange will occur and that UCMP forwarding policies
shoul d be applied to optimze transport between the specified sites
for the specified duration.

6. Gaps Between Existing | ETF Specifications and Neotec Use Case Needs

The Neotec use case, supporting real time, event driven placenent and
coordi nation of Al inference workl oads across Edge Cl oud sites,
requires close interaction between cloud orchestration platforns and
programuabl e transport networks. Wile | ETF has standardi zed robust
YANG nodel s for traffic engineering (e.g., ietf-te-topology, ietf-sr-
policy, and ietf-ac), these nodels are network-internal, and fal

short in addressing cloud-driven, time-scoped network adaptation
requirenents.

Thi s docunent eval uates two core capabilities against existing | ETF
YANG nodel s:

- Networ k- awar e wor kl oad pl acenent at Edge sites
- Dynamic UCVMP policy activation for inter-site Al data exchange

From t hese exercises, the followi ng gaps have been identified:
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6.1. Consunption Mdel M snmatch

Most | ETF YANG nodel s are accessed via NETCONF/ RESTCONF, and are
desi gned for network operator tools. 1In contrast, cloud-native
environments rely on REST/gRPC APls, JSON payl oads, and declarative
interfaces (e.g., Kubernetes CRDs). There is no standardized

transl ation |layer that exposes network topol ogy or path performance
in a formconsumabl e by external cloud orchestrators or Al services.

6.2. Lack of Tinme-Bounded, C oud-Triggered Policy Interfaces

In the UCMP use case, the cloud controller nust be able to request
changes in traffic distribution policy across existing network paths
for a specific time w ndow, such as when Al nodel instances begin
inter-site synchronization. Current |ETF nodels (e.g., ietf-sr-
policy) allow weighted path configuration but do not support time-
scopi ng, activation triggers, or scheduling. These functions are
essential for on-demand, just-in-tine optimzation and nmust be added.

6.3. Absence of Intent and Wbrkl oad-to-Fl ow Mappi ng

There is no YANG nodel or APl that allows the cloud controller to
associate a workload (e.g., "Al inference service X') with network
traffic that shoul d receive enhanced treatnent. Wile SR policies
can be assigned to colors or DSCPs, there is no abstracted intent
interface for service-aware flow classification or network SLA
expressi on based on application context.

6.4. Lack of Abstracted, Queryable Interfaces

Even for read-only functions |ike path selection, there is no | ETF-
standardi zed APl to answer high-level queries such as:

"Wi ch Edge sites have |l ess than 10ns | atency fromthese access
nodes?"

"VWhat is the bandwi dth-1atency profile of the path from Access PE A
to Edge PE B?"

Qperators nust instead nmanually interpret TE link state and construct

customtooling. A standardized APl to query the aggregated path
metrics between | ogical service endpoints is missing.
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Feedback and Acknowl edgnent Gaps

There is no defined nmechanismfor the network controller to confirm
whet her a policy request (e.g., UCWMP activation) was accepted or
enforced, nor to notify the cloud when SLA targets are not being net
during the activation window. A bi-directional feedback channel is
required to support closed-1oop coordination between the cloud and

t he network.

Security and Access Control Framework Alignnent

Wil e the | ETF has defined robust identity and access contro

mechani sms (e.g., QAuth2, RPKI, TLS), integrating these nechanisns
with cloud-native identity systens (such as Kubernetes RBAC, SPIFFE
SPIRE, or cloud IAM services) is still ad hoc. A standard franmework
for mutual trust establishnent and token exchange between cl oud and
network domains is needed to support secure onions APlIs under Zero
Trust principles.

Security Considerations
To be added
I ANA Consi derations
None
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