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Abst ract

MVPN depl oynment faces sonme problens while used in provider’s |IPv6
infrastructure networks. This docunent describes these problens, and
correspondi ng sol utions.

Requi renment s Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [RFC2119] [RFCB174] when, and only when, they appear in all
capitals, as shown here.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working documents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft documents valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."
This Internet-Draft will expire on 20 January 2026.

Copyri ght Notice

Copyright (c) 2025 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.
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Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Documents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these docunents carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded without warranty as described in the Revised BSD License.
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I nt roducti on

BGP MVPN procedure is defined in [ RFC6514]. As a mature MVPN

technol ogy, it has been accepted by nost operators and vendors. In
[ RFC6515], BGP MVPN i s updated for IPv6 infrastructure networks.
However, the deploynment of BGP MVPN in I Pv6 network still faces sone

probl ems. This docunment describes these problens and correspondi ng
sol uti ons.

Ter mi nol ogy

Readers of this document are assuned to be famliar with the
term nol ogy and concepts of the docunents |isted as Nornative
Ref er ences.

Probl enms and Sol uti ons

Pr obl ens

In [ RFC6514] and [ RFC6515], the followi ng issues are critical for

I Pv6 infrastructure scenarios while a non-segmented inter-AS P-tunne
is being established between root PE and its |eaf PEs, of which the
reason is that the Source AS field (4 octets) of C-nulticast route
cannot hold a | Pv6 address (16 octets).
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In order to distinguish the CGrulticast routes for a specific
multicast c-flow (CGS, GG sent to different root PEs, section
11.1. 3 of [ RFC6514] proposed that "To support non-segmented
inter-AS tunnels, the Source AS field in the Gnulticast route is
set to value of the Originating Router’'s I P Address field of the
found Intra-AS |-PVMSI A-D route". However, in NLR of
C-multicast route, Source AS field is 4 octets in length, while
the Oiginating Router’s I P Address field of Intra-AS |-PMSI A-D
route is 16 octets length in provider’s | Pv6 networks. The
4-octet Source AS field cannot hold the Originating Router’'s IP
Address in | Pv6 network.

In order to control the propagation of C-nulticast routes between
different ASes, section 11.2 of [RFC6514] proposed that "Instead
of matching the RD and Source AS carried in the Cnulticast route
agai nst the RD and Source AS of an Inter-AS |-PMSI A-D route, the
ASBR should match it against the RD and the Originating Router’s
| P Address of the Intra-AS |-PMSI A-D routes". However, Source
AS field in NLRI of Cmulticast route cannot be translated to the
Oiginating Router’s I P Address of the Intra-AS |-PVMSl A-D routes
in provider’s | Pv6 networks, because of the mismatch of their
field I ength.

In the process of evolution to IPv6, I Pv4 and | Pv6 infrastructure
addresses will coexist in the provider’s network. The follow ng
figure is an exanple of BGP MVPN evol ution to | Pv6.

S + +---+ +---+ S +
| +------- + | | | | +------- + |
| | O MRF |=BGP Peer4=| | | | =BGP Peer4=| | O WRF| |
| +------- + | | | | +------- + |
I I | | | | I I
| PE1 | | RRL| | RRn| | PE2 |
I I [ [ I I
| oo + | | | | oo + |
| | NMWRF| |=BCGP Peer6=| | | | =BGP Peer 6= | N MVRF| |
| e + | | | | e + |
N + +-- -+ +-- -+ N +
OMWRF = dd Milticast VRF using I Pv4 infrastructure addresses
N-MVRF = New Multicast VRF using |Pv6 infrastructure addresses
Figure 1: BGP MVPN Evolution to I Pv6 Infrastructure
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During the evolution process, |Pv4d and | Pv6 parallel BGP sessions are
est abl i shed between Provi der Edge routers and route reflectors(RR).
If the BG® MVPN routes are sent to all IPv4 and |1 Pv6 BCGP peers

wi thout any control, the nunber of the PATHs of these routes will be
doubl ed with each reflection while BGP ADD PATH [ RFC7911] procedure
is enabled on route reflectors.

3. 2. Modi fication of CGMilticast Route NLRI

The solution to distinguish the G-rulticast routes sent to different
root PEs is related to the way to distinguish UVH routes for a
specific nulticast source (CS) sent fromdifferent root PEs, which
the later is not a problemof IPv6 infrastructure specific. In

[ RFC6514], it recomrended that the RDs of root PEs of a same MVPN
were configured distinctly to perform selective forwardi ng sel ection,
whi ch was broken by GIM procedures defined in [RFC7716] because the
UWH routes sent fromdifferent root PEs through BGP SAFI 1 or SAFI 2
lack RD informations. There are also sonmre MVPN depl oynent cases that
the RDs of root PEs may be configuered with a same val ue for

provi sioni ng reasons. According to above description, whether the
RDs of PEs of a MVPN are same or not are two di fferent depl oynent
cases. This docunent addresses the C-nulticast routes distinguishing
i ssue for both cases. How to distinguish UVH routes in the cases of
root PEs with sanme RD is out of the scope of this docunent, because
it is not IPv6 infrastructure specific.

To support non-segnented inter-AS tunnels in IPv6 infrastructure
network, the C-nulticast route NLRI is redefined as follow

S +
| RD (8 octets) |
o +
| Root Di stingui sher (4 octets) |
oo e e e e e e e e e oo - oo +
| Multicast Source Length (1 octet) |
S +
| Mul ticast Source (variabl e) |
o +
| Multicast Goup Length (1 octet)

oo e e e e e e e e e oo - oo +
| Multicast G oup (variabl e) |
S +

In the above figure, the Root Distinguisher field replaces the Source
As field defined in [RFC6514]. Wen constructing a G nul ticast
route, leaf PE follows the follow ng specification
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1. For the cases of IPv4 infrastructure or Intra-AS P-tunne
establishnent in IPv6 infrastructure, the Root Distinguisher
field MUST be treated as Source AS field and section 11.1.3 of
[ RFC6514] MUST be fully foll owed.

2. For non-segnented Inter-AS P-tunnel establishment in |Pv6
infrastructure scenarios, if the RDs of ingress PEs are distinct
(which can be detected from UVH routes), the Root Distinguisher
field MUST be filled with the nunber of ingress AS.

3. For non-segnmented Inter-AS P-tunnel establishment in |Pv6
infrastructure scenarios, if the RDs of ingress PEs are sanme, a
4-octet distinct value MJST be assigned by | eaf PE for each root
PE. For exanple, each | eaf PE uses a same well-known /
configured hash algorithmto transformthe IPv6 root IP to
4-octet distinct value for each ingress PE, or a provisioning
met hod is used to globally assign different 4-octet IDs for each
ingress PE. The Root Distinguisher field in CGnulticast NLRI is
filled with this value and a distinct Crmulticast route will be
sent to individual upstreamroot PE.

The solution to control the propagation of C-nulticast route between
different ASes is to use the |Pv6 address included in | Pv6 VRF Route
| mport Extended Community insteading of Source AS field of
C-multicast NLRI while locating Intra-AS AD route of the
corresponding root PE the CGrmulticast sent to on ASBRs. This
docunent recomends that the Local Adm nistrator field of |IPv6 VRF
Route I nport Extended Community is set to a non-zero val ue by root
PEs even in GIM scenarios, of which the value is |ocal assigned
distinctly by root PE for both each MVPN and GITM i nst ance.
Accordingly, the IPv6 root address of a C-nulticast route can be
extracted fromthe only IPv6 VRF Route |Inport Extended Community
carring a non-zero Local Adm nistrator field.

When receiving a C-nulticast route from E-BGP nei ghbors, the ASBR
checks whether an | Pv6 VRF Route Inport Extended Comrunity with a
non-zero Local Adninistrator field is included in this route and
takes foll owi ng actions:

1. If the I1Pv6 VRF Route Inport Extended Community does not exist in
the CGnulticast route, the ASBR will treat the Root Distinguisher
field as Source AS field and follows the description in section
11. 2 of [RFC6514].

2. If the IPv6 VRF Route Inmport Extended Comrunity does exist in the
C-multicast route, the ASBRwill match the | Pv6 address carried
in this extended comunity and the RD in Cnulticast route NLR
against the Originating Router’s |IP Address and the RD of the
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Intra-AS |-PMSI A-D routes. |If the corresponding Intra-AS |-PNMSI
A-D route exists, the ASBR will propagate the C-nulticast route
inits local AS.

3.3. Route Reflection Control

To reduce BG® MVPN routes in Parallel 1Pv4 and | Pv6 BGP sessions
scenario, the followi ng actions should be taken by sender PEs:

1. For Intra-AS |-PMSl A-D Route, S-PMSI A-D Route and Leaf A-D
Route, if the Originating Router’'s I P Address field in the route
is filled with an IPv6 address, it will be sent to the |Pv6 BGP
nei ghbors; otherwise, it will be sent to the | Pv4d BGP nei ghbors.

2. For Inter-AS |I-PMslI A-D Route and Source Active A-D Route, it is
sent to both | Pv6 BGP nei ghbors and | Pv4 BGP nei ghbors.

3. For CGnmulticast route, if the |Pv6 VRF Route |nport Extended
Conmunity exists in the route, it will be sent to the |IPv6 BGP
nei ghbors; otherwise, it will be sent to the | Pv4 BGP nei ghbors.

In the route reflectors, the part of routes which are received from

| Pv6 BGP neighbors will be reflected to other | Pv6 BGP nei ghbors and

the other part of routes which are received froml|Pv4 BGP nei ghbors
will be reflected to other |Pv4d BGP nei ghbors.

4. Security Considerations
Thi s docunent introduces no new security considerations beyond those
al ready specified in [ RFC6514] and [ RFC6515].

5. | ANA Consi derations

Thi s docunent contains no actions for | ANA

6. Acknow edgenents

Your nane here

7. Normative References

[ RFC2119] Bradner, S., "Key words for use in RFCs to Indicate
Requi renment Level s", BCP 14, RFC 2119,
DO 10.17487/ RFC2119, March 1997,
<https://ww. rfc-editor.org/info/rfc2119>.

Duan, et al. Expi res 20 January 2026 [ Page 6]



Internet-Draft MVPN in I Pv6 Infrastructure

July 2025

[ RFC6514] Aggarwal, R, Rosen, E., Mrin, T., and Y. Rekhter, "BGP
Encodi ngs and Procedures for Multicast in MPLS/BGP IP
VPNs", RFC 6514, DA 10.17487/ RFC6514, February 2012,

<https://ww.rfc-editor.org/info/rfc6514>.

[ RFC6515] Aggarwal, R and E. Rosen, "IPv4 and | Pv6 Infrastructure

Addresses in BGP Updates for Milticast VPN',

DO 10.17487/ RFC6515, February 2012,
<https://www.rfc-editor.org/info/rfc6515>.

RFC 6515,

[ RFC7716] Zzhang, J., Guliano, L., Rosen, E., Ed., Subrananian, K,
and D. Pacella, "d obal Table Miulticast with BG® Multicast

VPN (BGP- \WPN) Procedures", RFC 7716,
DO 10.17487/ RFC7716, Decenber 2015,
<https://www. rfc-editor.org/info/rfc7716>.

[ RFC7911] Walton, D., Retana, A, Chen, E., and J. Scudder,
RFC 7911,

"Advertisenment of Multiple Paths in BGP",
DO 10.17487/ RFC7911, July 2016,
<https://www. rfc-editor.org/info/rfc7911>.

[ RFC8174] Leiba, B., "Anbiguity of Uppercase vs Lowercase in RFC
2119 Key Words", BCP 14, RFC 8174, DO 10.17487/ RFC8174,
May 2017, <https://ww.rfc-editor.org/info/rfc8174>.

Aut hors’ Addr esses

Fanghong Duan
Huawei Technol ogi es
Emai | : duanfanghong@uawei . com

Jingrong X e
Huawei Technol ogi es

Enmai | : xi ej i ngrong@uawei . com
Bo Song
Huawei Technol ogi es
Enmai | : sunbi rd. song@uawei . com
Si yu Chen
Huawei Technol ogi es
Emai | : chensi yu27@uawei . com
Duan, et al. Expi res 20 January 2026

[ Page 7]



