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Abst ract

Modern network applications, ranging fromArtificial Intelligence
(Al) /Machine Learning (M) training to |large-scale cloud services,
require adaptive networks to ensure reliable and congestion-free data
transfer within or across nmultiple data centers. A good and tinely
under st andi ng of network operational status can help to enable faster
response to critical events, so as to enable the selection of paths
with reduced | atency and i nprove network utilization. This docunent
describes the existing problens and the need of fast network
notification solutions.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79
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Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute
wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”

This Internet-Draft will expire on 27 July 2026
Copyri ght Notice
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docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Docunments (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
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1.

I nt roducti on

Modern network applications, ranging fromAI/M training to |arge-
scal e cloud services, require adaptive networks to ensure reliable
and congestion-free data transfer within or across nultiple data
centers. These workl oads demand hi gh throughput, |ow | atency, and
m ni mal packet | oss across dynamically shifting traffic patterns so
that the service continuity and performance can be maintained. To
meet these requirenments, networks enpl oy nechani sns such as traffic
engi neering (TE), load balancing, flow control, and protection
However, existing solutions often face limtations in responsiveness,
coverage, and operational complexity, particularly in high-speed,

| arge-scal e environnents.

Modern forwarding silicon is capable of detecting congestion,

m crobursts, queue buildup and other l|ocalized inpairnments at fine-
grained tinme scales, ranging frommcroseconds to sub-m|lisecond,
dependi ng on hardware capabilities and depl oynent requirenents.
These detection capabilities substantially outpace the tinme required
for such information to be disseninated to other rel evant nodes for
their actions, creating a gap between what the detecting node can
observe and when recipients can react. Fast network notification
identifies the need for conpl enentary nechanisns that enable | ow

| atency notification of network conditions, allow ng actions taken in
the data plane, control plane or managenent plane to nore closely
align with the capabilities of contenporary forwardi ng hardware

Thi s docunent summarizes the limtations of existing nmechanisns that
prevent them being used for rapid notification of critical network

events, including link or node failures and congestion. It also
identifies the need for fast network notification which is critica
for enabling fast reaction. |In the context of this docunent, fast
does not inply a single, rigid nunmerical tine threshold. Instead, it

characterizes a class of nechanisns to minimze the delivery tinme so
that the latency of the notification is in the order of sub-
mlliseconds or nmilliseconds, depending on the operational objective
and the range of the network domain, and can be substantially shorter
than the Round-Trip-Time (RTT) of the network traffic involved.

[1-D. geng-fantel -fantel -gap-anal ysis] provides a gap anal ysis of
exi sting solutions and where they are deficient in supporting high
demand services. This docunent describes the set of problens which
the a network notification solution needs to address.

G ossary

BFD: Bidirectional Forwarding Detection [ RFC5880]
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ECN: Explicit Congestion Notification [ RFC3168]

FRR. Fast Re-Route [RFC4090] [RFC5714]

|OAM I n-situ Operations, Adm nistration, and Mi ntenance [ RFC9197]
3. Wiy Fast Network Notification is Needed

Current network mechani sms were not designed for the responsiveness
and scal e required by todays’ dynam c environnents. Techni ques such
as | oad bal ancing, protection switching, and flow control rely on

f eedback | oops that are often too slow, too coarse, or too resource-
intensive. This results in performance bottl enecks, del ayed
recovery, and inefficiencies in |large-scale Al, cloud, and WAN

depl oynents. A fast network notification mechanismcould help to
address these gaps by providing lightweight, real-tine, actionable
alerts that conplenent existing tools and enable faster, nore
accurate traffic mani pul ati on deci si ons.

In particular, the detection and propagati on of network events (e.g.,
failure, congestion or state change) nust occur within a timeframe
short enough to neaningfully influence traffic engineering and | oad-
bal anci ng deci si ons before congestion or mcro-loops occur or

devel op. I n backbone or datacenter networks, this typically inplies
a target of notification delivery in the order of mlliseconds, with
some environnments requiring sub-mllisecond performance. The precise

requirenent is driven by:

* the speed at which traffic shifts can induce overl oad

* the granularity of TE tuning (fine-grained vs. coarse-grained)
* the propagation dianmeter of the network notification

* the responsiveness of the control-plane and forwardi ng-pl ane
conmponent s

Therefore, this docunment focuses on notification mechani snms capabl e
of operating within these mllisecond/ sub-mllisecond ranges, rather
t han nmechani sns whose | atency spans tens or hundreds of mlliseconds,
which are insufficient for preventing transient overload under rapid
traffic transitions.
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4.

The Problemwi th Existing Notification Mechani snms

Current network traffic mani pul ati on mechani sns such as TE, | oad

bal ancing, flow control, and protection, have deficiencies in
providing the | ow |l atency, high-granularity responsiveness needed in
nmodern, dynam ¢ networks, at least in part due to the |ack of dynanic
network state information. This results in suboptinmal perfornmance,
lowreliability and del ayed recovery. Fast network notification is a
set of solutions to address this by enabling real-tinme, |ightweight
notifications that enhance the responsiveness for traffic

engi neering, congestion mtigation, and failure protection. There is
a denonstrabl e need for a standardized franework to define these fast
network notification mechani snms, requirements and integration
strat egi es.

There follows a summary of the limtations of existing notification
mechani sns:

* Sl ow Di ssem nation: Existing control protocols (e.g., routing
protocol, etc.) may be used for dissem nation of dynam c network
state information, while they usually rely on control plane based
hop- by-hop distribution, which causes delay when the recipient is
mul tiple hops away. Wth nodern high-throughput environnents (Al/
M. clusters, multi-DC WANs), this delay is often prohibitive.
Explicit Congestion Notification (ECN) [ RFC3168] needs congestion
signals to be sent back to the sender, which introduces Round-
Trip-Time (RTT) delay and can be slow if the source node is far
away, and it relies on the source node to take action in the
transport layer. What is needed is a |ightweight signaling nethod
that can provide real-tine alerts (e.g., at the sub-mlliseconds
level or in the order of a fewnilliseconds) on failures,
congestion, or threshold breaches, enabling pronpt actions (e.g.,
in the range of one mllisecond to tens of mlliseconds) in the
network | ayer.

* Coarse-Grained Signals: Cassic ECN [RFC3168] uses a 2-bit field
i n packet header to convey the ECN capability and congestion
i ndi cation, which inherenetly limts the information it can report
to the receiving nodes. Wat would be useful is a set of
notifications that aren’'t just "on-off" state reports, but can
al so convey nore infornmation |like congestion |level/utilization
i nformation, |atency spikes, queue buildup or flow
characteristics, so that it can trigger inmredi ate and precise
responses like rerouting, rate adjustnment, or protection swtching
for specific flows.
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4. 1.

Dong,

Local -Only Deci si on Maki ng: Current | oad-bal ancing, flow control,
and FRR techniques often act on local information and fail to
capture downstream or cross-domain network conditions, limting
their effectiveness and | eading to suboptimal decisions. For
exanpl e, the Point of Local Repair (PLR) executing FRR nakes its
deci sion based on its local view of the topol ogy and network
status. It may switch traffic to a backup path and cause
cascadi ng congestion on that path, as it lacks visibility into the
state of the entire backup path. Simlarly, traditional |oad-

bal ancing is based on local link utilization information, which
may cause sone paths overl oaded while others renmain underutilized.
This local view of network status prevents precise and optinized
deci sions and adjustments. It would be hel pful to send fast
network notifications to upstream nodes so that they can perform
action based on a wi der view of network conditions.

Overhead and Scal ability Chall enges: The distribution of high-

vol ume network operational status information or frequent
signaling introduces bandw dth and processing overhead. At scale,
this becomes a bottleneck rather than a solution. | QAM [ RFC9197]
and simlar tools provide detailed telenetry information, but the
coll ection and feedback | oops are controller-centric. They cannot
be used to deliver lightweight, real-tinme alerts for inmediate
action on specific network nodes. Carrying dynam c network state
information in control protocols (e.g., routing protocols) also

i ncreases the overhead and churn of the control plane, which may
have negative inpact to the core functionality of the protocol

It woul d be useful to have solutions designed to avoid the
overhead and churn introduced by telenetry fl ooding or route
distribution, so it can adapt to | arge-scale networks and dynanic
traffic patterns (e.g., Al workl oads, cloud WAN bursts)

Example: Al Training Cluster with Fiber Link Failure

Consider a large-scale Al training job distributed across nultiple
data centers. These clusters exchange terabits of data per second
bet ween Graphics Processing Unit (GPU) nodes, requiring ultra-Iow
| at ency and hi gh throughput to maintain synchronization
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Figure 1: Distributed Al Training Clusters with Fiber Link Failure

As depicted in the above figure, a single fiber link failure event
can disrupt the entire training run, |eading to:

* Delays in job conpletion (hours to days for |arge nodels)
* Massive energy and conpute cost waste due to resynchronization

* Degraded convergence accuracy if synchronization wi ndows are
nm ssed

1. Limtations of Existing Mechanisns

Today’ s mechani sns provide partial solutions but are not fast or
preci se enough for these scenari os:

* BFD [ RFC5880]: Provides fast faults detection in the bidirectiona
pat h between two forwardi ng engi nes. BFD can be one of the
detection mechanisnms for link or path failures, while it is not
used to notify the failure to nodes other than the BFD endpoints
in the network. BFD is preconfigured with periodic nessage
exchange, while fast network notifications needs to be event-
driven.

*  FRR [ RFC4090] [ RFC5714] /Route convergence: Wthout fast
notification, the failure detection can take tens of m|liseconds,
followed by either local repair (FRR) or route convergence. The
former lacks visibility of the global network situation and thus
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may cause congestion on the backup paths, while the latter nmay
breach strict synchronization requirements of the Al/M
appl i cati on.

In practice, this neans that by the tinme a fiber link failure is
detected and recovery nechani sns are invoked, critical GPU
synchroni zati on barriers may al ready have been m ssed, forcing
rol | backs or restarts of the training process.

4.1.2. How Fast Network Notifications Help

Fast network notification nechani sns could inprove the response to
fiber link failures and congestion in distributed Al/M clusters:

* Real-Time Alerts: Nodes adjacent to the failure or congestion
could inmrediately (e.g., in the order of sub-mlliseconds or
m | 1iseconds) send |ightweight notifications to nodes whose
fowardi ng paths m ght be affected.

* Action-Oriented Response: Upon receiving the notification, routing
and | oad bal anci ng nechani sns could instantly shift traffic to
backup paths or alternative DC interconnects.

* @Ganularity: Notifications could carry nore detailed infornmation
than "link failure/congestion," e.g., indicating specific link
utilization, queue buildup or m croburst congestion, allow ng
differentiated responses to different traffic flows.

* Conpl enentary: The fast notification solutions are conpl enentary
to BFD, FRR or Telenetry, it would bridge the tinme gap between
event onset and slower control plane or telenetry-driven
responses, and enabl e network-wi de optim zation

By depl oying fast notifications, large Al/M workloads can maintain

synchroni zati on across data centers even during transient failures or

congestion, protecting job conpletion tine and resource utilization

Exi sting Approach:

* BFD detects failure after tens of ns

*  FRR may cause congestion on backup paths

* Reroute/convergence del ays inmpact GPU sync

* Result: Training stalls, conpute resources wasted, job conpletion
del ayed
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Fast Notifications Approach
* Forwardi ng plane detects failure at the I evel of sub-mllisecond

* Fast network notification alerts upstream nodes of failure or
congestion in real tine

* Regional or global TE steers traffic quickly to alternate |ink/
pat h wi t hout causi ng new congestion

* Result: Training continues with mninmal disruption

5. Fast Network Notifications Probl em Statenent

5.1. Information of Fast Network Notifications

The information carried in the fast network notifications, by the
originating node, can be one or nmultiple of the follow ng:

* Event Type: This can be used to indicate the type of events (e.qg.
failure, congestion, performance degradation, etc.).

* Location of Event: This can be used to indicate the |ocation where
the event occurred in the network (e.g. the identifier of the
link, the node, or the queue, etc.).

* Fine-grained Network Status information: This can include
quantifiable network nmetrics like link utilization, queue |ength,
| evel of congestion, link or node delay, jitter, packet |oss, etc.

* Path ldentification infornmation: This can be used to indicate the
path which is affected by the event.

* Flow ldentification information: This can include the
identification or the 5-tuple of a flow which is affected by the
event .

O her information related to the network status change and need to be
actioned in a tinely manner may al so be carried in the fast network
notifications. Thus there is a need to work on the informati on nodel
of fast network notifications to better understand what needs to be
carried in the notifications.
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.2. Recipients of Fast Network Notifications

Fast network notifications may be consuned by two broad forns of
recipient: (1) recipient nodes that participate directly in
forwarding or signaling, and (2) functions and applications that
consune notifications in order to optimize, nonitor, or adapt

behavi ors as depicted in the following two tables. Separating these
categories clarifies which entities are physical/l ogi cal nodes versus

whi ch are higher-1evel functional consuners.
[ s oo e s e e e
| Node Type | Role | Exanpl e Benefit |
| Adjacent Routers | Data-plane neighbors | Enable |local repair |
| / Switches | that forward packets | (e.g., FRR ECWP |
| | | adj ustnents) |
o e e e oo g e +
| Non-Adj acent | Renote upstream | Accel erated awareness
| Routers / | forwarding elenents | of failure/congestions|
| Switches | | on specific nodes |
o e e e e oo oo T o e e e e +
| I'ngress Routers | Traffic entry points | Re-map affected flows |
| / Switches | of a network | before forwarding |
| | domain | into failed regions |
Fom e e e oo o o +
| End Hosts / Edge | Opti onal | Adapt sending rate, |
| Nodes | subscribers, policy- | select alternate |
| | driven | uplinks |
o e e e oo g e +
| Network Controller| Optional | Accel erated awareness
| | subscribers, policy- | of failure/congestion |
| | driven | for global TE/ LB |
o e e e e oo oo T o e e e e +
Tabl e 1. Reci pi ent Nodes
Dong, Ed., et al. Expires 27 July 2026 [ Page 10]
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| Function /
| Application

Exanpl e Benefit |

e sty o}
Accel erated path re-
conmputation after failure

Control - pl ane
conver gence
Centralized
optim zation

| Routing Protocols
| (OSPF, 1S-1S, BGP)

| Traffic Engineering
| El enent (PCE)

Pre- comput e new pat hs |
bef ore congestion |
pr opagat es |

| Network Operators
| (NVS/ OSS)

Qper ationa
visibility
Moni t ori ng
and
prediction
Critical app
consuners

Faster troubl eshooti ng, |
earlier alerting |

| Telemetry /
| Analytics Systens

Predictive analytics, M- |
based congestion |
forecasting |

| Applications /
| Services

Al wor kl oads, financial |
apps adapt to degraded |
I'i nks |

Tabl e 2: Recipient Functions and Applications

The tabl es have three colums. The fist colum lists the type or
node or type of application/function. The second shows the exanple
of the role that the node or application/function is responsible for
within the network that could benefit fromfast network
notifications. The third colum indicates exanpl es of how fast
notification could benefit the node/application/function in filling
its role.
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| Application Pl ane |
| - Applications / Services |
| - End Hosts / Edge Nodes |

| Managenent Pl ane |
| - Operators (NVS/ OSS) |
| - Telemetry / Analytics |

| Control Plane |
| - Routing Protocols |
| - TE Controllers (PCE SDN) |

| Data Plane |
| - Adjacent Routers/Sw tches |
| - Non-Adjacent Routers |
| - Ingress Routers |

Figure 2: Notification Recipients Across Network Pl anes

As illustrated in Figure 2, the latency sensitivity of recipients
decreases as one noves fromthe data plane to the application plane.
Reci pi ent nodes (e.g., adjacent forwarding elenents, ingress routers,
etc.) often require very quick notification, while functions and
applications (e.g., routing protocols, analytics systems, NM5, etc.)
may tolerate slightly longer timescales but still benefit fromrapid
awar eness conpared to existing nechani snms. The range of recipients
of the notification depends on the type of recipients, it also
depends on what type of action is required. The nmechanismto
determne the type and range of the recipients is something that
needs further consideration

5.3. Delivery of Fast Network Notifications
Dependi ng on the position and nunmber of the recipient nodes, fast
network notifications my be sent via one of the follow ng delivery

nodes:

* Unicast directly to the recipient node
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* Milticast to a group of recipient nodes
* Hop-by-hop to a series of receipt nodes along a specified path
* Flooding in a specified range of the network

Addi tionally, recipient nodes or functions may subscribe to specific
types of notifications based on their roles or interests. A

subscri ption-based approach enabl es sel ective delivery, reduces
unnecessary signaling overhead, and ensures that each recipient
receives only the information relevant to its function. Mechanisns
supporting both delivery and subscription nmust guarantee tinely,
reliable, and secure propagation of notifications. Exanples:

* Adjacent routers subscribing to all local failure notifications

* Centralized controllers subscribing only to congestion alerts
exceedi ng defined threshol ds

* Applications or analytics systens subscribing to perfornmance
degradation events affecting specific flows or services

The nechani sns to support the above delivery node needs to nake sure
the notification is always sent to the targeted recipient nodes in a
timely manner. It could be based on existing nessagi ng and transport
mechani sms, or a new protocol may be introduced

5.4. Actions to Fast Network Notifications

Once a fast network notification is received, the recipient needs to
take appropriate actions to help mitigating the event reported in the
fast network notification. The action can be based on the
information carried in the fast network notification, or it can be
based on both the information in the notification and the information
obtained by the recipient in other ways. The action to be perforned
by the recipient may be explicitly carried in the notification, or it
may be inplicitly deternmined by the type of information carried in
the notification. Sone actions are mandatory, while sone actions can
be optional. The possible actions in response to the notification
can be, but not limted, to one or nultiple of the foll ow ng:

* Switches all traffic froma path to other avail abl e paths
* Steers specific traffic flows to alternate |inks or paths
* NMbdifies the |oad balancing ratio anong a group of paths

* Sends the notification further to other recipients
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Whet her the actions need to be explicitly indicated in the
notification, and if so, which ones, requires further consideration
It is noted that in some of the cases as described in Section 5.2,
multiple recipients may receive the sane notification, then sone
action may be taken by nultiple recipients. The sender of the fast
network notification needs to take this into consideration if sone
coordination in the actions is needed. The mechani smfor action
coordination is for further study and is out of the scope of this
docunent .

6. | ANA Consi derations
Thi s docunent has no | ANA acti ons.
7. Security Considerations

Fast network notifications, if not properly authenticated and rate-
limted, could be exploited as a vector for Denial -of-Service (DoS)
attacks. An attacker able to inject or flood spurious notifications
may trigger unnecessary re-convergence, path changes or repeated
state updates, overwhel m ng both recipient nodes and hi gher-1evel
applications. An attacker may cause the sender of fast network
notifications overwhel ned by naking sone network state flapping, so
that the node is busy with sending notifications. Fast network
notifications may reveal sensitive information about the network, in
some scenarios such informati on may be nmade visible to externa
entities, either by inspecting the notifications, or by registering
as a consuner of the notifications. |Inplenentations nust therefore
ensure integrity protection, origin authentication, and appropriate
rate controls on sending and receiving fast network notification
messages.
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