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Abst r act

Modern networks require adaptive traffic manipulation including
Traffic Engineering (TE), |oad bal ancing, flow control and protection
etc. to support applications like Al training and real-time services.
A good and tinely understanding of network operational status, such
as congestion and failures, can help inprove utilization, reduce

| at ency, and enable faster response to critical events. This
docunent describes the existing problens and why the | ETF may need a
new set of fast notification related solutions to support any high-

t hroughput, |owl atency and | ossl ess application.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunments of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.
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1. Introduction

Modern network applications, ranging fromAl training to | arge-scale
cloud services, require | ossl ess and adaptive networks to ensure
reliable, congestion-free data transfer within a single data center
or across nmultiple sites. These workl oads demand hi gh throughput,

| ow | atency, and nininmal packet |oss across dynamically shifting
traffic patterns. To meet these requirenments, networks enpl oy
mechani sms such as traffic engineering (TE), |oad bal ancing, flow
control, and protection. However, existing solutions often face
limtations in responsiveness, coverage, and operational conplexity,
particularly in high-speed, |arge-scale environnments.

Thi s docunent summarizes the limtations of existing nechanisns that
prevent rapid notification and action to critical network events,
including Iink or node failures and congestion. This docunent
descri bes why the | ETF may need a new set of fast notification
rel ated solutions to support these use cases.
[1-D. geng-fantel -fantel -gap-anal ysis] provides a gap anal ysis of
exi sting solutions and where they are deficient in supporting high
demand services. This docunent primarily focuses on describing the
pr obl em space

1.1. Requirenents Language
The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [ RFC2119].

2. dossary
FaNTEL: Fast Notification for Traffic Engi neering and Load Bal anci ng
FRR: Fast Re-Route
ECN: Explicit Congestion Notification
BFD: Bidirectional Forwarding Detection

IOAM In-situ Qperations, Adm nistration, and M ntenance
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3.

The Probl em

Current network traffic mani pul ati on mechani sns such as TE, | oad

bal ancing, flow control, and protection, has deficiencies in
providing the | ow |l atency, high-granularity responsiveness needed in
nmodern, dynam ¢ networks, at least in part due to the |ack of dynanic
network state information. This results in suboptinmal perfornmance,
lowreliability and del ayed recovery. FaNTEL is proposed as a set of
solutions to address this by enabling fast, real-tine, |ightweight
notifications that enhance the responsiveness for traffic

engi neering, congestion mtigation, and rapid failure protection
There is a denonstrable need for a standardi zed framework in | ETF to
define these fast notification mechani snms, requirenments and

i ntegration strategies.

The foll owi ng describes a summary of linmtations of existing
notification solutions:

* Sl ow Reaction: Existing control protocols (e.g., routing protocol
etc.) may be used for dissem nation of dynam c network state
information, while they usually rely on control plane based hop-
by-hop distribution, which causes delay when the recipient is
mul tiple hops away. Wth nodern high-throughput environnents (Al/
M. clusters, multi-DC WANs), this delay is often prohibitive.
Explicit Congestion Notification (ECN) [ RFC3168] needs congestion
signals to be sent back to the sender, which can be slow if the
source node is far away, and it relies on the source node to react
in the transport layer. Wat is needed is a |lightweight signaling
met hod that can provide real-tine alerts (e.g., at the |evel of
sub-10 ns) on failures, congestion, or threshold breaches,
enabling i mediate actions (e.g., in nms to 10s nms ranges) in the
networ k | ayer.

* Coarse-Grained Signals: ECN and simlar nechanisns only provide
bi nary or threshol d-based feedback, w thout granularity for rapid,
fine-tuned adjustnents. This |leads to either overreaction or
underutilization of available capacity. Wat would be useful is a
set of notifications that aren’t just "on-off" state reports but
can al so convey information |ike congestion level/utilization
i nformation, |atency spikes, queue buildup or flow
characteristics, so that it can trigger inmedi ate and precise
responses like rerouting, rate adjustnent, or protection switching
for specific flows.

* Overhead and Churn: | OAM [RFC9197] and simlar tools provide
detailed telenmetry information, but the collection and feedback
| oops are controller-centric. They cannot be used to deliver
lightweight, real-time alerts for inmediate action on specific
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4.

4.

Dong,

networ k nodes. And carrying dynam ¢ network state information in
control protocols (e.g. routing protocols) also increases the
overhead and churn of the control plane, which may have negative
impact to the core functionality of the protocol. It would be
useful to have sol utions designed to avoid the overhead and churn
i ntroduced by telenmetry flooding or route distribution, so it can
adapt to | arge-scale networks and dynamic traffic patterns (e.g.
Al wor kl oads, cloud WAN bursts).

Local -Only Deci si on Making: Current | oad-bal ancing, flowcontro
and fast reroute (FRR) techniques often act on local information
and fail to capture downstream or cross- donain network
conditions, limting their effectiveness. The Point of Loca
Repair (PLR) nakes its decision based on its |ocal view of the
topol ogy and network status. It does not know about the state of
the entire path of the backup route (e.g., if the backup path
itself is congested). It would be helpful to send fast
notifications to upstream nodes which can performthe action based
on the view of regional or global network conditions.

Scal ability Chal |l enges: Hi gh-vol une information or frequent
signaling introduces bandw dth and processi ng overhead. At scale,
this becones a bottleneck rather than a sol ution

Exanpl e: Al Training Cluster with Fiber Link Failure

Consider a large-scale AI/M training job distributed across multiple
data centers. These clusters exchange terabits per second of data
bet ween GPU nodes, requiring ultra-low | atency and hi gh throughput to
mai ntai n synchroni zati on.

In such environnents, a single fiber link failure or severe
congestion event can disrupt the entire training run, |eading to:

*

1.

Del ays in job conmpletion (hours to days for |arge nodel s)
Massi ve energy and conpute cost waste due to resynchronization

Degr aded convergence accuracy if synchronizati on wi ndows are
m ssed

Limtations of Existing Mechanisns

Today’ s mechani sms provide partial solutions but are not fast or
preci se enough for these scenari os:
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BFD [ RFC5880]: Provides fast forwarding path failure detection

It can be used for both Iink and path failure detection, while it
cannot be used to detect Iink or path congestion, nor can it
notify the failure or congestion to other nodes in the network.
BFD is preconfigured with periodi c nessage exchange, while fast
notifications needs to be event-driven. Wen the transnit
interval is set to a small value (e.g., at the level of ns),
frequent BFD nessage exchange may become a burden to sone systens.

FRR [ RFC4090] [ RFC5714] / Rout e convergence: Wthout fast
notification, the failure detection can take tens of milliseconds,
followed by either local repair (FRR) or route convergence. The
former |acks of global network situation thus may cause congestion
on the backup paths, while the latter may breach strict
synchroni zati on deadl i nes.

ECN:. Provides binary congestion feedback to the endpoints, which
is insufficient for granul ar congestion spi kes on high-speed
links, and the action can be sl ow.

Tel enetry (e.g., 10AM: Ofers detailed information, but relies on
col l ection and RTT-based feedback, which delays action

Recei ver/ Sender Flow Control: Tied to RTT or packet |oss,
unsui table for the bursty nature of Al traffic patterns.

In practice, this neans that by the time a fiber link failure is
detected and recovery nechani sns are invoked, critical GPU

synchroni zation barriers nay al ready be m ssed, forcing roll backs or
restarts of the training process.

4. 2.

How Fast Notification Hel ps

Fast notification nechanisns could i nprove the response to fiber |ink
failures and congestion in Al/M clusters:

*

Dong,

Real -Time Alerts: Nodes adjacent to the failure or congestion
could imredi ately (e.g., at 10 nms |level) send |ightweight
notifications to nodes whose fowardi ng paths can be affected.

Action-Oriented Response: Upon receiving the notification, routing
and | oad bal anci ng mechani sms could instantly shift traffic to
backup paths or alternative DC interconnects.

Granularity: Notifications could carry nore detailed information
than "link failure/congestion," e.g., indicating specific link
utilization, queue buildup or m croburst congestion, allow ng
differentiated responses to different traffic flows.
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*  Conplementary: The fast notification solutions are conpl enentary
to BFD or 1OAM it would bridge the time gap between event onset
and sl ower control plane or telenetry-driven responses, and enabl e
net wor k- wi de optim zati on.

By depl oying fast notifications, large Al/M workloads can maintain

synchroni zati on across data centers even during transient failures or
congestion, protecting job conpletion tine and resource utilization.

| Data Center A (GPU) |------- | Data Center B (GPU) |
I H gh- speed Fi ber Link |
e X (Failure) ------ +
(Failure Event)
Figure 1: Al Training Cluster with Fiber Link Failure
Exi sting Approach:
* BFD detects failure after tens of ns
* FRR causes congestion on backup paths
* Reroute/convergence del ays inmpact GPU sync
* Result: Training stalls, job wastes conpute
Fast Notifications Approach:
* BFD detects failure after tens of ns

* Fast notification alerts upstream nodes of failure or congestion
inreal tine

* Regional or global TE steers traffic quickly to Ilink w thout
causi ng new congesti on

* Result: Training continues with mninmal disruption

5. Fast Notification Probl em Statenment
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5.1. Information of Fast Notifications

The information carried in the fast notifications, by the originating
node, can be one or nultiple of the foll ow ng:

* Failure information: This can include the |location of failure, and
the type of failure.

* Fine-grained Congestion information: This can include |ink
utilization, queue length, or the |l evel of congestion, together
with the | ocation where the congestion happens.

* Fine-grained Performance information: This can include |ink or
node delay, jitter, packet loss information etc., together with
the | ocati on where the perfornance degradati on happens.

* Path identification information: This can be used to indicate the
pat h al ong whi ch one service flow is being forwarded

* Flowidentification infornmation: This can include either the
identification or the 5-tuple of a flow

O her information related to the network status and need to be tinely
actioned nay also be carried in the fast notifications. Thus there
is a need to work on the information nodel of Fast Notifications to
better understand what needs to be carried in the notifications.

5.2. Recipients of Fast Notifications

Fast notifications may be consuned by two broad fornms of recipients:
(1) recipient nodes that participate directly in forwarding or
signaling, and (2) functions and applications that consune
notifications in order to optimze, nonitor, or adapt behaviors.
Separating these categories clarifies which entities are physical/

| ogi cal nodes versus which are higher-level functional consuners.
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[ oo oo o} +

| Node Type | |

e el s s e ey s e e
I I
I I
I I

| Adjacent Routers Dat a- pl ane nei ghbors Enabl e |l ocal repair |

| / Switches that forward packets (e.g., FRR ECW |
| adj ust nent s) |
IR domemmemeeeemeaeeaaas o meeeeeeeecieaaaas +
| Non-Adj acent | Renote upstream | Accel erated awareness |
| Routers / | forwarding elenments | of failure/congestions|
| Switches | | on specific nodes |
R O +
| Ingress Routers | Traffic entry points | Re-nap affected fl ows |
| | of a network | before forwarding |
| | domain | into failed regions |
o e e e e oo oo T o e e e e +
| End Hosts / Edge | Optional | Adapt sending rate, |
| Nodes | subscribers, policy- | select alternate |
| | driven | uplinks |
IR domemmemeeeemeaeeaaas o meeeeeemeecieaaaas +
| Network Controler| Optional | Accel erated awareness |
| / PCE | subscribers, policy- | of failure/congestion |
| | driven | for global TE/ LB |
R O +

Tabl e 1: Reci pi ent Nodes
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| Function / | Role | Exanpl e Benefit |
| Application | | |
[ e —————————————— e —_——————————— Ll p——_ o
| Routing Protocols | Control-plane | Accelerated path re- |
| (CSPF, 1S-1S, BGP) | convergence | conmputation after failure |
T I ISP T +
| Traffic Engineering | Centralized | Pre-conpute new paths |
| Controllers (PCH | optim zation | before congestion |
| SDN) I | propagates I
O S I S +
| Network Operators | Operational | Faster troubl eshooti ng, |
|  (NMS/ OSS) | visibility | earlier alerting |
Tt o m e e e oo - Tt +
| Telemetry / | Monitoring | Predictive analytics, M- |
| Analytics Systens | and | based congestion |
| | prediction | forecasting |
. . e +
| Applications / | Critical app | Al workloads, financial |
| Services | consuners | apps adapt to degraded |
| | | I'inks |
o e e e e e e oo S o e e e e e e e oo +

Tabl e 2: Recipient Functions and Applications
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L +

| Application Pl ane |

| - Applications / Services |

| - End Hosts / Edge Nodes |

oo Ao +
I

- [-----mmmmm e +

| Managenent Pl ane |

| - Operators (NVS/ OSS) |

| - Telemetry / Analytics |

oo S +
I

- [-----mmmmm e +

| Control Plane |

| - Routing Protocols |

| - TE Controllers (PCE SDN) |

oo S +
I

- I +

| Data Plane |

| - Adjacent Routers/Sw tches

| - Non-Adjacent Routers |

| - Ingress Routers |

o e e e e ee—ao - +

Figure 2: Notification Recipients Across Network Pl anes

As illustrated above,
nodes (e.g.,

applications (e.g.,

the | atency sensitivity of
as one noves fromthe data plane to the application plane.
adj acent forwardi ng el enents,
often require near-instantaneous notification,
routing protocols,
tolerate slightly longer tinescales but stil
awar eness conpared to exi sting nechani sns.
of the notification depends on the type of
depends on what type of action is required.

reci pi ents decreases
Reci pi ent
ingress routers,etc.)
while functions and
anal ytics, NV5, etc.) may
benefit fromrapid

The range of recipients
recipients, it also

The nechanismto

determne the type and range of the recipients is something needs

further consideration.
5.3. Delivery of Fast Notifications

Dependi ng on the position and numnber
notifications my be sent via one of

* Unicast directly to the recipient
* Milticast to a group of recipient

Dong, Ed., et al.
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* Hop-by-hop to a series of receipt nodes along a specified path
* Flooding in a specified range of the network

Addi tionally, recipient nodes or functions nmay subscribe to specific
types of notifications based on their roles or interests. A

subscri ption-based approach enabl es sel ective delivery, reduces
unnecessary signaling overhead, and ensures that each recipient
receives only the information relevant to its function. Mechanisns
supporting both delivery and subscription nust guarantee tinely,
reliable, and secure propagation of notifications. Exanples:

* Adjacent routers subscribing to all local failure notifications

* Centralized controllers subscribing only to congestion alerts
exceedi ng defined threshol ds

* Applications or analytics systenms subscribing to perfornmance
degradation events affecting specific flows or services

The nechani sns to support the above delivery node needs to nake sure
the notification is always sent to the targeted recipient noded in a
timely manner. It could be based on existing nessagi ng and transport
mechani snms, or a new protocol nmay be introduced

6. Summary

Current network nechani sns were not designed for the responsiveness
and scal e required by todays’ dynam c environnents. Techni ques such
as | oad bal ancing, protection switching, and flow control rely on
telemetry and feedback | oops that are often too slow, too coarse, or
too resource-intensive. This results in performance bottl enecks,

del ayed recovery, and inefficiencies in |arge-scale Al, cloud, and
WAN depl oynents. A fast notification nmechanismcould help to address
these gaps by providing |ightweight, real-tinme, actionable alerts
that conpl ement existing tools and enable faster, nore accurate

net wor k management deci si ons.

7. | ANA Consi derations
Thi s docunent has no | ANA acti ons.
8. Security Considerations

Fast notifications,
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Internet-Draft FaNTEL Probl em St at emrent Cct ober 2025

10.

11.

11.

11.

if not properly authenticated and rate-linited, could be exploited as
a vector for Denial-of-Service (DoS) attacks. An attacker able to
inject or flood spurious notifications may trigger unnecessary re-
convergence, path changes or repeated state updates, overwhel m ng

bot h reci pi ent nodes and hi gher-1evel applications. |nplenentations
must therefore ensure integrity protection, origin authentication,
and appropriate rate controls on notification nmessages.
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