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Abst ract

In Al training scenarios, the current mai nstream| oad bal anci ng
technol ogy is per-flow ECMP. However, hash collision issues lead to
i mbal anced traffic distribution, adversely affecting application
per f or mance.

To address this problem this docunment proposes an enhanced ECMP
met hod that resolves | oad inbal ance caused by hash collisions. The
proposed solution effectively inproves | oad bal anci ng efficiency,
reduces network congestion, and enhances overall network

per f or mance.

Status of this Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft documents valid for a nmaxi num of six

mont hs and nmay be updated, replaced, or obsol eted by other docunents
at any tine. It is inappropriate to use Internet-Drafts as
reference material or to cite themother than as "work in progress."

This Internet-Draft will expire on Septenber 25, 2026.
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(https://trustee.ietf.org/license-info) in effect on the date of
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1. Introduction

Currently, there are two granularities for network | oad
bal anci ng: per-fl ow ECMP and per - packet forwarding.

As illustrated in Figure 1, the per-flow ECMP net hod enpl oys fl ow
characteristic-based hashing (typically using the five-tuple) to
distribute traffic across nultiple ECMP paths. This approach works
effectively in environnents with numerous small flows and absence of
el ephant flows. Its primary advantage is the elimnation of packet
reordering issues.

However, this nmethod presents limtations when dealing with either
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A limted nunmber of flows, or The presence of el ephant fl ows.

In such cases, five-tupl e-based hashing may | ead to hash collisions,
causi ng di sproportionate mappi ng of oversized flows to the sane
path. This results in suboptinmal |oad bal anci ng perfornance.

ECVP

Fl ow 1 Hash 1 S +
Flow 4 +--------- [if 1 |-----
Fl ow 7 Fommmm - +

| | -----
Fl ow 2 Hash 2 e +
Flow 5 +-------- [if 2 |-----
Fl ow 8 . +

| EEREE
Fl ow 3 Hash 3 R +
Flow 6 +------- |[if 3 |-----
Fomm - - +

| ... |-----

Fommmm - +

Figure 1 Per-fl ow ECWP

The ot her approach is per-packet forwarding. This nmethod applies
hashi ng to each individual packet, distributing traffic across
different ECMP paths, as illustrated in Figure 2. Theoretically, it
achi eves optinmal | oad-bal ancing granularity. However, it introduces
severe packet reordering within the sane flow, necessitating

addi tional nechanisns (e.g., reordering buffers or sequence
tracking) to handle out-of-order delivery. This inposes higher
demands on network infrastructure.

Packet 1 Hash 1 R +
Packet 4 +--------- [if 1 |-----
Packet 7 Fommmm - +

| [EEEEE
Packet 2 Hash 2 T +
Packet 5 +-------- [if2 |-----
Packet 8 . +

| |-----
Packet 3 Hash 3 R +
Packet 6 +------- |if3 |-----

R +

| ... [-----

ommmm - +

Fi gure 2 Per-packet forwarding
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1.

1.

In Al training scenarios, the current mainstream| oad bal anci ng
technol ogy is per-flow ECMP. However, hash collision issues lead to
i mbal anced traffic distribution, adversely affecting application
per f or mance.

To address this problem this docunment proposes an enhanced ECMP
met hod that resol ves | oad inbal ance caused by hash collisions. The
proposed solution effectively inproves | oad bal anci ng efficiency,
reduces network congestion, and enhances overal |l network

per f or mance.

Requi renent s Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in
BCP 14 [ RFC2119] [ RFCB174] when, and only when, they appear in all
capitals, as shown here

Mot i vati on

. + . +
| R11 | | R12 |
+eHe - H-H- -+ - - - H- - H#- +

[ 1| I ||

[ 1| | [

| ] RE

|| [ |

| ] o

|| I [ | |

| +---) ---------- + S )-+

| | | | | |
+-H------ #+ +-H----- #- + +--H#----H#-+
| R21 | | Re2 | |  R23 |
S SR #+ S SR #+ S SR #+

I I I I I I
+- #+ +- #+ +- #+ +- #+ +- #+ +- #+
| H1] | H2| | H3| | H4| | H5| | H6|
+- -+ +- -+ +- -+ +- -+ +- -+ +- -+

Figure 3 Al Network

Due to the unique traffic patterns in Al training networks -
characterized by a limted nunber of flows - achieving bal anced | oad
di stribution becones challenging. Traditional flow based |oad
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3.

bal ancing strategies often result in uneven traffic distribution,
potentially | eading to network congestion. Wil e packet-based
approaches can mtigate this inbalance to some degree, they

i ntroduce packet reordering issues as flow packets may traverse
different paths, requiring additional network-Ievel reordering
mechani sns.

Thi s docunent proposes two enhanced ECMP met hods to address the | oad
i mbal ance issue in Al training networks and inprove the overal
net wor k perf or mance.

Sol ution

3.1. ECMP based on source ingress interface

Group the ingress interfaces for traffic, assign an ECMP nunber to
the interfaces within the sanme group, and then perform ECMP hashi ng
based on this ECMP nunber. This nmethod is suitable when the
forwarding traffic size for each ingress interface is roughly the
sarre.

ingress-interace 1 -> group-id 1 -> ECMP | ndex 1——--:_i;%_i_+
i ngress-interace 2 -> group-id 1 -> ECVWP I ndex 2----> TEE_é___r
ingress-interace 3 -> group-id 1 -> ECVMP Index 3----> r;;-é---r
ingress-interace 4 -> group-id 1 -> ECVMP | ndex 4----> FEE_Z___F
ingress-interace 5 -> group-id 2 -> ECWP I ndex 1----> r;;_i---r
ingress-interace 6 -> group-id 2 -> ECVMP | ndex 2----> r;;-é---r
ingress-interace 7 -> group-id 2 -> ECVMP | ndex 3----> r;%_é___r
ingress-interace 8 -> group-id 2 -> ECVP I ndex 4----> TEE_A___T
to------ +

Fi gure 4 ECMP based on source ingress interface

As shown in Figure 4 above, the eight ingress interfaces are divided
into two groups, with four interfaces in each group

Wthin each group:
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* The ingress interfaces are assigned ECMP nunbers 1, 2, 3, and 4
respectively.

* ECMP hashing is perforned based on these assi gned ECVMP nunbers to
sel ect correspondi ng egress interfaces for forwarding.

For traffic entering through the four ingress interfaces in Goup 1:
Different egress interfaces are selected for forwarding (four
di stinct paths)

Simlarly, for traffic entering through Goup 2's four ingress

interfaces: Different egress interfaces are selected for forwarding
(four distinct paths)

3.2. ECMP based on egress G ouping

+----- + +----+ Egress
| Spine|------- | Leaf | - - - - Host
I ngress I +----- + 0\ +----+
t----+ ] +----- +/ \+----+ Egress
Host ----|Leaf|/----|Spine|------ | Leaf| - - - - Host
+-- - -4\ +----- +\ [ +----+
V' + \/ +----+ Egress
\ | Spine|[------ | Leaf | - - - - Host
+- - - - - + E p——

Figure 5 ECMP based on egress G ouping

As shown in the figure, the source HOST connects to the source Leaf

via an Ingress interface, while the destination HOST connects to the
destination Leaf through an Egress interface. Multiple ECMP (Equal -

Cost Multi-Path) |inks exist between the Leaf switches and nultiple

Spi ne devi ces.

To i nprove | oad-bal ancing distribution uniformty, the ECWP
interfaces connecting to nultiple Spine devices are grouped on the
source Leaf. This grouping can be configured on the Leaf device. For
exanple, if there are 128 equal -cost |inks between the source Leaf
and Spine devices, they can be divided into groups of 4 interfaces
each (Goup 1. interfaces 1-4; Goup 2: interfaces 5-8, etc.).

For traffic |oad balancing, flows are first mapped to specific
groups based on their location information (flows with the sane

| ocation information are assigned to the sane group), and then hash-
based | oad bal ancing is perfornmed w thin each group.
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The location information used for group nmappi ng can be either the
source’s Ingress interface or the destination’s Egress interface.

By inpl enenting fine-grained grouping of ECMP interfaces, this
solution achieves nore uniformtraffic |oad distribution, thereby
addressing current issues of inbalanced | oad sharing and fl ow

col l'i si ons.

Mappi ng to S Rout e(wi t h egress group-id)
to-mm - - +Goup ID +----- + t------ +
| I ngress|------------- | Spine|----- | Egress|------ egress
| Leaf | | | | Leaf |
S +--- - - + +--- - - =+

Figure 6 Route carries renote egress group-id attribute

Ecmp G oup- -
| --Sub Goup-id 1 --------- (if-21,if-2, if-3,if-4)
| --Sub Group-id 2 --------- (if-5,if-6, if-7,if-8)

Figure 7 Grouping interfaces within an ECMP G oup

First, as shown in Figure 6, when the Egress Leaf advertises a
route, it carries the egress group index, which can be conposed of
the |l ocal device' s router-id and group-id (see Section 4 for
details).

On the Ingress Leaf, the ECWP egress interfaces toward the Spine
devices are grouped (as illustrated in Figure 7).

When the Ingress Leaf receives a route, it extracts the renote
egress group index carried in the route. It then maps this renote
egress group index to a |local ECMP subgroup index, effectively
directing traffic to the correspondi ng subset of interfaces for

f orwar di ng.

This ensures that flows destined for different renpte addresses are

| oad- bal anced across di fferent ECMP subgroups, inproving
distribution granularity. Refer to Figure 8 for details.
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F oo oo ey oo oo s s e )
| Dest | Renot e | Local I ndex | ECWP interfaces |
| | Attribute | | |
B Sty s e e el e ety
| route-1 | Egress G oup |Local ECW | (if-1,if-2, if-3,if-4)]
| | I ndex 1 | Sub Group I ndex 1 |
F oo oo ey oo oo s s e )
| route-2 | Egress G oup |Local ECW | (if-5,if-6, if-7,if-8)]
| | I ndex 2 | Sub Group I ndex 2| |
B Sty s e e el e ety
I I I I I
B s b ool s oo e s s =}
Fi gure 8

4. Protocol Extension

Thi s docunent defines a new extended comunity attribute type to
carry the ECVP I D associated with a route. The I D conprises a 4-byte
Router ID and a 2-byte G oup-1D. The format is as follows:

2
+
-t -

Router I D GroupID |
B e e S S e i T eI i S S e e s Tk ok STt S S S e e S TR

Figure 10 ECVWP G oupl D Ext ended Conmunity

0
0
+
I

+
I

+-

Sub- Type: BGP_EXT- COVM ECMP- GROUPI D ( TBD)
Val ue Structure:
Local BGP RouterlD (4 bytes)
ECMP- Group- 1 D Val ue (2 bytes)
5. Security Considerations
TBD.
6. | ANA Consi derations

Regi stry Name: Transitive BGP_EXT- COVM ECMP- GROUPI D
Conmuni ty Sub- Types

TBD: BGP_EXT- COVM ECMP- GROUPI D

Cheng, et al. Expi res Septenber 25, 2026 [ Page 8]



Internet-Draft Enhanced ECMP for Al Network March 2026

7. References

7.1. Normative References
TBD.

7.2. Informational References
TBD

Aut hors’ Addr esses

Wi gi ang Cheng

Chi na Mbile

Bei jing

Chi na

Emai | : chengwei gi ang@hi nanobi | e. com

Changwang Lin

New H3C Technol ogi es

Beijing

Chi na

Emai | : |inchangwang. 04414@3c. com

Cheng, et al. Expi res Septenber 25, 2026 [ Page 9]






