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Abstract

Thi s docunent defines benchmarki ng term nol ogy, nethodol ogi es, and
Key Performance Indicators (KPIs) for eval uating Ethernet-based Al
training network fabrics.

As | arge-scale distributed Al/M training clusters grow to tens of
thousands of accel erators (GPUs/ XPUs), the backend network fabric
becones the critical bottleneck determning job conpletion tine
(JCT), training throughput, and accelerator utilization

Thi s docunent establishes vendor-independent, reproducible test
procedures for benchmarking fabric-1evel performance under realistic
Al training workl oads, covering RDMA RoCEv2 transport, the Utra

Et hernet Transport (UET) protocol defined by the UEC Specification
1.0 [UEC-1.0], congestion nanagenent (PFC, ECN, DCQCN, CBFC), | oad
bal anci ng strategies (ECVMP, DLB, packet spraying), collective
communi cation patterns (Al Reduce, AlltoAll, Al Gather), and scal e/
soak testing.

The net hodol ogy enabl es direct, reproducible conparison across
different switch ASICs, vendor inplenentations, N C transport stacks
(RoCEv2 vs. UET), and fabric architectures (2-tier Cos, 3-tier Cos,
rail-optinized).

About Thi s Docunent
This note is to be renoved before publishing as an RFC
The latest revision of this draft can be found at
https://fcal abri.github.io/bmng-ai-fabric-training-bench/draft-
cal abri a-bmng-ai -fabric-traini ng-bench. htm. Status information for

this docunment may be found at https://datatracker.ietf.org/doc/draft-
cal abri a-bmng-ai - fabric-traini ng-bench/.
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Di scussi on of this docunent takes place on the BMAG Wirki ng G oup
mailing list (mailto:bmw@etf.org), which is archived at
https://mail archive.ietf.org/arch/browse/bmvg/. Subscribe at
https://ww.ietf.org/ mailman/listinfo/bmvg/.

Source for this draft and an issue tracker can be found at
https://github. com fcal abri/bmg-ai-fabric-trai ni ng- bench.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working documents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft documents valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”

This Internet-Draft will expire on 23 Cctober 2026.
Copyright Notice

Copyright (c) 2026 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Legal
Provisions Relating to | ETF Documents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these docunents carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded without warranty as described in the Revised BSD License.
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1. Introduction

The rapid growth of distributed AI/M training workl oads has
fundanmental | y changed the performance requirenents for data center
network fabrics. Unlike traditional data center traffic
characterized by diverse flow sizes and protocols, Al training
wor kl oads generate highly synchroni zed, bandwi dt h-intensive, east-
west traffic patterns dom nated by collective comruni cation
operations (Al Reduce, AlltoAl, Al Gather). These workl oads inpose
uni que demands: |ossless transport (via RoCEv2 over RDMA), ultra-Iow
tail latency, near-perfect |oad bal ancing across all fabric paths,
and the ability to absorb coordinated mcro-bursts fromthousands of
accel erators sinmul taneously.

Exi sti ng BMAG net hodol ogi es, while foundational, do not adequately
address the characteristics of Al training fabrics. [RFC2544]
defines benchmarking for general network interconnect devices but
does not account for RDMA transport semantics, collective

conmuni cati on patterns, or the uni que congestion dynam cs of GPU-to-
GPU traffic. [RFC8238] and [ RFC8239] establish data center
benchmar ki ng term nol ogy and net hodol ogy but predate the Al fabric
par adi gm and do not address RoCEv2-specific behaviors such as
Priority Flow Control (PFC) interactions, DCQCN congestion contro
conver gence [ DCQCN- PAPER], or the inpact of |oad bal ancing strategies
on Job Conpletion Time (JCT). |Industry experience deployi ng RoCEv2
at scal e [ META-ROCE] further highlights the need for standardized
benchmar ki ng net hodol ogy.

The EVPN benchmar ki ng net hodol ogy [ EVPN-BENCH] provides a structura

tenpl ate for service-oriented benchmarking but is scoped to L2VPN
services rather than RDVA fabrics.
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This docunent fills the gap by defining a conprehensive benchnmarki ng
met hodol ogy specifically designed for Al training network fabrics.

1.1. Requirenents Language

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMVENDED', "MAY", and
"OPTIONAL" in this document are to be interpreted as described in
BCP 14 [ RFC2119] [RFCB174] when, and only when, they appear in all
capitals, as shown here.

1.2. Scope and Applicability

Thi s docunent applies to Ethernet-based Al training backend network
fabrics enmpl oyi ng RoOCEv2 and/or UEC U tra Ethernet Transport (UET)
protocols. The scope includes |eaf-spine (2-tier Cos) and | eaf-
spi ne-superspine (3-tier C os) topol ogies.

I nfiniBand fabrics are explicitly *out of scope*, though many KPIs
defined herein may be adapted for |B benchmarking by future
docunents. The DUT is the network fabric itself (the collection of
swi tches and interconnecting links), not individual accelerators or
host NI Cs, though host-side configuration MJST be docunented as it
materially affects results.

The DUT boundary for all neasurenents in this docunent is the NICto-
NI C Et hernet fabric segnent. |Intra-node comunication (NVLink, PCle)
and | ndividual GPU accel erator performance are explicitly out of
scope. Collective operation neasurenents (All Reduce, All Gather,

Al ToAIl) are measured at the Ethernet fabric boundary; intra-node
NVLi nk contributi ons MJUST be reported separately when characteri zing
wi de- EP or nulti-node onfigurations.

The net hodol ogy is designed for controlled | aboratory environnents
per the BMAG charter; it is NOT intended for production network
neasur enent .

1.3. Relationship to Existing BMAG Wirk

Base terninol ogy for network benchmarking; terns |
reused herein |

Base met hodol ogy; throughput/latency/loss tests |
| | adapted for RDVA |
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| [ RFC2889] | LAN switching nethodol ogy; MAC | earning concepts |
| | adapted for ARP/ND scal e |
S S +
| [ RFC8238] | Data center term nology; buffer, congestion, and |

| m croburst terns extended |
S o m m e e e e e e e e e e e e e e e e e e e e e eee e +
| [ RFC8239] | Data center methodol ogy; line-rate and buffer |
| | tests adapted for RoCEv2 |
S S +
| [ RFC9004] | Back-to-back frame updates; burst absorption |
| | nethodol ogy referenced |
S o m m e e e e e e e e e e e e e e e e e e e e e eee e +

[ LLM BENCH| Conpl ement ary document benchmarking the inference

I I
| serving stack. Treats the network as opaque SUT. |
| This document benchmarks the fabric itself. The |
| two docunments MAY be used together but MUST NOT |
| be conmbined in a single benchmarking report |
| without explicit section demarcation. |

| [UEC 1.0] | UET protocol specification; transport services, |
| | congestion control, and |ink-layer enhancenents |
| | benchmarked in Section 6 |
Tabl e 1. Rel ationship to Existing BMAG Wor k
2. Term nol ogy and Definitions
The following terns are defined for use in this docunent. Were a

termoverlaps with [ RFC1242] or [RFC8238], the definition herein
t akes precedence in the context of Al fabric benchmarking.

[S peemesfoms b bemsoe s esoepssesos s es ey emsesoss s os s os s es s os s ee s es ee s e s e s s s e e
| Term | Definition |
S s e e e e s s s s s s s s s s s s s s e e e s s s s s s e e s s s s
| *Al Fabric* | The dedi cated Ethernet backend network |
| | interconnecting accelerators (GPUs/ XPUs) for |
| | distributed Al training, typically a non- |
| | bl ocking dos topol ogy runni ng RoCEv2 |
S oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| *JCT* (Job | The wall-clock duration fromstart to

| Conpl etion | conpletion of a training job, inclusive of |
| Tine) | all conputation and conmuni cation phases |
o m e e e oo - o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| *DUT Fabric* | Al leaf switches, spine sw tches, superspine |
| | switches (if applicable), and interconnecting |
| | links formng the Al training fabric |
o o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
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*Roof | i ne
JCT*
*JCT Rati o*

*BusBW ( Bus
Bandwi dt h)

*| ncast
Rat i o*

*MVRY (Max-
Mean Rati o)

*PFC Pause
Event *

*ECN Mar ki ng
Rati o*

*Col | ective
Qper at i on*

Spray*

*Zer o- | npact
Fai | over*

*UET* (Utra
Et her net
Transport)
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Theoretical mnimum JCT assumni ng perfect |
(zero-contention) network behavior |

_______________________________________________ +

Measured JCT / Roofline JCT; 1.0 =
overhead; >1.0 =

no network |
fabric inefficiency |

Ef fective per-accel erator throughput; |
al go_factor is collective- and al gorithm |
specific (see Section 9). Reports MJST state |
collective type, algorithm and al go_factor |

RDVMA comruni cati on endpoi nt (Send Queue + |
Recei ve Queue); nultiple QPs per src-dst pair |
i ncrease ECMP entropy |

Rati o of senders to receivers (e.g.,
i ncast) |

FIl ow count on nost-loaded link / average flow |
count; quantifies ECMP inbal ance (1.0 =
perfect) |

Single PFC PAUSE frane transnitted on a |
priority class |

% of packets marked with Congestion
Experienced (CE) over a measurenent interval |
Coor di nated cross-accel erator comuni cation: |
Al | Reduce, AlltoAl, Al Gather |

Data Center Quantized Congestion |
Notification: ECN + PFC for end-to-end |
congestion control with RoCEv2 |

Load bal anci ng distributing individual |
packets across all ECMP paths; maxim zes |
utilization but may cause reordering |

Dynam c¢ Load Bal ancing using fl ow et

detection; reroutes traffic at flow idle gaps |
Sub- m crosecond pat h convergence upon |ink/
switch failure with no measurabl e JCT inpact

Connectionl ess RDVA transport defined by UEC
Spec 1.0; designed as next-generation
repl acenent for RoCEv2
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S RIS I ''““rrrrrwee———— +
| *PDC* (Packet | Epheneral, connectionless UET transport |
| Delivery | endpoint; anal ogous to but distinct froman

| Context) | RDVA QP |
S I O +
| *ROD* | Reliable Ordered Delivery: UET service |
| | semantically equivalent to RoCEv2 RC node |
o m e e e oo - o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| *RUD* | Reliable Unordered Delivery: UET service |

| | enabling native packet spray without receiver
| | reorder buffer overhead |

oo - o m o oo +
| *RUDI * | Reliable Unordered Delivery for |denpotent
| | operations; sinplified retransm ssion for |
| | RDVA Wites |
S oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| *UUD* | Unreliable Unordered Delivery: best-effort

| | UET service for telenmetry/specul ative |
| | operations |

o m e e e oo - o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| *LLR* (Link | Optional UEC per-hop error recovery (sub- |
| Layer Retry) | microsecond) at the Ethernet |ink |ayer
oo o m m e e e e e e e e e e e e e e e e e e e e e eeee—oon +
| *Packet | Optional UEC enhancenent; congested switches

| Trinmm ng* | transmit packet header only instead of |
| | dropping the full packet |
T oo e m e e e e e e e e e e e e e e e e e m e e e e e ee— o +
| *CBFC* | Optional UEC per-destination flow control; |

| (Credit-Based | alternative to PFC that avoi ds head-of-1line
| Flow Control) | blocking |

oo o m o e o e eeaaoo-- +
| *UEC Profile* | Defined UET feature subset: Al Base, Al Full, |
| | or HPC |
S oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| *Entropy | Explicit per-packet UET field for ECVP path |
| Val ue* | selection; inproves nmultipath utilization vs.

| | 5-tuple hashing |
o m e e e oo - o m e e e e e e e e e e e e e e e e e e e e e e emamao o +

Tabl e 2: Term nol ogy and Definitions
3. Test Topol ogy and Architecture
3.1. Reference Fabric Topol ogi es
Three reference topologies are defined. Al tests MJIST specify which

topol ogy is used. Results obtained under different topol ogies are
NOT directly conparable w thout normnalization
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3.1.1. Topology A: 2-Tier C os (Leaf-Spine)

| Spinel | | Spine2 | | Spine3 | | SpineN |
R i I e T e e i S = i
| | | [ | |
| ] Ful I Mesh Interconnect | ]
| (ECMP /| DLB / Spray) |

= ol T e S S T T e e
| Leaf 1| | Leaf 2 | | Leaf 3 | | Leaf N |
= o I S e T S e i i i = I

| | | | [ | [ |
[GPU XPU] [GPU XPU] [GPU XPU [ GPU XPU|
Hosts w Hosts w Hosts w Hosts w
RoCEv2 NI C RoCEv2 NI C

Figure 1. Topology A. 2-Tier C os (Leaf-Spine)
The DUT boundary enconpasses all |eaf and spine switches and their
interconnecting links. Traffic generators or actual GPU hosts
connect at the |eaf |ayer.

3.1.2. Topology B: 3-Tier O os (Leaf-Spine-Superspine)

For clusters exceedi ng thousands of accel erators, a superspine |ayer
is added. Each pod consists of a |eaf-spine fabric; pods
i nterconnect via superspine switches. This topology scales to
32, 000+ accelerators at 800GbE with current-generation ASICs. The
DUT boundary enconpasses all three tiers.

3.1.3. Topology C. Rail-Optim zed
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SPI NE LAYER

Fomm e - o - + Fo-mm - - - + Fo-mm - - - + Fo-mm - - - +

| Spinel | | Spine2 | | Spine3 | | SpineN |

T T S S e o i

| Ful | Mesh Interconnect (ECWVP/ Spray) |

T I kT T i e

| Rail-0 | | Rail-1] | Rail-2 | | Rail-7 | RAIL (LEAF) LAYER
| Leaf | | Leaf | | Leaf | | Leaf | one switch per NIC

T T T S S

| | | ||
NGO NGO NCG1 NG1NGC2NG2NGC7 NC7
I I I I

S S SR S SRR S SRR +
| Host A | | Host B| | Host C| | Host D| GPU HOSTS

| GPUO] | | GPUO] | | GPUO]l | | GPUO] | (each host has
| GPU1] | | GPUL] | | GPUL] | | GPU 1LY | 8 NI Cs, one

| ... | | ... | | ... | | ... | per rail)

| &PU7 | | U7l | | U7l | | YT |

S S SR S SR S SR +

| <------ Rail-0 ------- >| | <-Rail-7->|

Figure 2: Topology C. Rail-Optim zed

In rail-optimzed topol ogies, each NIC on a nulti-N C host connects
to a dedicated leaf switch ("rail"), co-optimzing network locality
with the collective comrunication library (NCCL/ RCCL). The DUT
boundary and rail mappi ng MUST be fully docunent ed.

3.2. Device Under Test (DUT) Identification

| Parameter | Description | Exanple |
[S plemesfomsbomsemsoms e esos s ese e s emsssesse s es s es e es s es e os ey e ose s s s e ps s fs ey o}
| Switch | Vendor nane, product | Vendor Family Mbdel |
| Vendor/Model | famly, nodel numnber | |
oo s o m e e e e i oo o +
| Switch ASIC | Silicon vendor, ASIC | Silicon Vendor ASIC |
| | famly, revision | Family Rev |
o e e - o e e e e e e oo o e e e e +
| NOS Version | Network operating | NOS Nane Version |
| | system name and version | |
oo s o m e e e e i oo o +
| Port Speed | Per-port line rate | 400GbE, 800GhE |
S St Tt +
| Buffer | Shared/dedi cated, total | 32MB shared + 16MB |
| Architecture | buffer per ASIC port | VOQ per port |
oo s o m e e e e e e aao o e +
| Optics/ | Transceiver type, cable | OSFP 400G DR4, DAC 3m |

Cal abria, et al. Expi res 23 COctober 2026 [ Page 10]



I nt

3. 3.

3. 3.

Cal

ernet-Draft Al Fabric Bench April 2026

| Cables | type and Il ength | copper |
S St Tt +
| NIC Vendor/ | RDMA NI C vendor, nodel, | N C Vendor Mbdel |
| Model | firmare | Speed |
. e O +
| NNC Firmvare | NIC firnware version | Firmvare Version |
. o mmemeeeeeeaccaeaaaas Fom e meeeeeemeecieaaaas +
| Host Config | OS, CCL lib version, | OS Version, CCL |
| | driver, BICS settings | Version, OFED Version |
R o e e e e e e e e oo oo o e e e e e e oo +

Tabl e 3: DUT Identification Paraneters
Traffic Generator Requirenents
1. Mandatory Functional Capabilities

The traffic generator MJST support: RoCEv2 transport enul ation (QP
establishment, RDVA Wite/Read, ECN processing, DCQCN rate control);
configurable QP scaling (1-256 QPs per source-destination pair);
programuabl e col | ective comruni cati on patterns (Al | Reduce, AltoAll,
Al'l Gather with configurabl e nessage sizes); and nanosecond-preci si on
ti mest anpi ng.

2. M nimm Measurenment Accuracy Requirenents
[} i ———————————— s —p—_———r
| Paraneter | M ni mum Requi r enment |
[ ey el
| Tinmestanp accuracy | <= 100 nanoseconds |
o meemeemeeeeaeiaeaaaas T +
| Frane rate accuracy | +/- 0.1% of specified rate |
o e e e e e e oo o e e e e e e e e e e e e e e +
| QP scaling range | 1 to 256 QPs per src-dst pair |
. . +
| Message size range | 1 KBto 8 GB |
oo meemeemeeeeaeiaeaaaas T +
| Flow counter resolution | Per-flow byte and packet counts |
o e e e e e e oo o e e e e e e e e e e e e e e +
| Loss neasurenent | O ppmresolution |
e . +
| Burst generation | 1-1000 franes at line rate |
oo mmemeeeemeeeiaeaaaas T +

Tabl e 4: M ni nrum Measurenment Accuracy Requirenents
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3.3.3. Acceptable Inplenmentations

4.

The platformused MIJST be identified in all test reports.

*(a) Hardware Traffic Generator* — dedi cated hardware capabl e of
line-rate RDVA enul ati on neeting Section 3.3.2 accuracy requirenments.
Suitable for point-to-point RDVA tests (Sections 5 and 6). For
collective tests (Section 9), the following limtations MJST be
docunent ed: whet her synchroni zation barriers are reproduced, whether
flow patterns are schedul e-driven or gradi ent-driven, and whether
straggl er behavi or is nopdel ed.

*(b) Accelerator Cluster* — cluster running an actual collective
comruni cation library with RDVA tooling. Preferred for Section 9
col l ective benchmarks. Host configuration (accel erator nodel,
collective library nanme and version, PCle topology, BIGS power
managenent settings) MJST be docunented. Any non-fabric overhead in
ti mng nmeasurenments MJUST be quantified and reported separately.

When a hardware generator is used for collective benchmarks, results
SHOULD be cross-validated agai nst an accel erator cluster at one or
nore overl appi ng (message_size, N) configurations.

Di screpanci es exceeding 10%in BusBWor JCT Ratio MJST be
i nvestigated and reported.

KPI Framework and Metrics Taxonomy

Target values in this section are NON-NORMATIVE illustrative
reference points derived fromcurrent industry practice. They do
NOT constitute benchmarki ng acceptance criteria. Per BMAG
charter, defining acceptance criteria is explicitly out of scope.
I mpl enenters MAY use these val ues as contextual references; they
MUST NOT be used as pass/fail threshol ds.

Primary KPIs

| KPI | Unit | Definition | Reference |
I I I | Target (Non- I
| | | | Nornative)
| Job | seconds | wall-clock tine for | Mnim ze |
| Conpl eti on| | benchmark iteration | |
| Time (JCT)| | (conpute + | |
| | communi cation) | |
S oo Fom e e e e e oo s o e e e oo +
| JCT Ratio | dinensionless | Measured JCT / | <= 1.05 (<= |
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| | | Roofline JCT | 1.15
| | | | acceptabl e) |
TS T o e e e e e oo - o e e e oo +
| Bus | CGops/ | Effective per- | >= 90%of NIC |
| Bandwi dt h | accel erator | accel erator | line rate |
| (BusBW | | throughput during | (intra-pod) |
| | | collective; | |
| | | algo_factor is | |
| | | collective- and | |
| | | algorithmspecific; | |
| | | see Section 9. | |
| | | Reports MUST state | |
| | | collective type, | |
| | | algorithm and | |
| | | al go_factor | |
TS S o e e e e m oo oo o e e e e oo +
| Aggregate | Thps | Total fabric | >= 95% of |
| Thr oughput | | goodput during | bisection BW |
| | | collective phase | |
Fomm oo - o m e e e oo - Tt o e e e e oo - +
| Packet | ppm | Franes lost end-to- | O ppm |
| Drop Rate | | end not | (1 ossless) |
| | | retransnmitted | |
S o o e e e e oo s o e e oo +
| Tail | us | 99th/99.9th | Mnimze |
| Lat ency | | percentile one-way | |
| (P99/ | | fabric |atency | |
| P99.9) I I I I
S oo Fom e e e e e oo s o e e e oo +
Table 5: Primary KPIs
4.2 Secondary KPI's

[ ey Ll ey et

| KPI | Unit | Definition |

| ECN Mar ki ng | % | Percentage of packets marked |

| Ratio | | CE over neasurenent interval |

S S o mm e e e e e e a— oo oo +

| PFC Pause | events/sec | Rate of PFC PAUSE franes per |

| Count | | priority per port |

o a o oo o m e e e e e e aaa oo +

| PFC Pause | us | Curul ative tine a port is in |

| Duration | | PFC- paused state per interval |

S S o mm e e e e e e a— oo oo +

| RDVA | retx/sec | NIC1level retransm ssions due |

I

| Retransm ssion | to tineouts or NAKs |
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| ECVP I nbal ance | di nensionless | Max-Mean Ratio of flow counts |

| (MWR) | | across parallel uplinks |
o a o oo o m e e e e e e e aaao o +
| Jain Fairness | 0.0-1.0 | Fairness of traffic |
| I'ndex (JFI) | | distribution; 1.0 = perfect |
oo o - o m e e e oo - o e e e e e e e meme oo +
| Queue Depth | bytes or | 95th percentile and maxi num |
| (P95/ Max) | cells | egress queue occupancy per |
I I | port

o a o o o m e e e e e e aaao o +
| Congestion | us | Tinme from congestion onset to |
| Control | | DCQCN rate stabilization |
| Convergence | | |
S S o mm e e e e e e a— oo oo +
| Qut-of-Order | pkt/sec | Packets delivered out of |
| Packet Rate | | sequence (relevant for packet |
I I | spray)

oo o - o m e e e oo - o e e e e e e e meme oo +
| CTS/ACK Delay | us | Delay for control messages |
| | (dear-to-Send, ACKs)
o a o oo o m e e e e e e e aaao o +

4. 3. Fabric Heal th | ndi

| I'ndicator

[ oo
| Switch CPU

| Utilization

| Switch Menory
| Utilization

| Convergence Tine

| CRC/I FCS Error
| Rate

| Power

+
I
+
I
|
+
I
I
+
| FIB/ Route |
|
+
I
I
+
I
|
+
_ I
| Consunption |

Cal abria, et al.

Tabl e 6: Secondary KPIs

cators

sec

e sty
Definition |
:::::::::::::::::::::::::::::::::::+
Aver age and peak CPU usage on DUT |
control plane during test |
___________________________________ +
Average and peak nenory usage, |
i ncludi ng FI B/ MAC t abl e occupancy
................................... +
Time to converge routing after |
t opol ogy change |
___________________________________ +
Spurious link state changes |
during test period |
................................... +

Physi cal layer errors indicating
cable or optics issues |
___________________________________ +

Per-swi tch and per-port power |
draw under test | oad
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Table 7: Fabric Health Indicators
5. Test Category 1: RDVA Transport Benchmarks
These tests establish baseline fabric performance for RDVA traffic
i ndependent of collective conmunication patterns. They extend
[ RFC2544] and [ RFC8239] met hodol ogy for RoCEv2 senanti cs.
5.1. Baseline Throughput

*Obj ective:* Determ ne the maxi mum sustai nable RDVMA Wite throughput
through the DUT fabric at each tested message size.

*Procedure: *
* Configure N host pairs, each establishing Q Queue Pairs per pair
* Initiate RDMA Wite operations and measure aggregate goodput
*  Test MUST run for at |east 60 seconds at each rate
* Binary search per [RFC2544] Section 26.1 SHOULD be used
* Message sizes: 64B, 256B, 1KB, 4KB, 64KB, 256KB, 1MB, 4MB
* QP counts: 1, 4, 16, 32 per src-dst pair
* Test both unidirectional and bidirectional traffic
*Reporting:* Report aggregate throughput (Tbps), per-port utilization
(%9, and throughput efficiency (measured/theoretical). Present as
tabl e i ndexed by nmessage size x QP count, and as graph (nmessage size
on X-axis).

5.2. Latency Characterization

*Obj ective:* Determ ne one-way and round-trip RDVA | at ency
distribution at the throughput rate from Section 5.1

*Procedure: *

* Inject tagged frames at 60s into a 120s stream (per [ RFC2544]
Section 26. 2)

* Nanosecond- preci si on ti nestanpi ng
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*  MJST report: mn, nean, P50, P95, P99, P99.9, max
* Repeat at least 20 tinmes; report averages

* Test under both zero-load (single QP) and | oaded (full fabric
utilization) conditions

*Reporting:* Tabul ate | atency statistics per nessage size. Provide
hi st ogram and CDF plot. Report |atency increase factor (l|oaded/
unl oaded).

5.3. Back-to-Back Burst Absorption
*Obj ective:* Characterize the DUT fabric's ability to absorb back-to-
back RDVA bursts without |oss, extending [ RFC9004] net hodol ogy for
RoCEv?2.
*Procedure: *
* Transmt bursts at line rate with minimuminter-frame gap
* Increase burst length until first franme |loss is detected
* Test incast ratios: 2:1, 4:1, 81, 16:1, 32:1
* Repeat at |least 50 tines per burst length
*Reporting:* Report burst absorption capacity (frames and bytes) for
each nessage size and incast ratio. Plot burst capacity vs. incast
ratio.

6. Test Category 1A: UEC Transport Protocol Benchmarks
The U tra Ethernet Consortium (UEC) Specification 1.0 [UEC 1. 0]
defines UET, a connectionless RDVA transport designed to replace
RoCEv2 for AlI/HPC workl oads. Al UET tests use the libfabric API
[ LI BFABRI C] and run on UEC 1.0-conpliant NI Cs.

The UEC compliance profile (Al Base, Al Full, or HPC) used during
testing MUST be docunent ed.

6.1. UET Throughput by Transport Service
*Obj ective:* Determ ne maxi num sust ai nabl e t hroughput under each UET

transport service (ROD, RUD, RUDI, UUD) and compare to RoCEv2 RC/ UC
on the same DUT fabric.
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6

2

*Procedure: * Use UEC 1.0-conpliant NI Cs; establish PDCs; use
libfabric fi_wite. Apply binary search ([ RFC2544] Section 26.1).
Vary PDC counts: 1, 4, 16, 32. A parallel RoCEv2 test series MJIST be
executed. Both unidirectional and bidirectional configurations MJST
be tested.

*Reporting tenplate:*

| @1mvB

| @4mB I I I I I I I

| Efficiency | (meas) | (nmeas) | (neas) | (meas) | (neas) | (meas)
| (%I1ine |
| rate) I I I I I I I

| Max I
I I
| PDC QP |
| Count |

Tabl e 8: UET Throughput by Transport Service
UET Latency Characterization

*Obj ective:* Measure |atency distribution for UET transport services;
quantify differential vs. RoCEv2, with particular attention to
connecti onl ess PDC establishment overhead.

*Procedure: * Measure |latency for: (a) steady-state PDC transfers; (b)
first-packet latency (PDC + first data packet, measuring "data before
handshake"); (c) zero-load baseline. Test ROD and RUD separately to
i solate reordering-rel ated | atency.
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*Reporting:* Tabul ate | atency statistics per (transport_service,

message_si ze, load_condition) tuple. Plot

UET RUD, and RoCEv2 RC si de-by-si de.

| at ency CDF for

6.3. Packet Spray Efficacy Under UET RUD

UET ROD,

*Objective:* Quantify the | oad bal ancing i nprovenent achi eved by
UET' s native per-packet spray with RUD, which elimnates the receiver

reorder buffer constraint.

*Procedure: * Test four configurations:
* UET RUD + packet spray

* UET ROD + packet spray

* RoCEv2 RC + packet spray

* RoCEv2 RC + standard ECMP (baseline)

Measure MVR, JFI,
and effective goodput.

out - of -order delivery rate,

Vary ECVWP paths: 4, 8, 16, 32.

*Reporting tenplate:*

retransm ssion rate,

[ s el el ool sl ool sl ]
| Load Balancing | MWR | JFI | OCO | Retx | Effective |
| Config | | | Rate | Rate | Goodput (% |
[ e p——p Cpp———— ey sy g <t
| UET RUD + | (meas) | (meas) | (neas) | (neas) | (neas) |
| Packet Spray | | | | | |
o e e e e e o B B B B o e e e e oo o +
| UET ROD + | (meas) | (meas) | (neas) | (neas) | (neas) |
| Packet Spray | | |
o e e e oo Fommmm oo Fommmm oo Fommmm oo Fommmm oo o mm e e oo +
| RoCEv2 RC + | (meas) | (meas) | (neas) | (neas) | (neas) |
| Packet Spray | | |
o e e e e e o B B B B o e e e e oo o +
| RoCEv2 RC + | (meas) | (meas) | (neas) | (neas) | (neas) |
| ECWP |
| (baseline) I I I I I I
e e e e oo . . . . o mme e oo oo +
| UET RUD + DLB/ | (neas) | (reas) | (neas) | (meas) | (neas) |
| Flow et | | |
R E S E S E S E S S +
Tabl e 9: Packet Spray Efficacy Under UET RUD
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UET RUD SHOULD achi eve zero host-visible reordering despite per-
packet spray because the transport |ayer natively tol erates
unor dered delivery.

6.4. UET Congestion Control Benchmarks

*(bj ective:* Evaluate UET' s dual -sided (sender + receiver) congestion
control under N:1 incast conditions vs. RoCEv2 DCQCN

*Procedure:* Measure: (a) incast throughput at N= {2, 4, 8, 16, 32,
64}; (b) convergence tine after doubling active senders (until al
flows within 10% of fair share); (c) PFC avoi dance with PFC disabl ed
on the DUT; (d) receiver credit utilization

*Reporting:* Tabul ate incast throughput, convergence tine, peak queue
dept h, PFC event count, and packet drop rate for UET vs. DCQCN per
incast ratio. *Critical differentiator:* report whether UET achi eves
zero application-visible | oss w thout PFC

6.5. Link Layer Enhancenent Benchmar ks

*(bj ective:* Measure performance inpact of optional |ink-Iayer
enhancenments: LLR, Packet Trimming (PT), and CBFC

*Procedure: *

* *(a) LLR Retry Latency:* inject controlled bit errors; neasure LLR
retry latency (expected sub-nmicrosecond per hop) vs. transport-
| ayer retransm ssion (~10-100us RTT). Run with 80% background
| oad.

* *(b) Packet Trimm ng Effectiveness:* configure 2:1
oversubscription bottl eneck; measure time from congestion onset to
first retransm ssion request, bandw dth saved vs. full-packet
dr ops.

* *(c) CBFC vs. PFC. * identical N1 (N=32) incast scenarios; measure
head- of -1 i ne bl ocking duration (CBFC is per-destination, PFCis
per-priority), pause propagation hops, and throughput of non-
congested fl ows.

*Reporting:* Before/after conparison table for each enhancenent.
Not e which features are hardware-supported vs. software-enul ated
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6. 6.

Al

Fabri c Ben

ch

UET Col | ecti ve Communi cati on Perfornmance

*Obj ective:* Measure collective communi cation (All Reduce,

Al'l Gat her) performance over
i solating the transport protoco

ef ficiency.

*Procedure: *
over

April 2026

Al ToAl I,

UET and conpare directly to RoCEv2,
contribution to collective

Execute the collective benchmark suite from Section 9
UET RUD transport using a UEC compliant collective library.
sanme accel erator count (N), nessage sizes,

The

and fabric topol ogy MJST

be used for both UET and RoCEv2 runs to ensure a valid conparison
Run UET RUD + packet spray as the primary configuration and UET ROD +
ECMP as the secondary basel i ne.

For All Reduce,
per UEC Spec 1
explicitly.

if UET group keying (transport-Ilayer reduction support

. 0)

When group keying is active,
observed bytes transferred rather than applying the cl osed-form

formul a,
t hrough hops.

Docurent the group keying state (active /
For al
stated per nessage-size bucket.

result field.

*Reporting:* Report the percentage inprovenent

col |l ec

is active on the DUT N C

al go_facto

tives,

r

this MJUST be noted

MUST be reconputed from
since group keying alters the effective nunber of pass-
i nactive) as a required

the al go_factor used MJST be
See Section 9 for

ref erence val ues.

in BusBWand JCT

attributable to UET native packet spray and congestion control

*Reporting tenplate:*

[ by o}
| Collective |
I I
I I
===
| Al'l Reduce |
Fom e +
| All Reduce
oo +
| AlltoAll |
S +
| Al'l Gather |
Fom e +
Tabl e

Cal abria, et al.
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6.7. UET PDC Scal ability and Connection Setup Rate

*(bj ective:* Measure PDC establishment rate and nmaxi mum concurrent
PDC count vs. RoCEv2 QP-based connecti ons.

*Procedure:* (a) PDC establishnent rate: initiate PDC creation to M=
{100, 1000, 10000, 100000} renote endpoints. (b) Data-before-
handshake: measure first-byte latency for UET vs. RoCEv2 RDVA Wite.
(c) Maxi mum concurrent PDC count: scale until per-PDC throughput
drops bel ow 90% of single-PDC rate. The UEC specification [ UEC 1. 0]
targets up to 1 mllion endpoints.

7. Test Category 2: Congestion Managenent

Al training workl oads generate repetitive m cro-congestion during the
back- propagati on gradi ent synchroni zati on phase.

7.1. ECN Marking Accuracy and Threshol d

*Objective:* Verify that the DUT marks packets with ECN CE at the
configured threshold with correct granularity.

*Procedure:* Configure threshold T on DUT egress queue. Verify: (a)
no packets marked below T; (b) 100% nmarked above maxi mum t hreshol d;
(c) appropriate WRED/ RED probability ranmp between thresholds. Test
threshol ds: | ow (~100KB), nedium (~1MB), high (~5MB).

*Reporting:* Plot ECN nmarking probability vs. instantaneous queue
depth. Report neasured threshold accuracy (deviation from
confi gured).

7.2. PFC Behavi or Under |ncast

*(bj ective:* Characterize DUT"s PFC generation behavior under N 1
i ncast conditions.

*Procedure:* Cenerate N1 incast at 100%line rate, N = {2, 4, 8, 16,
32, 64}. Measure PFC PAUSE frane count/sec per hop, PFC PAUSE

duration per port, PFC stormonset, and end-to-end throughput. Test
SHOULD verify correct headroom sizing and PFC wat chdog ef fecti veness.

7.3. DCQCN Convergence Tine

*(bj ective:* Measure tinme for DCQCN to converge to fair-share rate
after congestion onset.
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*Procedure: * Establish Mflows through a common bottl eneck. At TO,
inject additional Mflows (creating 2:1 oversubscription). Measure
time until all 2Mflows achieve rates within 10% of fair share.
Repeat for M= {4, 16, 64, 256}. Vary DCQCN paraneters and report
sensitivity.

7.4. PFC Storm and Deadl ock Resilience

*Qbjective:* Verify the DUT does not enter PFC deadl ock or sustained
PFC storm under adversarial traffic.

*Procedure:* CGenerate cyclic traffic patterns known to cause PFC
deadl ocks. Run for 300 seconds. The DUT MUST denonstrate resilience
via PFC wat chdog or architectural immunity (e.g., VOQ based

schedul i ng).

8. Test Category 3: Load Bal ancing Efficacy
Load bal anci ng across parallel fabric paths is critical for Al
training fabrics because the traffic consists of a small numnber of
hi gh- bandwi dt h, [ ong-lived el ephant fl ows.

8.1. ECW Entropy and Pol ari zati on

*Objective:* Quantify traffic polarization under standard ECWP
hashing for Al training flow patterns.

*Procedure: * Configure standard 5-tuple ECMP. GCenerate traffic with
Q=1{1, 4, 8, 16, 32} QPs per src-dst pair. Measure per-link
utilization, MR and JFI. Test with and without BTH aware hashi ng.
Repeat for fabric sizes of 8, 16, 32, and 64 |eaf switches.

8.2. Dynam c Load Bal ancing (Fl ow et)

*(bj ective:* Evaluate DUT's fl ow et-based DLB performance and conpare
to baseline ECWP.

*Procedure: * Configure vendor-specific DLB (document al gorithmtype).
Generate traffic with Q=4 Qs. Measure MVR, JFI, per-link
utilization, out-of-order rate. Vary flowet gap tinmer and report
sensitivity.

8.3. Packet Spraying

*Obj ective:* Evaluate DUT' s per-packet spraying performance and
quantify the utilization vs. reordering tradeoff.
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*Procedure: * Configure per-packet |oad bal ancing. Measure MVWR
(expected ~1.0), JFI (expected ~1.0), out-of-order rate, and RDVA
retransm ssion inpact. |If the DUT provides an in-fabric reorder
buffer, docunent per Appendix B

8.4. Jain Fairness |ndex Measurenent

*QObj ective:* Single-nunber summary of | oad bal ancing quality
compar abl e across all strategies.

*Formul a: *
JFI = (Sum LinkTx_i)”2 / (N x Sum Li nkTx_i *2)
Figure 3: Jain Fairness |Index Formula

where LinkTx i = transmtted traffic on fabric link i, N = total
parallel links. Range: 1/N (worst) to 1.0 (perfect).

*Reporting:* Report JFI for each |oad bal ancing strategy. Provide
bar chart conparing ECMP, DLB, and packet spray.

9. Test Category 4: Collective Comruni cati on Benchmarks
These tests evaluate the fabric's perfornmance under realistic
coll ective comunication patterns. Unlike synthetic RDVA tests in
Section 5 and Section 6, these exercise the full stack including the
collective library (NCCL [ NCCL], RCCL, or equivalent).

9.1. Al Reduce Benchmark
*Obj ective:* Measure fabric performance during Al Reduce
operations,the dom nant collective for gradient synchronization in
data-parall el training.
*Procedure:* Using N accel erators connected through the DUT fabric,
execute All Reduce (sum operations using the collective comruni cation
library benchmark suite (e.g., nccl-tests or equival ent).
Test paraneters:
* Message sizes: 1 MB, 8 MB, 64 MB, 256 MB, 1 GB, 4 GB
* Accelerator counts (N: 8, 16, 32, 64, 128, 256, 512, 1024

* Mnimumiterations per (nessage_size, N) pair: 100

* Load bal ancing strategies: ECMP, DLB, packet spray
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For each (nessage_size, N) pair, record average, P50, P95, and P99
BusBW ECN marking ratio, PFC pause count, and per-link utilization.
The coll ective algorithmin use MIUST be verified via library tracing
for each nmessage size bucket and reported al ongsi de the BusBWresult.
If the library selects the algorithmdynamcally (e.g., tree-based
for smal|l nessages, ring for |arge nmessages), algo factor varies with
message size and MUST be reported per bucket, not as a single val ue.
For ring Al Reduce, algo_factor = 2*(n-1)/n. See Section 9 for the
full algo_factor reference table and nandatory reporting
requirenents.

*Reporting* : Tabul ate BusBWfor each (nessage_size, N, LB strategy,
al go_factor) combination. The algo_factor colum is REQU RED;
results without it are inconplete. Plot BusBWvs. N for each nessage
size. Report BusBWefficiency = BusBW/ N C line_rate.

9.2. AlltoA |l Benchmark

*Obj ective:* Measure fabric performance during Al TOAIl operations
the donmi nant collective for M xture-of-Experts (ME) expert
paral | el i sm di spatch and pi peline-parallel comunication

*Procedure: * Using the same nessage sizes, accelerator counts,
iteration count, and | oad bal ancing strategies as Section 9.1,
execute Al ToAIl operations via the collective communication library.

Al ToOAIl generates the worst-case fabric stress pattern: every

accel erator sinultaneously sends a uni que payload to every ot her
accel erator in the group, creating nmaxi mumentropy and N-to-N i ncast
at every fabric link. This makes Al ToAll JCT the nobst sensitive
single indicator of fabric congestion nmanagenment quality.

For All ToAll, algo_factor = (n-1)/n regardl ess of topology or library
i npl ementation. BusBWreports MIST state this value explicitly. See
Section 9.

*Measur enent : * Report BusBW (average, P50, P95, P99), JCT per
iteration, ECN marking ratio, PFC pause count, and per-1link
utilization for each (message_size, N, LB strategy) conbination

*Reporting:* Sane table fornmat as Section 9.1, with al go_factor
columm required. Additionally report JCT for each configuration; JCT
degradation relative to the ECVP basel i ne SHOULD be highlighted as
the primary congestion sensitivity indicator.
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9.3. All Gather Benchmark

*Obj ective:* Measure fabric performance during Al Gat her operati ons,
the domi nant collective for weight and activation distribution in
tensor-parallel and pipeline-parallel training.

*Procedure: * Using the same nessage sizes, accelerator counts,
iteration count, and | oad bal ancing strategies as Section 9.1,
execute All Gather operations via the collective conmruni cation
l'ibrary.

Al'l Gat her consists of a gather phase only — each accel erator
contributes a shard and receives the full concatenated tensor. There
is no reduce phase, which produces | ower peak fabric |oad than

Al | Reduce at equival ent nessage size and N. This nmakes Al Gather a
useful baseline for isolating the gather-path fabric contribution
fromthe conbined send-and-reduce cost.

For ring All Gather, algo_factor = (n-1)/n. BusBWreports MJST state
this value explicitly. See Section 9

*Measurenent : * Report BusBW (average, P50, P95, P99), JCT per
iteration, ECN marking ratio, PFC pause count, and per-1link
utilization for each (nmessage_size, N, LB strategy) conbination

*Reporting:* Same table format as Section 9.1, with al go_factor
columm required. Report BusBWefficiency = BusBW/ N C line_rate.
Where results are conpared to Al Reduce under identical paraneters,
the BusBWratio (Al Gather / Al Reduce) quantifies the fabric
overhead attributable to the reduce phase.

9.4. Collective Comunication Library Bus Bandw dth Summary

*Reporting tenplate: *
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10.

10.

b ooy sl oo oo oo s o}
| Collective | Msg | N | ECMP BusBW| DLB BusBW/| Spray |
| | Size | Accels | (Gops/ | (Gops/ | BusBW |
| | | | accel) | accel) | (CGops/ |
I I I I I | accel) I
B oo el el el oo e e s e e =3
| Al Reduce | 1G&B | 128 | (neas) | (neas) | (meas) |
R +------ +-------- R R I +
| Al Reduce | 1&B | 512 | (neas) | (neas) | (neas) |
I i +------ +-------- I i F-- - - - i i +
| AlltoAll | 1&B | 128 | (meas) | (meas) | (meas) |
I +------ F----- - - I I I +
| AlltoAll | 1&8B | 512 | (neas) | (neas) | (meas) |
R +------ +-------- R R I +
| AllGather | 18 | 128 | (neas) | (neas) | (neas) |
I i +------ +-------- I i F-- - - - i i +
| AllGather | 1&B | 512 | (meas) | (meas) | (meas) |
I +------ F----- - - I I I +

Table 11: Collective Comunicati on Bus Bandwi dt h Sunmary
Test Category 5: Job Conpletion Tinme (JCT) Benchnarks

JCT is the single nost inmportant user-facing KPI for Al training
fabrics, directly determ ning accelerator utilization and training
cost.
1. Synthetic JCT Under Controlled Conditions

*(bj ective:* Measure JCT for a defined synthetic workload with a

known conput ati on-to-conmuni cation ratio to isolate fabric-induced

over head.

*Procedure:* Define a synthetic training iteration as a strictly
sequenti al nodel :

1. Conputation phase of C nilliseconds (sinulated sleep or GPU
comput e kernel)

2. Comuni cation phase: Al Reduce of S bytes across N
accel erators

Cal abria, et al. Expi res 23 COctober 2026 [ Page 26]



Internet-Draft

Al Fabric Bench

s
| Accelerator count N | 64, 128, 256, 512, 102
o e e e e e oo - o e e e e
| lIterations | 1000

O

Execut e 1000

Roof | i ne_seq
JCT Ratio

Table 12: Synthetic JCT Test Parameters

iterations and neasure total wall-clock

April 2026

4 I

JCT.

Iterations x (C+ S x algo factor / NIC line_rate)
Measured JCT / Roofline_seq

Figure 4: JCT Ratio Cal cul ation

Thi s nodel assunes strictly sequential conpute and c
phases and represents a conservative upper bound on commruni cation
overhead. Many franeworks overlap these phases via gradient
bucketing or asynchronous coll ectives, reducing the
comruni cation overhead visible in wall-clock JCT.

omuni cati on

effective

| npl enent ati ons using overl apped executi on SHOULD additionally

report:
Overl ap_Fract
wher e:

C total
Commtine

on

Fi

=1 - (Measured JCT - Ctotal) / Co

Iterations x C
Iterations x S x algo _factor / N C.|

gure 5: Overlap Fraction Cal cul ation

An Overlap_ Fraction of 0 indicates fully sequenti al
i ndi cates comruni cation is perfectly hidden behind conpute.

mmtime

ine_rate

execution; 1.0

When overlap is present, the residual fabric overhead SHOULD be

reported as:

Ef fecti ve_Comm Over head = Measured JCT - C total

Cal abria, et al.
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10.

10.

11.

11.

The Overlap_Fraction and communi cation |library overlap
configuration (e.g., bucket size, number of async streans) MJST be
docunented as part of the test configuration when this optiona
measur enent is reported

*Reporting:* Tabulate JCT Ratio for each (C, S, N, LB strategy
combi nation. Plot JCT Ratio vs. N to characterize fabric
scal ability.
NOTE: JCT Ratio < 1.05 indicates excellent fabric perfornance;
1.15 indicates significant fabric-induced overhead. These are
non-normative illustrative reference values only.
2. MPerf-Aigned JCT

*(bj ective:* Measure JCT using MPerf Training benchmark workl oads
[ MLPERF] to enabl e conparison with published industry results.

*Procedure: * Execute MPerf Training closed-division workloads (e.g.,
BERT, ResNet, GPT-3 175B) per M.Perf subm ssion rules.

Si mul t aneously capture all fabric KPIs from Section 4. Report time-
to-train and/ or tokens-per-second.

3. Milti-Tenant JCT Interference

*Objective:* Quantify JCT inpact when multiple training jobs share
the same fabric.

*Procedure:* Configure two or nore independent training jobs. Jobs
SHOULD overlap in spine-layer |link usage. Measure baseline JCT
(isolated) and contention JCT (sinultaneous).
JCT Interference Factor = Contention_JCT / Baseline_ JCT
Figure 6: JCT Interference Factor

Test with spine link overlap: 0% 25% 50% 75%

Test Category 6: Scal e and Convergence
1. Fabric Scale Linmts

*Objective:* Determ ne the maxi mum fabric scale at which the DUT
mai nt ai ns accept abl e KPI perfornmance.

*Procedure: * Progressively increase active accel erator endpoints from
N=64 to nmaxi mum t opol ogy support while running Al Reduce
(Section 9.1, S=1@B). At each scale point record JCT Ratio, BusBW
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11.

11.

12.

12.

ECN ratio, PFC count, CPU and nmenory utilization. Al so nmeasure BGP/
routing convergence tinme after clearing all adjacencies (anal ogous to
[ EVPN- BENCH] Sections 3.10, 3.11, 4.9, 4.10).

2. Link Failure Convergence

*Obj ective:* Measure traffic disruption and JCT inpact when a fabric
link fails during active training.

*Procedure:* Wth the fabric fully | oaded (Al | Reduce, N=128, S=1GB),
admi nistratively fail a spine uplink. Masure:

* Duration of packet |oss

* Packets | ost

* JCT overhead for the failure iteration vs. steady state

* Time for |oad bal ancing nechanismto redistribute flows

Repeat for: leaf uplink failure, spine switch failure, superspine
link failure (if applicable). Test under each | oad bal ancing
strat egy.

3. Zero-Ilnpact Fail over Measurenent

*Obj ective:* Verify vendor clainms of zero-inpact or sub-m crosecond
failover.

*Procedure:* Execute Section 11.2 with nanosecond- preci sion
measurenent. A failure is considered "zero-inpact" if the neasured
JCT for the failure iteration is within the P99 JCT of steady-state
iterations.

Test Category 7: Soak and Stability
1. 24-Hour Sustained Load

*Objective:* Verify DUT fabric stability under sustained Al training
| oad over an extended period, follow ng the methodol ogy pattern from
[ EVPN- BENCH] Sections 3.12, 4.11.

*Procedure: * Configure DUT at maxi mum val i dated scal e from

Section 11.1. Generate bidirectional collective conmunication
traffic (alternating All Reduce and AlltoAll). Run continuously for
24 hours. Sanple all KPIs from Section 4 every 60 seconds.
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12.

13.

There SHOULD NOT be any nenory | eaks, crashes, or CPU spikes. Any
anomaly MJUST be reported with tinmestanp and duration

*Reporting:* Time-series plots of JCT Ratio, BusBW ECN ratio, PFC
count, CPU, and nenory over the 24-hour period. Report standard
deviation of JCT Ratio (stability netric).

2. Resource Leak Detection

*(bj ective:* Detect nmenory | eaks, handl e exhaustion, or gradua
performance degradation in DUT software

*Procedure: * Record per-process nenory usage at T=0, T=1h, T=6h
T=12h, T=24h. Conpute linear regression slope of menory usage over
time. A slope exceeding *1MB/ hour* for any process indicates a
potential nmenory | eak and MJST be reported. Al so nonitor forwarding-
pl ane counter w aparounds and hardware tabl e occupancy trends.

Reporting Fornmat
Test reports MJST include the foll owi ng sections:

1. *DUT ldentification:* Conplete paraneters from Section 3.2 for
all fabric conponents.

2. *Test Topol ogy:* Diagram and description per Section 3.1,
i ncl udi ng physi cal cabling.

3. *Test Configuration:* Al DUT configuration paraneters: QS
policies (ECN threshol ds, PFC headroom DCQCN paraneters), |oad
bal anci ng node, buffer allocation, and vendor-specific tuning.

4. *Host Configuration:* Conplete host stack description per
Section 3.2 including NIC firmvare, driver, collective library
version, and any tuning. For UET tests, additionally report: UEC
conmpliance profile, libfabric provider version, NIC UEC firmare
versi on, and enabl ed optional link-layer features (LLR Packet
Trimm ng, PRI, CBFC).

5. *Test Results:* For each test from Section 5 through Section 12,
provi de specified tables, graphs, and statistical summaries. For
Section 6 tests, results MJST include side-by-side UET vs. RoCEv2
compari son data on the identical DUT fabric.

6. *Anommlies:* Any deviations from specified procedures, test
failures, or unexpected behaviors MJIST be docunent ed.
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7. *Repeatability Statement:* Report iteration count and coefficient
of variation (std deviation / nean) for each test’s primary
metric. CV below 5%is RECOVWENDED for test validity.

14. Security Considerations

Thi s docunent defines benchmarki ng net hodol ogies for controlled
| aboratory environments and does not introduce new security
mechani sms or protocol s.

Per [ RFC6815], the tests defined herein MJUST NOT be perforned on
production networks. The use of dedicated test |P address ranges per
[ RFC2544] Appendi x C (198.18.0.0/15) is RECOMVENDED to prevent
accidental interaction with production infrastructure.

Wien RDMA/ RoCEv2 traffic is used, the test environment SHOULD be

i solated from producti on RDVA fabrics to prevent QP nunber space
collisions or inadvertent PFC propagation. Wen UET traffic is used
(Section 6), the test environment MJST ensure that UDP port 4793
traffic does not | eak to production networks and that PDC identifier
spaces are isolated. UET' s optional transport security sub-I|ayer
(TSS) SHOULD NOT be enabl ed during perfornmance benchmarki ng unl ess
transport security overhead is explicitly bei ng nmeasured.

15. | ANA Consi derations
Thi s docunent nakes no request of | ANA
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Appendi x A.  KPI-to-Test Mapping Sunmary
[ oo ey oo ooy s s sty o}
| KPI | Test | Measurement Method | Reporting Unit |
| | Section | | |
| Throughput | Section | Binary search, | Tbps, %line |
| Rate | 5.1 | zero-loss | rate |
T S R o e e e o e e e +
| Latency (P99) | Section | Tagged frarme, | us |
| | 5.2 | loaded / unloaded | |
o S o e e oo o e e oo +
| Burst | Section | Max burst without | franes, bytes |
| Absorption | 5.3 | loss | |
T S R o e e e o e e e +
| ECN Accuracy | Section | Queue depth vs. | threshold |
| | 7.1 | marking | deviation % |
o S o e e oo o e e oo +
| PFC Behavior | Section | Incast sweep | PAUSE events/ |
| | 7.2 | N=2..64 | sec, duration |
T S R o e e e o e e e +
| DCQCN | Section | Rate stabilization | us |
| Convergence | 7.3 | after onset | |
o S o e e oo o e e oo +
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traffic

MVR, JFI per QP
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Roof | i ne

Cont ention /
Basel i ne JCT

Max N with JCT
Ratio
characteri zed

Loss duration on
link fai

JCT Ratio std
devi ati on

Bi nary search per
transport service

PDC establish +
first data
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observed/ |
report ed, |
wat chdog events |

__________________ +
di mensi onl ess |
ratios |

.................. +
% out - of - order |
rate |

__________________ +
di mensi onl ess, |
retx/sec |

I

.................. +
Gops per |
accel erat or |

__________________ +
seconds per |
iteration |

.................. +
Gops per |
accel erat or |

__________________ +
di mensi onl ess |

I

.................. +
m nut es, |
t okens/ sec |

__________________ +
interference |
factor |

.................. +
accel erator |
count |

I

__________________ +

us |
I

__________________ +

di nensi onl ess |
I

__________________ +
Gops, % line |
rate |

|

__________________ +
us |

I
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| Latency | | | |
o m e e e oo - B Fom e e e e oo o Fom e e e e oo o +
| UET Spray | Section | JFI/MVWR under RUD | dinensionless, |
| Efficacy | 6.3 | spray | OO rate |
oo S o e e e e o s o e e e e o s +
| UET PFC-Free | Section | Incast without PFC | % retx |
| Loss Rate | 6.4 | enabl ed | overhead |
o m e e e oo - B Fom e e e e oo o Fom e e e e oo o +
| LLR Retry | Section | Per-hop error | nanoseconds |
| Latency | 6.5 | recovery time | |
oo S o e e e e o s o e e e e o s +
| Packet | Section | BWsaved during | % bandwi dt h |
| Trimmng | 6.5 | congestion | |
| Savings I I I I
T S R o e e e o e e e +
| CBFC vs PFC | Section | Head-of-Iline | us |
| HOL Blocking | 6.5 | blocking duration | |
o S o e e oo o e e oo +
| UET | Section | Al Reduce/AlltoAll | CGbhps per |
| Collective | 6.6 | over UET | accel erator |
| BusBW | | | |
S R o e e e e oo o e e e e oo +
| PDC | Section | Sustained PDC | PDCs/second |
| Establishment | 6.7 | creation rate | |
| Rate I I I I
o m e e e oo - B Fom e e e e oo o Fom e e e e oo o +
| Max | Section | Scale limt per | count |
| Concurrent | 6.7 | NIC | |
| PDCs I I I I
o S o e e oo o e e oo +

Table 13: KPI-to-Test Mappinhg Summary
Appendi x B. ASIC Feature Categories (Informational)
Thi s appendi x identifies ASIC feature categories relevant to Al
fabric performance. |Inplenenters SHOULD docunent whi ch categories

are present and enabled on the DUT. Specific vendor nanes are
intentionally omtted.
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| Feature | Sub-types | Relevance to | Wat to Report |
| Category | | Al Fabric | |
[ et e el st s ey s U
| Aggregate | ASIC-1evel | duster | Total Thbps; per- |
| Switching BW| capacity | scale, | port speed |
| | | bisection BW | (400/800GhE) |
S oo o - o m e e e oo - Fom e e e oo +
| Buffer | Shared, VOQ | M croburst | Buffer type; |
| Architecture | Cut-through | absorption, | total bytes; |
| | | PFC behavior, | shared vs. |
| | | lossless | dedicated split; |
| | | operation | per-port/queue |
| | | | allocation |
o e e - o e T o e e e e oo oo +
| Packet | Per-flow, Per- | ECWP | oad | Supported |
| Distribution | packet, | bal anci ng | granularities; |
| | Flow et | quality and | in-fabric |
| | | reordering | reorder buffer |
| | | risk | (yes/no) |
o e e - o e T o e e e e oo oo +
| Congestion | ECN mar ki ng, | DCQCN | ECN granularity |
| Control | PFC, DCQCN | convergence | (port/queue/ |
| | | and lossless | VOQ; PFC |
| | | behavi or | priorities; |
| | | | DCQCN paraneter |
| | | | range |
R S S o e e e e oo oo +
| Adaptive | Flowet, ECWMP, | Load | Algorithmtype; |
| Routing | Spray, | bal anci ng | flow et gap |
| | Topol ogy-aware | quality under | timer range; |
| | | collective | topol ogy-aware |
| | | patterns | support |
R S S o e e e e oo oo +
| Telenetry | Per-port, Per- | Required for | Monitoring |
| | queue, Per- | KPI | granularity; |
| | flow | neasurenent | stream ng |
| | | during | interval; INT |
| | | benchmarking | support |
R S S o e e e e oo oo +
| duster | 2-tier, 3-tier | Applicable | Max cluster size |
| Scal e | | topol ogy | per topol ogy; |
| Support | | scales | ASIC count |
S oo o - o m e e e oo - Fom e e e oo +

Tabl e 14: ASIC Feature Categories
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Al'l val ues MJST be reported based on vendor documentation or measured
Addi tional DUT capabilities affecting benchmark results

capability.
MUST al so be

docunent ed.

Appendi x C. RoCEv2 Test Frane Fornat

Appendi x D. UET

UET runs over

Cal abria, et al.

VLAN Tag
(optional)

BTH ( Base
Transport Header)

B oo oo s s
| Size | Value / Description

[ bbb o foms s s s
| 6B | DUT next-hop MAC
Foommo- Fom oo
| 6B | Test equi prent MAC
ommmo - oo
| 2B | 0x8100 (802.1Q or

| | 0x0800 (I Pv4)

+o-m - - o e e e e e e oo oo oo
| 4B | PCP=3 (RoCEv2

| | priority), VID

ommmo - oo
| 20B | DSCP=26 (ECN-capable),

| | Proto=17 (UDP)

+o-m - - o e e e e e e oo oo oo
| 8B | DstPort=4791 (RoCEv2),

| | SrcPort=var

ommmo - oo
| 12B | OpCode, Dst@P, PSN,

| | P_Key

+o-m - - o e e e e e e oo oo oo
| 16B | VA, R Key, DMA Length
Foommo- Fom oo
| var | Test data

| | (incrementing octets)
R o e e e e e e e e oo o -
| 4B | Invariant CRC

Foommo- Fom oo
| 4B | Ethernet Franme Check

| | Sequence

Fom e e - - o e e e e e a oo

Tabl e 15: RoCEv2 Test Franme For nmat

(Utra Ethernet Transport) Frane Fornmat

UDP/ | P usi ng | ANA- assi gned destination port 4793.
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0x8100 (802.1Q or 0x0800 |
(1Pv4) |

VLAN Tag | 4B
(optional) |

PCP=3 (UET priority |
class), VID |

DSCP=26, ECN=ECT(0), I
Pr ot 0=17 (UDP)

Dst Port =4793 (UET), |
Sr cPort =ent r opy |

UET Common | 16B
Header |

Versi on, OpCode, PDC ID, |
PSN, Entropy Val ue, Flags |

SES Header | var
(Semanti c) |

Qperation-specific |
(Witel/ Send/etc.) |

PDS Header (Pkt | var
Del i very) |

Sequence, Credit, Ack |
fields |

ECN f eedback, rate |
signal s |

Et hernet Frame Check |
Sequence |

Tabl e 16: UET Frane For nat
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D.1. Key Differences from RoCEv2

[ oo s s sy ool s s s st o}
| Field | RoCEv2 Val ue | UET Val ue | Notes |
[ ity s, e ey s e e s s
| UDP Dst | 4791 | 4793 | 1 ANA- assi gned for |
| Port | | | each protocol |
S S o m e e e oo - Tt +
| Transport | QP Number | PDC ID | Connectionless in |
| Endpoi nt | (24b) | (variable) | UET |
oo s oo s oo Fom e e e e e oo s +
| Sequence | PSN (24b) | PSN | Larger range for |
| Number | | (extended) | RUD OOO tolerance |
S S o m e e e oo - Tt +
| Congestion | ECN bits | ECN + CMS | Sender + receiver |
| Signal | only | sub-header | signals in UET |
oo s oo s oo Fom e e e e e oo s +
| Entropy | UDP src port | Explicit | Determnistic spray |
| Source | entropy field | in UET |
S S o m e e e oo - Tt +
| Ordering | Al ways in- | Per-service | RUD all ows OOO |
| Guarantee | order (RO | (ROD/ RUD) | delivery |
oo s oo s oo Fom e e e e e oo s +
| Mn Header | ~74B (Wite) | ~78B (est. | Slight increase for |
| Overhead | Wite) | sub-layer headers |
S S o m e e e oo - Tt +

Table 17: RoCEv2 vs. UET Conpari son
1. *UDP Destination Port:* UET uses port 4793 vs. RoCEv2 port 4791.

2. *Entropy Value:* Explicit entropy field for ECMP path sel ecti on.
Test equi pment MJST vary this field to achieve uniform path
di stribution.

3. *Transport Service Indicator:* Header encodes transport service
(RODRUD/ RUDI / UUD). Tests MUST set this to match the service
bei ng benchmar ked.

4. *PDC ldentifier:* Connectionless PDC ID replaces RoCEv2's
Destination QP. Test equipnent MJST track PDC |ifecycle for
accurate neasurenent.

5. *lLayered Sub-Headers:* UET uses four sub-layers (SES, PDS, CM5,

TSS) with variable-l1ength headers. |nplementations MIST foll ow
[UEC-1.0] Section 4 for wire format details.
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6. *Optional Link Layer Headers:* VWen LLR, Packet Trinming, or PRI
features are enabl ed, additional l|ink-layer fram ng may be
present. Test equi pnent MJST be configured to recogni ze and
par se t hese.
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