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Abst r act

Thi s docunent defines benchnmarking term nol ogy for eval uating

Et her net - based network fabrics used in distributed Artificial
Intelligence (Al) training and inference workloads. It provides a
uni fi ed vocabul ary consolidating and extending ternms from
"Benchmar ki ng Terni nol ogy for Network Interconnect Devices" [RFCl1242]
and "Data Center Benchnmarking Tern nol ogy" [ RFC8238], and the
conpani on Al fabric methodol ogy docunents, establishing precise,
vendor-neutral definitions for collective comunication primtives,
RDVA transport nechanisns (RoCEv2 and U tra Ethernet Transport),
congestion control behaviors, Al-specific Key Performance Indicators
(KPI's), and fabric topol ogy concepts.

Thi s docunent is a conpanion to the Al training fabric benchmarking
met hodol ogy [1-D. cal abri a-bmag-ai -fabric-training-bench] and the Al

i nference fabric benchmarki ng net hodol ogy

[1-D.cal abri a-bmng-ai -fabric-inference-bench]. Those documents
SHOULD NOT be applied without first consulting the term nol ogy
defined herein. Were definitions herein overlap with the

foundati onal benchmarking term nology in [RFC1242] or [RFC8238], this
docunent provides Al fabric context extensions and refinements; the
foundational definitions in those RFCs remain authoritative for
general network benchmar ki ng.

About Thi s Docunent

This note is to be renoved before publishing as an RFC
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The latest revision of this draft can be found at

https://fcal abri.github.io/bmyg-ai-fabric-term nol ogy/draft-cal abri a-
bmng- ai -fabric-term nology. html. Status information for this
docunent nay be found at https://datatracker.ietf.org/doc/draft-

cal abri a-bmng-ai -fabric-term nol ogy/.

Source for this draft and an issue tracker can be found at
https://github. com f cal abri/bmng-ai -fabric-term nol ogy.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunments of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 6 Decenber 2026.
Copyri ght Notice

Copyright (c) 2026 | ETF Trust and the persons identified as the
docunment authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Docunments (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these docunments carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded without warranty as described in the Revised BSD License.
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I ntroduction
1. Requirenents Language

The key words "MJST", "MJST NOT", "REQU RED', "SHALL",

"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOI' RECOVMENDED',

June 2026

10
10
12
13
14
16
17
19
21
25
25
26
27
29
29

32
32
32
33
34
36
37

"SHALL NOT",
"MAY", and

"OPTIONAL" in this document are to be interpreted as described in
BCP 14 [ RFC2119] [RFCB8174] when, and only when, they appear in all

capitals, as shown here

2. Scope and Purpose

Thi s docunent defines terninology specifically for benchmarking

Et hernet - based Al network fabrics in controlled | aboratory
training
col l ective comunication patterns, LLMinference serving
architectures, RDVA transport senmantics (RoCEv2 and UET),

environnents. The defined terns cover: distributed Al

congestion

control mechani sms, fabric topol ogy characteristics, and performance

metric definitions.

Cal abria, et al. Expires 6 Decenber 2026
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Thi s docunent does not define acceptance criteria, performance

requi renents, or configuration recomendations. It does not address
benchmar ki ng of |ive operational networks, intra-node (NVLi nk/PCle)

i nterconnects, or storage networKking.

1.3. Relationship to Existing BMAG Wrk

Thi s docunent extends the foundati onal BMAG term nol ogy established
in [RFC1242] (network interconnect benchmarking term nol ogy) and

[ RFC8238] (data center benchmarking ternminology). Were terns are
defined in those RFCs, this docunent provides Al fabric context
extensions; the core definitions remain as established. This
docunent al so extends the test nethodol ogy franmework of [RFC2544] and
[ RFC8239] as applied in the conmpanion Al fabric methodol ogy
docunent s.

1.4. Relationship to Conpani on Docunents

Thi s docunent is one of three conpanion Internet-Drafts addressing Al
fabric benchmar ki ng:

* [1-D.cal abria-bmwg-ai-fabric-term nology] (this docunent):
Ter m nol ogy definitions.

* [I-D. cal abri a-bmag-ai -fabric-training-bench]: Benchmarki ng
met hodol ogy for Al training workl oads.

* [1-D.cal abria-bmwg-ai-fabric-inference-bench]: Benchmarking
met hodol ogy for Al inference serving workl oads.

I mpl enenters and eval uators SHOULD read this term nol ogy docunent
bef ore appl yi ng the conpani on net hodol ogy docunents. Terns defined
here are used normatively in those docunents and are not redefined
there unl ess the specific workl oad context introduces a substantive
difference, which is noted explicitly.

2. Ceneral Benchmarking Terns

The following terns establish the general measurement framework
applicable to all Al fabric benchmarking activities.

The dedi cated Et hernet backend network |
i nterconnecting accel erators (GPUs/ XPUs) for |
distributed Al training and i nference workl oads. |
Typically inplemented as a non-bl ocking Cos (fat-
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tree) topol ogy running RoCEv2 or UET transport.
Distinct fromthe front-end (nmanagement/ st orage)
net wor k.

Devi ce Under Test. The network el enent(s) whose
performance characteristics are bei ng neasured.
In Al fabric benchmarking the DUT is one or nore
fabric elements: |eaf switches, spine switches,
NI Cs, or the conplete fabric assenbly.

System Under Test. The conplete Al conpute system
i ncluding accelerators, NI Cs, the fabric DUT, and
serving/training software, when end-to-end netrics

are the measurement objective.

Router Tester / Traffic Generator. Test equipnent

capabl e of generating and receiving network
traffic at specified rates with nanosecond-
resol ution timestanping sufficient for the

measur enents defined in the conpani on net hodol ogy

docunent s.

Fai rness I ndex. A scalar nmeasure of flowl evel

t hroughput fairness across n flows [Jai n1984]: JFI

= (XZx) / (n X2x) where x is the throughput |
of flowi. A value of 1.0 indicates perfect
fairness; |lower values indicate disparity.
*SHOULD* be reported al ongsi de throughput
measurenents for all nulti-flow Al fabric tests.

The total traffic rate presented to the DUT from
test equi pment, expressed as a fraction of |ine
rate (0100% or as absolute bit/s. Ofered |Ioad
is controlled independently of DUT absorption,
enabling characterization of saturation behavior.

The tine interval over which a single neasurenent
is conducted. For Al fabric tests, the

* RECOMVENDED* minimumis 60 seconds for throughput

tests and 300 seconds for soak/stability tests,
per the net hodol ogy in [ RFC2544] as extended
her ei n.

A mandat ory pre-neasurenment interval during which

traffic is sent but results are not recorded.
Ensures adaptive routing tables, PFC waternmarks,

and DCQCN UET congestion controllers reach steady

state before measurenment begins. *RECOMVENDED*

Expires 6 Decenber 2026 [ Page 5]
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| | mnimm 10 seconds. |

*Bi nary
Sear ch*

| An iterative test procedure for determ ning the |
| maxi mum offered | oad at which a DUT neets a |
| specified acceptance criterion (e.g., zero packet |
| loss). The search halves the candidate | oad range

| at each iteration, converging to a resolution of |
| 0.1% offered load within 10 iterations. |

*Percentile | A latency statistic expressing that the specified

Lat ency* | fraction of all neasured |atency sanples fall at |
| or below the reported value. Denoted Pxx (e.g., |
| P50, P95, P99, P99.9). Tail |atency (P99 and |
| above) is especially relevant for Al fabric |
| benchmarki ng because SLO vi ol ati ons are deterni ned

| by worst-case, not nedian, performance. |

Tabl e 1. Ceneral Benchnarking Termnms

3. Collective Comruni cati on Terns

The following terns define the collective comunication operations
that are the primary traffic sources in distributed Al workl oads.

*Col | ective
Qper at i on*

| A coordinated comruni cation pattern executed |
| simultaneously across all accelerators in a

| training or inference group. Core |
| collectives: AllReduce (gradient |
| aggregation), Al Gather (paraneter |
| distribution), ReduceScatter (partial |
| reduction + scatter), and Al ToAll (expert |
| dispatch in ME nodels). |
*Al | Reduce* | A collective in which each partici pant |
| contributes a tensor and all participants |
| receive the el ement-w se sum (or other |
| reduction) of all contributions. The |
| domi nant conmunication primtive in data- |
| parallel and tensor-parallel training. BusBW|
| is the primary KPI. |
*Al'l Gat her* | A collective in which each parti ci pant |
| contributes a shard of a tensor and all |
| participants receive the concatenation of all
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| | shards. Used in tensor-parallel (Megatron- |
| | style) layers to reconstruct distributed |
| | activations or paraneters. |
*ReduceScatter* | A collective conbining an el ement-wi se |
| reduction with a scatter, so each participant |
| receives a distinct slice of the reduced |
| result. Used in ZeRO stage optim zer |
| strategies and as the first half of a ring- |
| All Reduce. |
*Al'l TOAI| * | A collective in which each participant sends

| a distinct payload to every other participant |
| and receives a distinct payload from every |
| other participant. The critical collective |
| for Mxture-of-Experts token dispatch. |
| Generates N(N-1) independent point-to-point

| flows for N participants. |

*Ri ng
Al gorit hnt

| An All Reduce (or All Gather/ ReduceScatter) |
| algorithmstructured as a |ogical ring of |
| participants. Each participant sends to its

| right neighbor and receives fromits left |
| neighbor in 2(N-1) steps. Bus bandwi dth

| efficiency = 2(N-1)/N, approaching 100% f or

| large N. Standard baseline for BusBW |
| cal cul ati on. |

The effective data throughput per accel erator
during a collective operation, conputed as: |
I

BusBW = (data_size x algo _factor) / tine |

I
I
I
I
|
| algo_factor is a fixed nornalization constant
| derived fromthe ideal ring algorithmfor

| each collective type, applied regardl ess of

| the algorithmactually selected by the

| collective library at runtime. This nakes

| BusBWal gorithminvariant: the sanme hardware
I

I

I

I

I

|

I

I

I

|
I
I
|
I
|
nmovi ng the sanme data volunme in the same tinme |
yi el ds the sane BusBWwhether the library |
selects ring, tree, or recursive doubling. |
The al go_factor calculation MJUST conformto
the formul a specified here. |
|
Col |l ective al go_factor |
Al Reduce 2 x (n=1) / n
Al Gather (n-1) / n
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Internet-Draft Al

4.

| *Bul k

| Synchronous

| Parallel (BSP)*
I

|

I

Fabri c Benchmarki ng Term nol ogy June 2026

ReduceScatter (n-1) / n
Al ToAll (n=1) / n

n = nunber of participating accel erators. |

Wor ked example — Al | Reduce, n=8, data_size=1

@GB, tinme=10 ns: |
al go_factor = 2 x (8-1) / 8 = 1.75 |
BusBW= (1 G x 1.75) / 10 ns = 175 GB/s |

Reports MJST state: collective type,

al go_factor value, collective library nane
and version, and n. The algorithmactually
sel ected by the library SHOULD be reported as
di agnostic information when known. Units:
@B/ s or Gops; reports MIST state which

Col I ective Communication Library. A software
library providing optimzed inplenmentations
of collective operations (Al Reduce,

Al'l Gather, etc.) over a specific transport.
The CCL inplenentation *MJST* be docunent ed
in the test report.

Single Program Miultiple Data. The execution
nmodel underlyi ng bul k- synchronous di stri buted
training, in which all accelerators execute

i dentical conputation on distinct data
partitions, synchronizing at collective
barriers between steps.

A distributed conputation nodel structured as
al ternating conpute and comuni cat e phases
with a global synchronization barrier between
phases. Standard training workl oads foll ow
BSP. forward pass — backward pass — All Reduc
gradi ent sync — optimzer step. |

Tabl e 2: Coll ective Comruni cation Terns

Distributed Parallelism Strategy Terns

Cal abria, et al.

nmodel

The following terns define the parallelismstrategies used in
distributed Al
patterns and fabric requirenents.

training and inference, which determne traffic

Expires 6 Decenber 2026 [ Page 8]
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I
Parallelism| full nodel on each accel erator, partitioning the

(DP) * traini ng dataset across replicas. G adient |

synchroni zati on after each backward pass |

requires an Al |l Reduce across all DP ranks. |
Menory-efficient for small nodel s; conmmuni cati on

I

+

I

+

*Dat a | Adistributed training strategy replicating the

I

I

I

I

I .

| overhead scal es with paraneter count.

*Tensor A distributed training and inference strategy
Parallelism| partitioning individual weight matrices across
(TP) * mul tiple accel erators. Each rank conmputes a

collectives are required within each layer to
aggregate results. Donminant parallelismwthin

I I
I I
I I
| partial result; AllGather or ReduceScatter |
I I
I I
| a node (intra-node). |

*Pi pel i ne A distributed strategy assigning contiguous
Paral l elism | groups of transformer |layers to distinct stages
(PP)* (accel erators or nodes). Each stage processes

next stage. Generates point-to-point inter-
stage traffic across the fabric (activations and

I I
I I
I I
| one microbatch and forwards activations to the
I I
I I
| gradients). |

*Expert A parallelismstrategy for M xture-of-Experts
Parall elism| nodels distributing expert sub-networks across
(EP)* accel erators. Each token is routed to its

I I
I I
I I
| designated experts (typically top-K of E total |
| experts), requiring Al ToAl Il comunication for |
| dispatch. Wde EP (e.g., 96-way) generates |
| dense inter-node Al TOAIl at every ME |ayer. |
| Mxture of Experts. A transformer architecture

| replacing dense feed-forward |layers with a set |
| of E expert sub-networks, of which only top-K |
| experts (typically K=2 or K=4) are activated per

| token via a learned router. ME enables |arge |
| nodel capacity with sub-linear conpute, but |
| introduces Al TOAIl comruni cation requirenments
| proportional to E and sequence | ength. |

| *DP | Data Parallelismapplied to the attention |
| Attention* | conputation, where the KV cache is partitioned |
| | across data-parallel ranks. Each rank holds 1/ |
| | DP_SIZE of the KV cache; Al ToAl |l communication |

Cal abria, et al. Expires 6 Decenber 2026 [ Page 9]
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| | exchanges attention outputs. Used in inference |
| | to reduce per-accelerator nenory footprint for |
| | long contexts. |

| Zero Redundancy Optimzer. A nenory |
| optimization strategy for data-parallel training |
| that shards nodel states (parameters, gradients, |
| optimzer states) across DP ranks instead of |
| replicating them Stage 1 shards optim zer |
| states; Stage 2 adds gradi ent sharding; Stage 3 |
| adds parameter sharding. Each stage increases |
| Al'l Gat her/ ReduceScatter communi cation. |

Table 3: Distributed Parallelism Strategy Terns
5. Network Transport Terns
5.1. RoCEv2 and RDMA Terns

The followi ng terns define RDVA and RoCEv2 transport semantics as
used in Al fabric benchmarking. UET, PDC, and ROD are included here
for direct conparison with their RoCEv2 counterparts; full UET-
specific terns are defined in Section 5. 2.

+
|
+
* RDIVA* | Renote Direct Menory Access. A transport |
| nmechani sm enabling direct nenory-to-nenory data |
| transfer between hosts wi thout involving the |
| destination CPU, providing zero-copy semantics |
| and kernel bypass. |Inplementations include |
| I'nfiniBand Verbs (native IB), i WARP ( RDMA over |
| TCP), and RoCEv2 (RDVA over Converged Ethernet |
| v2). I
| RDVA over Converged Ethernet version 2. An RDVA |
| transport encapsul ating InfiniBand transport |
| layer (BTH) over UDP/IP, enabling RDVA senantics |
| on standard Ethernet infrastructure. Requires |
| lossless fabric operation (PFC or equival ent) |
| for correctness. Standardized in |BTA |
| I'nfiniBand Architecture Volume 1, Annex Al7 |
| (RoCEv2, Septenber 2014) [|BTA-ROCE]; |
| transported over UDP destination port 4791. |

| *QP* | Queue Pair. The fundanmental RDMA comunication |

Cal abria, et al. Expires 6 Decenber 2026 [ Page 10]
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endpoi nt conprising a Send Queue (SQ and

Recei ve Queue (RQ. QPs are connection-oriented
in Reliable Connected (RC) node. Miltiple QPs
per source-destination pair are used to increase
ECMP entropy in fabric | oad bal anci ng.

An RDVA QP transport service type providing
reliable, in-order delivery between exactly two
endpoints. The primary QP type for Al

coll ective operations via RoCEv2. Requires
connection setup before data transfer and

mai ntai ns per-QP state for retransm ssion.

An operation primtive of the RDMA progranmm ng
model .  Key verbs: SEND/ RECV (two-sided,

recei ver nust post a buffer), WRITE (one-sided,
target nmenory witten directly), READ (one-
sided, renote nenory read), and Atonic (conpare-
and- swap, fetch-and-add). Al collectives
predom nantly use WRI TE and SEND.

Utra Ethernet Transport. A transport protocol
defined by the Utra Ethernet Consortium (UEC)
Specification 1.0 as a next-generation Al/HPC
fabric transport. UET is connectionless,
supports native packet spraying (RUD), and
integrates multipath | oad bal anci ng and
congestion control. Transported over UDP
destination port 4793 (pending | ANA
verification).

Packet Delivery Context. The epheneral,

| i ghtwei ght transport endpoint in UET, anal ogous
to but distinct froman RDVA Queue Pair. PDCs
are connectionl ess (no setup handshake),
enabling lowlatency initiation and reduced per-
flow state in the NIC and swi tch.

Rel i abl e Ordered Delivery. A UET transport
service providing reliable, in-order packet
delivery, semantically equivalent to RoCEv2 RC
nmode. Suitable for | egacy RDVA applications
requiring strict ordering guarantees.

Tabl e 4: RoCEv2 and RDVA Ter s
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rnet Transport (UET) Terns

Utra Ethernet Consortium (UEC) Specification 1.0 [UEC 1.0].

[ e e
| Term |
===+
| *RUD* |
I I
I I
I I
I I
I I
I I
F-- - - - +
| *RUDI* |
I I
I I
I I
I I
I I
I +
| *UUD* |
I I
I I
I I
I I
I +
| *UEC |
| Profile* |
I I
I I
I I
I I
I +
| *LLR* |
I I
I I
I I
I I
I I
I I
R +
*Packet

I I
| Trinmmng* |
I I
I I

Cal abria, et al.

Rel i abl e Unordered Delivery. A UET transport
service providing reliable delivery w thout

mai nt ai ni ng packet order across paths. Enables
native packet spraying across ECVMP paths without
reorder-buffer overhead at the receiver NNC. The
preferred UET service class for Al training

col l ecti ves.

Rel i abl e Unordered Delivery for |denpotent
operations. A UET transport service optimnized for
operations safe to execute nore than once (e.g.,
RDVMA Wites to non-accunul ating targets), allow ng
simplified retransm ssion logic with reduced state
over head.

Unreliable Unordered Delivery. A UET transport
service providing best-effort, unordered packet
delivery with m nimal overhead. Suitable for
tel emetry, specul ative operations, or workl oads
with application-layer |oss tol erance.

A defined subset of UET features targeting a
specific use case: Al Base (core Al training/

i nference, mandatory feature set), Al Full (Al Base
pl us deferred send, exact-match tagging, extended
atom cs), or HPC (latency-optim zed for traditional
HPC wor kl oads with fine-grai ned synchroni zation).

Li nk Layer Retry. An optional UEC |ink-Iayer
enhancement providing fast per-hop error recovery
at the Ethernet link layer. LLR detects synbol
errors at the FEC level and retransmts the
affected frame before it is dropped, reducing the
frequency of transport-layer retransm ssion and
improving tail |atency.

An optional UEC |ink-1layer behavior in which a
congested switch, rather than dropping the full
packet, transmts only the packet header (trimed
packet) to the receiver. Trinm ng enables the

Expires 6 Decenber 2026 [ Page 12]
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S +
| *CBFC* |
I I
I I
I I
| |
I I
Fom e +
| *Entropy |
| Val ue* |
I I
| |
I I
I I
Fom e oo +
| *G N I
I I
| |
I I
I I
I I
I I
N +
| *KVCXL* |
I I
I I
I I
I I
I I
| |
I I
Fom e +

Al Fabric Benchmarki ng Ter m nol ogy June 2026

receiver to detect loss and initiate selective
retransm ssion nore rapidly, reduci ng bandw dth
wast e versus silent drop.

Credit-Based Flow Control. An optional UEC Iink-

| ayer buffer managenent mechani smusing explicit
credit grants from downstreamto upstream devi ces.
CBFC provi des backpressure without transmtting PFC
PAUSE frames, elimnating the head-of-1ine bl ocking
and storm propagation risks associated with PFC.

A per-packet field in the UET header used to

di stribute packets of a single message across

avai | abl e ECVP pat hs, providing explicit spray
entropy independent of the IP 5-tuple. Enables

har dwar e- assi st ed packet spraying w thout requiring
transport-layer state in the swtch.

GPU-Initiated Networking. A conmunication paradi gm
in which GPU threads directly initiate network RDVA
operations (sends, one-sided wites/reads) to the

NI C hardware wi thout CPU invol venment, elimnating
the CPU-GPU synchronization round-trip. Reduces
effective latency by several mcroseconds for fine-
grai ned operations.

KV Cache Transfer Library. A software library
provi di ng standardi zed point-to-point data transfer
primtives (register, transfer, notify) for

i nference engi nes, abstracting underlying transport
mechani sms (i ntra-node interconnect, RDMA, PCle
storage interfaces). Enables transport-agnostic KV
cache mgration in disaggregated serving
architectures.

Table 5: Utra Ethernet Transport (UET) Terns

5.2.1. UET Transport Services Conparison

Cal abria, et al.

gy Sy e gp——_—(—— o {p—p—p———(————————— o
Ordered | Reliable | Retransnmission | Prinmary Use |

| | Complexity | Case |
s el s s s sl s °}
Yes | Yes | Full per-QP | Legacy RDMVA / |

| | state | ordered Al ops |
——————— R il s e s i o
No | Yes | Reduced | Al training |
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col l ectives |

I I I | with spray I
S R L T e o e o e +
| *RUDI* | No Yes | M nimal | RDVA Wites; |
| | | (idenpotent) | sinple |
| | | | retransmt |
S LT T o a o o a o +
| *UUD* | No No | None | Telemetry, |
| | | | specul ative |
I I I | ops I
S g o a o o a o +
Tabl e 6: UET Transport Services Conparison
6. Congestion Control and Fabric Behavior Terns
The foll owi ng terns define congestion nanagenent nechani sns and
associ ated fabric behaviors critical to Al workl oad perfornance.
| Term | Definition |
[ bbb s s oo sty o}
| *PFC* | Priority Flow Control (IEEE 802.1Qbb). A |
| | lossless Ethernet nechanismin which a receiver |
| | transmits a PAUSE franme to its upstream |
| | neighbor on a specific priority class when its |
| | ingress buffer approaches a configured |
| | threshold, tenmporarily halting transm ssion of |
| | that priority. Required for |ossless RoCEv2 |
| | operation. PFC operates hop-by-hop and can |
| | propagate congestion upstream (PFC stormri sk). |
N o m m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e mmemao o +
| *PFC | A pathological condition in which PFC PAUSE |
| Stornt | frames propagate across nultiple hops, causing |
| | wi despread throughput degradati on or deadl ock |
| | unrelated to the original congestion source. |
| | Detection and nitigation *SHOULD* be part of |
| | soak test eval uation per the conpani on |
| | nethodol ogy docunents. |
S o +
| *PFC | A circular PFC dependency in which sets of |
| Deadl ock* | flows nutually pause each other indefinitely, |
| | resulting in zero progress for affected traffic |
| | classes. Deadlock risk is elevated in non-tree |
| | topol ogies and *MJST* be evaluated in fabric- |
| | level soak tests. |
Fom e e m m e e e e e e e e e e e e e e e e e e e e e e e eeeoooon +
| *ECN* | Explicit Congestion Notification ([ RFC3168]). |
Cal abria, et al. Expires 6 Decenber 2026 [ Page 14]
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N +
| *DOQON* |
I I
I I
I I
I I
I I
I I
I I
I I
- +
| *ECN I
| Marking |
| Ratio* |
I I
I I
I I
S IR +
| *lncast* |
I I
I I
I I
I I
I I
I I
R +
| *Incast |
| Ratio* |
I I
I I
I I
R +
| *Packet |
| Spray* I
I I
I I
I I
I I
I I
S +
| *DLB / |

Cal abria, et al.
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An | P-1ayer mechani smin which a congested
router marks packets with the Congestion
Experienced (CE) codepoint in the IP ECN field
i nstead of dropping them The receiver echoes
congestion feedback to the sender via the
transport protocol, triggering rate reduction
Used with RoCEv2 as part of DCCQCN

Data Center Quantized Congestion Notification
An end-to-end congestion control algorithmfor
RoCEv2 fl ows, conbining ECN nmarki ng at
congested switches with rate-based sender
reduction using an Al MD schene. Note: PFC
serves as a separate, orthogonal backstop to
prevent packet |oss during DCQCN convergence;
PFC is *not* a conmponent of the DCQCN al gorithm
itself.

The fraction of packets (expressed as a
percentage) that are marked with the CE
codepoint in the IP ECN field over a
measurenent interval. A high ECN Marking Ratio
i ndi cates persistent congestion and is a
primary Fabric Health Indicator

Atraffic pattern in which nultiple sources
simul taneously send to a single destination,
potentially overwhelm ng the destination’s NIC
receive buffer and the switch's egress port
buffer. Incast is a dom nant congestion
mechani smin Al Reduce and collective

operati ons.

The ratio of concurrent senders to receivers in
an incast communication pattern (N:1). The
incast ratio deternines the oversubscription
factor at the destination port and is a primary
test parameter for congestion characterization

A |l oad bal ancing strategy distributing

i ndi vi dual packets of a single RDVA nessage
across all avail abl e ECMP pat hs, naxim zi ng
link utilization at the cost of potential out-
of -order delivery at the receiver. Native in
UET (RUD node); requires NI C reorder buffering
for RoCEv2 RC node.

Dynami ¢ Load Bal ancing using flow et detection.

Expires 6 Decenber 2026 [ Page 15]
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| Flowet* |
I I
I I
I I
I I
I I
I I
e e e oo +
| *ECWP* |
I I
I I
I I
I I
I I
omm e e ma o +
| * MR I
I I
I I
I I
I I
I I
Fomm e e o +

Al Fabric Benchmarki ng Ter m nol ogy June 2026

A per-flow rerouting nechani smthat reassigns a
flowto a new ECVMP path when the fl ow has been
idle Ionger than the flow et gap threshold
(typically 500 ns2 s), reducing out-of-order
packet risk conpared to packet spray while
improving utilization over static per-flow
ECWVP.

Equal - Cost Multi-Path routing. A forwarding
mechani smdistributing traffic across nmultiple
equal -cost paths, typically via hash of the IP
5-tuple (or entropy field in UET). ECW

i mbal ance (MVR > 1.0) is a primary fabric
efficiency metric for Al traffic.

Max- Mean Ratio. The ratio of the flow count
(or traffic load) on the nost heavily utilized
link to the average flow count per |ink across
all fabric links. MVR = 1.0 indicates perfect
ECVMP bal ance; MVR > 1.0 quantifies inbal ance
that degrades effective fabric bandw dth.

Tabl e 7: Congestion Control and Fabric Behavior Terns

6.1. Load Bal ancing Strategy Comnparison

| *DLB /
| Flow et*

| *Packet
| Spray
| (RoCEv2)*

*Packet

I

| Spray (UET
| RUD)*
I

Cal abria, et al.

e —————— L p—————————— e p—p—p—_—_—————— Ll pp—p—p—_—
Granularity | Reorder | Utilization |
| Risk | |
Per-fl ow | None | Low | Low
| | (el ephant |
| | flow bias) |
------------- T T T T
Per-flow et | Low | Medium | Medium
I I I
------------- T
Per - packet | High | High | Hgh (NIC
| reor der
| | | buffer)
------------- T T S
Per-packet | None | High | Low
| (transport | |
| tolerates | |
| OO I I
------------- T T T T

Expires 6 Decenber 2026 [ Page 16]
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Tabl e 8: Load Bal ancing Strategy Comparison

7. Fabric Topology and Infrastructure Terns

The followi ng terns define fabric topology architectures and

i nfrastructure conponents referenced in the conpani on net hodol ogy

docunent s.

*Fabric DUT
Boundar y*

*| ntra- Node
Tr ansf er
Over head*

*Clos /| Fat-Tree
Topol ogy*

The preci se nmeasurenent boundary for BMAG
Al fabric benchmarks. Defined as the NIC

Et hernet port (transmt side at source,
receive side at destination). Al
benchmarked netrics (throughput, |atency,
| oss, congestion) are neasured at or
between NI C Ethernet ports. Intra-node
segnments (NVLink, PCle Gen4/5, CXL) are
out si de the DUT boundary and MJUST NOT be
included in fabric benchmark results

wi thout explicit |labelling as a separate
measur enent conponent.

The | atency and bandw dt h consuned by
data novenent within a single server
node: specifically, the GPU-to-NIC path
via PCle or CXL, and GPU-to-GPU

communi cation via NVLIink. Intra-node
transfer overhead is a contextua

measur enent reported al ongside fabric
benchmarks in end-to-end decomnposition
tests but is not itself the benchmarked
entity in any test in this docunent

A multi-stage switch topol ogy providing
non- bl ocki ng or oversubscri bed
connectivity between all |eaf-to-Ieaf
pairs. In Al fabric deploynents, a two-
tier (leaf-spine) or three-tier (leaf-
spi ne-superspine) Cos is standard. Ful
bi section bandwidth (1:1) is the target
for training fabrics; 2:1 or 4:1
oversubscription may be acceptable for

i nference fabrics.

June 2026

Cal abria, et al.

| *Rail-Optim zed | A topology in which the NIC ports of each
| Topol ogy* | server are distributed across nmultiple |

Expires 6 Decenber 2026
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| | ToR switches (one NI C port per swtch), |
| | such that collective traffic between |
| | adj acent servers traverses different |
| | physical paths. Mnimzes swtch-to- |
| | switch traffic during ring Al Reduce, |
| | maximzing effective BusBW Requires |
| | ECMP-aware col |l ective placenent. |

*Bi section
Bandwi dt h*

| The aggregate bandw dth across the |
| mninmmcut that divides the fabric into |
| two equal halves. Non-blocking fabrics |
| provide bisection bandwi dth equal to half |
| the total edge (server-facing) bandw dth. |
| Limts worst-case all-to-all |
| comuni cation throughput. |

*Qversubscription
Rati o*

| The ratio of total edge (server-facing) |
| bandwi dth to total bisection bandwidth in |
| a dos fabric. A 1:1 ratio is non- |
| bl ocking; higher ratios (e.g., 2:1, 4:1) |
| reduce fabric cost but may bottl eneck |
| all-to-all and All Reduce patterns when |
| all server ports are active |
| sinultaneously. |
*ToR Swi t ch* | Top-of-Rack switch. The first-hop |
| aggregation switch connecting accel erator |
| servers in a rack to the spine |ayer of |
| the fabric. In rail-optinzed |
| topologies, multiple ToR switches serve a |
| single rack, with each server’'s N Cs |
| distributed across ToRs. |

*Spi ne /
Super spi ne*

| I'ntermediate and top-layer switches in a |
| multi-tier Cos fabric, providing inter- |
| rack and inter-pod connectivity |
| respectively. Spine swtches aggregate |
| multiple ToR switches; superspine |
| switches aggregate nultiple spine pods. |

| Network Interface Controller. The |
| hardware device providing network |
| connectivity for an accelerator host. Al |
| fabric NI Cs support RDMA (RoCEv2 or UET), |
| hardware offload for collective |
| operations, and, optionally, GPU |
| Initiated Networking (G N). N C nodel |
| and firmware versi on *MJST* be documented |

Cal abria, et al. Expires 6 Decenber 2026 [ Page 18]
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| | in all benchmark reports.

*Buf f er

The instantaneous or time-averaged fil

| | |
| Cccupancy* | level of a switch port’s packet buffer,

| | expressed in bytes or as a fraction of |
| | total buffer capacity. Elevated |
| | sustained buffer occupancy indicates |
| | congestion. P99 buffer occupancy is a |
| | Fabric Health Indicator in the companion

| | met hodol ogy docunents. |
o e e o s o m e e e e e e e e e e e e e e e e e eeee e +

*Zer o- | npact
Fai | over*

prot ocol convergence
*Li nk

Uilization*
a neasurenent interval,

traffic.

| Sub-microsecond automatic path

| convergence upon a link or switch failure
| resulting in no neasurable increase to

| JCT or TTFT. Requires pre-programed

| alternate paths and hardware-|evel fast
| reroute (FRR) with sub-m crosecond
| detection, not relying on routing
I

The fraction of the nominal |ink capacity
actually used for data transm ssion over

expressed as a

|

|

| percentage. Reported as nean, P95, and
| P99 per link. High asymretric |link

| utilization (low average but hi gh peak)

| is characteristic of bursty Al inference
I

Table 9: Fabric Topol ogy and Infrastructure Terns

8. Training-Specific Terns
The following terns are specific to Al training workl oad benchmar ki ng
and are used normatively in
[1-D.cal abria-bmag-ai -fabric-training-bench].
[ sy oo s oo e o e
| Term | Definition |
[ e e e e e e e s s s e s s e e e s e e s s e e s s s s s s s s s e e
| *JCT* | Job Conpletion Tinme. The wall-clock el apsed
| | time fromthe start of a training job (or |
| | benchmark iteration) until all participating
| | accelerators conplete their work, inclusive |
| | of all forward pass, backward pass, and |
| | collective communi cation phases. JCT is the
| | primary end-to-end training efficiency KPl. |
Cal abria, et al. Expires 6 Decenber 2026 [ Page 19]
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*Roof |l i ne JCT*

*JCT Rati o*

*Gr adi ent
Synchr oni zat i on*

o e e oo +-

| *Step Tine* |

I I

I I

I I

I I

I I

Fom e e e oo +-

| *Soak Test* |

I I

I I

I I

I I

I I

I I

I I

oo +-
Tabl

Cal abria, et al.

The theoretical mninmum JCT assum ng perfect |
(zero-contention, zero-queuing) network |
behavi or: Roofline JCT = conputation_tinme + |
serialization_delay, where |
serialization_delay = nessage size / |
link_rate. Provides a reference for |
eval uati ng fabric overhead. |

The ratio of measured JCT to Roofline JCT. |
A value of 1.0 indicates no network-induced

overhead. Values > 1.0 quantify fabric |
i nefficiency: JCT Ratio = JCT_neasured / |
JCT_roofline. The JCT Ratio is the primary |
comparative nmetric for Al training fabric |
benchmar ki ng. |

The Al | Reduce col |l ective operation perforned |
after the backward pass of each training |
step to sumthe locally conmputed gradients

across all data-parallel replicas. The |
dom nant conmmuni cation event in data- |
paral |l el training, occurring once per |
training step per |ayer. |

The wal | -cl ock duration of a single training

iteration (forward pass + backward pass + |
gradi ent synchroni zation + optim zer step). |
Step tine = conputation tinme + conmunication |
time, where the comunication tine is |
dom nated by the Al Reduce collective. |

A sustai ned-1oad test run for an extended |
period (mninmum 24 hours for stability |
eval uation) at a defined offered | oad |
fraction (e.g., 70% or 90% of maxi num |
throughput). Soak tests detect buffer |
| eaks, ECMP inbal ance drift, PFC storm |
initiation, and long-tail error accunul ation |
not visible in short-duration tests. |

e 10: Training-Specific Termns

Expires 6 Decenber 2026 [ Page 20]
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9. Inference-Specific Terns

The following terns are specific to Al inference serving workl oad
benchmar ki ng and are used nornmatively in
[1-D. cal abri a-bmng-ai -fabric-inference-bench].

Cal abria, et al.

Time to First Token. The elapsed tine from
recei pt of an inference request by the
serving systemto em ssion of the first

out put token. Enconpasses pronpt
processing (prefill), KV cache generation
optional KV cache transfer (in

di saggregated architectures), and the
initial decode step. Interactive serving
target: TTFT < 500 ns at P99.

Inter-Token Latency. The el apsed tine

bet ween successive out put tokens during the
aut or egr essi ve decode phase. Measured at
P50, P95, P99, and P99.9 to characterize
tail latency behavior. Interactive serving
target: ITL < 50 nms at P99.

Tokens Per Second. Aggregate throughput of
the inference serving system neasured as
the total nunber of output tokens generated
per second across all concurrent requests.
Reported separately for input-side
(prefill) TPS and out put-si de (decode) TPS

Key-Val ue Cache. The internediate
attention state (key and val ue projection
matrices frommulti-head attention |ayers)
comput ed during the prefill phase and
reused during each decode step to avoid
redundant reconputation. KV cache size
scales with: layers x attention_heads x
head _di m x sequence_l ength x precision.
The attention head configuration *MJST* be
reported in all benchmark results.

The conput e- bound phase of LLMinference in
which the entire input pronpt is processed
in parallel to generate the KV cache and
the first output token. Characterized by

Expires 6 Decenber 2026 [ Page 21]
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| | high arithmetic intensity (200400 ops/ |
| | byte), high accelerator utilization |
| | (9095%, and |arge activation tensors. |
| | Prefill latency dom nates TTFT for |ong |
I I

pronpts. |

| The menory-bandwi dt h- bound phase of LLM |
| inference in which output tokens are |
| generated autoregressively, one token per |
| forward pass, by reading the KV cache. |
| Characterized by low arithnmetic intensity |
| (6080 ops/byte), | ower accel erator |

| utilization (2040%, and menory-bandw dt h- |

| limted KV cache reads. Decode throughput |
| limts TPS. |

*Di saggr egat ed
Servi ng*

| An inference serving architecture in which |
| the prefill phase and decode phase are |
| executed on physically separate groups of |
| accel erators (workers), connected by a |
| network fabric. Allows independent scaling |
| of prefill and decode resources (xPyD) but |
| introduces KV cache transfer as a fabric- |
| critical data novenent. |
*xPyD Rati o* | The allocation ratio of x prefill workers |
| toy decode workers in a di saggregated |
| serving cluster. Exanple: 3P9D denotes 3 |
| prefill nodes and 9 decode nodes. The |
| optimal xPyD ratio depends on nodel size, |
| pronpt/output Iength distributions, and |
| TTFT/ITL SLO targets. |

*Cont i nuous
Bat chi ng*

| A dynam c inference scheduling technique |
| that inserts new requests into an active |
| decode batch as sl ots becone avail able |
| (without waiting for the current batch to |
| conplete), inproving accel erator |
| utilization conpared to static batching. |
| Generates variable batch sizes that affect |
| fabric traffic burstiness. |
*PagedAttention* | A KV cache nmenory nmanagenent techni que |
| storing attention keys and values in fixed- |
| size, non-contiguous virtual pages |
| (typically 1664 KB), inspired by OS |

| virtual nenory managenent. Reduces nenory |
| fragmentation and enabl es efficient KV |

Cal abria, et al. Expires 6 Decenber 2026 [ Page 22]
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*Prefix Cachi ng*

* Nor nal
Di spat ch*

*Low Lat ency
Di spat ch*

*Expert Choice
Rout i ng*

*Auxiliary Loss
Top- k*

| *Top-k with
| Token Drop*
I
I

Cal abria, et al.

Fabri c Benchmarki ng Term nol ogy

cache sharing across requests wth common
prefi xes.

Reuse of previously conputed KV cache
segnents for inference requests sharing a
common pronpt prefix (e.g., a fixed system
pronpt), elimnating redundant prefil
computation. Prefix cache hit rate is a
secondary KPI for inference serving
efficiency.

An Al | ToAll ME dispatch communi cati on node
optinized for the prefill phase. Payl oad
sizes are variabl e (dependi ng on token-to-
expert routing), generating dynam c tensor
shapes inconpatible with static graph
capture. Maxim zes throughput for |arge
bat ches at the cost of higher per-dispatch
| at ency.

An Al ToAll ME di spatch conmuni cati on node
optim zed for the decode phase. Payl oad
sizes are padded to fixed maxi nrum

di nensions (conpatible with static graph
capture), enabling | ower kernel-Iaunch
overhead at the cost of slight bandw dth
inefficiency. Target: < 200 s per

di spatch round trip.

A token routing strategy in which experts
sel ect which tokens to process, rather than
tokens sel ecting experts. Each expert
accepts its top-C tokens by affinity score,
produci ng perfect |oad bal ance but non-
uniform Al Il TOAIl nessage sizes across EP
ranks.

A top-k routing variant that adds a | oad-
bal ancing auxiliary loss during training to
encourage uniformtoken distribution across
experts. Produces near-uniform Al | ToA
traffic in inference and reduces hot-spot
risk on the fabric.

A top-k routing variant in which tokens
destined for overloaded experts are dropped
or redirected to a fallback. Reduces
wor st - case di spatch traffic volune at the

June 2026
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*Specul ati ve
Decodi ng*

Fabri c Benchmarki ng Term nol ogy June

cost of nodel output quality under [ oad.

The di spatch payl oad per accel erator per
MoE | ayer, conputed as: T dispatch = (B * k
* H nodel * P_bytes) / N where B = batch
size (tokens), k = top-k routing count,

H nodel = hi dden di mension, P_bytes = bytes
per el enent (BF16=2, FP8=1), N = EP group
size. Used as the canonical traffic vol ume
paraneter in the MbE test matrix (see
Section 7.1 of the conpanion inference
benchmarking draft).

Service Level (bjective. A quantitative
target for an inference serving KPI. Al

i nference SLGCs typically specify naximum
TTFT (e.g., < 500 ns P99) and naximum | TL
(e.g., <50 ns P99) under a specified
request arrival rate.

An inference accel eration techni que using a
smal | draft nodel to generate candidate

t oken sequences verified in parallel by the
target nodel. Reduces effective |ITL but
generates bursty, variable-length KV cache
traffic; noted as a future benchmarking
area not fully specified in the current
conpani on docunents.

The total size in bytes of the KV cache
state generated by a single inference
request across all transformer |ayers and
all context tokens, conputed as: S KV = 2 x
L x Hkv x Dx Cx P_bytes. Were: L =
nunber of transformer |ayers; H kv = nunber
of KV attention heads per layer (H kv <=
Htotal for GQN M®); D = per-head key/

val ue di nension (head_din), typically

model _dim/ Htotal; C = context length in
tokens (pronpt + generated tokens); P_bytes
= precision in bytes per el enent (FP16/BF16
= 2, FP8/INT8 = 1); Factor 2 accounts for
both K and V tensors, each of shape [H kv,
Dl per layer per token

Tabl e 11: Inference-Specific Terns

Cal abria, et al.
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See Section 7.1 of [I-D.cal abria-bmag-ai-fabric-inference-bench] for
the MoE test matrix referenced by T _dispatch above.

9.1. Inference Phase Characteristics

F oo e oo s s e et e e =}
| Phase | Compute Bound | Arithnetic | Accelerator | Primary |
| | | Intensity | Util. | KPI |
B el sty st ey e ey
| *Prefill* | Yes | 200400 | 9095% | TTFT |

I I | ops/byte | I I
I I R I I Fommm e - - - Fom e e a - - I +
| *Decode* | No (nenory BW| 6080 ops/ | 2040% | ITL, |

| | bound) | byte | | TPS |
I ] Feom e - - I I I I I +

Tabl e 12: I nference Phase Characteristics
10. KPI dassification Terns

The following terns define the three-tier KPlI taxonony used across
bot h conpani on net hodol ogy docunents.

*Primary
KPI *

| A top-level performance indicator directly |
| representing end-user experience or training |
| efficiency. In training: JCT Ratio and BusBW In |
| inference: TTFT and ITL. Prinmary KPls are the |
| principal reporting metric and the basis for |
| comnparative benchmarki ng across DUT |
| inplenentations. |

*Secondary
KPI *

| A fabric-level performance indicator providing |
| mechanistic explanation for primary KPI val ues. |
| Exampl es: collective operation throughput (BusBW, |
| KV cache transfer goodput, AllToAll dispatch |
| latency, ECWP inbal ance (MVR), and |ink |
| utilization. Secondary KPls enabl e root-cause |
| analysis of Primary KPI deviations. |

*Fabric An operational metric characterizing fabric
Heal th stability and anomaly conditions rather than peak
I ndi cat or performance. FH's include: PFC event rate, PFC

rate, buffer occupancy (P99), and retransni ssion

I I I
I I I
| | , \ |
| (FH)* | storm occurrence, ECN marking ratio, packet |oss |
I I I
| | rate. FH's *SHOULD* be continuously nonitored and

Cal abria, et al. Expires 6 Decenber 2026 [ Page 25]
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| | reported throughout all test categories. |

The application-useful data delivered per unit |
time, excluding retransm ssions, protocol overhead, |
and paddi ng. Benchmark reports MJST specify the |
qual i fied Goodput netric (e.g., Inference_Goodput |
or Fabric_Goodput) to avoid anbiguity. |
*Fabri c_Goodput:* RDVA nmessage payl oad bytes |
successfully delivered per unit time at the DUT |
boundary, excluding transport headers, fram ng |
over head, padding, and retransnitted bytes. This

is the nunerator quantity in KV xfer_ bandwi dth and |
EP_alltoal | _bandwi dth. Units: GB/s or Cbps; |
reports MJST state which. |
*| nf erence_Goodput: * Qutput tokens successfully |
delivered per unit time, counting only requests |
that conplete wthout preenption, eviction, or |
error. Corresponds to TPS output over successfully |
conmpl eted requests only. Units: tokens/second. |
The two planes MJUST NOT be conflated. KV_BW |
measur es Fabric_CGoodput; it does not measure |
I nf erence_Goodput. |

time, excluding retransmtted packets, protocol. A
test acceptance criterion requiring that no packets
are dropped by the DUT during the nmeasurenent |
interval. For RoCEv2 and UET transports, zero |
packet loss is the target operating condition. The
bi nary search procedure in the conpanion |
met hodol ogy docunents determ nes the maxi num |
of fered | oad satisfying this criterion. |

Table 13: KPI Cassification Terns
10.1. KPI Tier Summary
The exampl es below are illustrative and non-exhaustive; the companion
met hodol ogy documents may add KPls at each tier as appropriate to

their specific workload focus, provided the tier semantics described
above are preserved.
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11.

| Tier | Training | I'nference | Purpose |
| | Exanpl es | Exanpl es | |
[ e ———— L ——————————————— L —p——_—————————— Ll p—p—_—
| *Primary | JCT Rati o, | TTFT, ITL, TPS | Direct end-user |
| KPI* | BusBW | | experience / |
| | | | business inpact |
Fomm e oo - o e e e e oo - Fom e e e oo o e e e e oo - +
| *Secondary | All Reduce | Al ToAll | Root cause |
| KPI* | BusBW MR, | dispatch | anal ysis of |
| | Link | latency, KV | Primary KPI |
| | Utilization | transfer goodput | deviations |
T o Fom e e e oo o +
| *Fabric | PFC events, | PFC events, ECN | Ongoing fabric

| Health | ECN rati o, | ratio, packet | stability and |
| I'ndicator | packet |oss, | loss, buffer P99 | anonaly |
| (FH)* | buffer P99, | | detection |
| | retx rate | | |
T o Fom e e e oo o +

Tabl e 14: KPI Tier Summary
Ref erenced St andards Abbrevi ati ons

The foll owi ng abbreviations refer to normative and informative | ETF
docunents referenced throughout this document and the conpanion

met hodol ogy documents. Expansions for technical acronyms used across
the conpani on docunents are listed in the Acronyns appendi x

(Tabl e 16).
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:::::::::::::::::::::::::::::::::::::::::::::::::::::+
Definition |
oo s ey o}

+
I
+
| "Benchmarking Term nol ogy for Network Interconnect |
| Devices" (Bradner, 1991). Defines foundational |
| benchmarking terns (throughput, |atency, franme |oss |
| rate, back-to-back frames). The baseline |
| term nology reference for BMAG work. \Were terns |
| in this document overlap with RFC 1242 definitions, |
| this docunent contextualizes and extends those |
| definitions for Al fabric benchmarking. |
| "Benchmar ki ng Met hodol ogy for Network Interconnect |
| Devices" (Bradner & McQuaid, 1999). Defines test |
| nethodol ogi es for throughput, |atency, frane |oss |
| rate, and back-to-back measurenents. The Al fabric |
| nethodol ogy docunents extend RFC 2544 procedures |
| for Al-specific traffic patterns and test |
| durations. |

| "Data Center Benchmarking Term nol ogy" (Bitar et |
| al., 2017). Extends RFC 1242 with data center- |
| relevant terns including forwarding table scaling, |
| congestion, and VM SDN. |ncast, ECN, and buffer |
| occupancy concepts in this docunment align with RFC |
| 8238 definitions. |

| "Data Center Benchmarking Methodol ogy" (Bitar et |
| al., 2017). Defines test nethodol ogies for data |
| center network functions including incast, ECN |
| marking, and | ossl ess behavior. The Al fabric |
| comnpani on et hodol ogy docunents extend RFC 8239 for |
| distributed Al collective traffic patterns. |

| "Key words for use in RFCs to Indicate Requirenment |
| Levels" (Bradner, 1997; Leiba, 2017). Define the |
| normative requirement | anguage: MJST, MJST NOT, |
| REQUI RED, SHALL, SHALL NOT, SHOULD, SHOULD NOT, |
| RECOMMENDED, MAY, and OPTIONAL. RFC 8174 clarifies |
| that these terns are normative only when in |
| uppercase; |owercase uses are not nornative. |

Tabl e 15: Referenced Standards Abbrevi ations
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12.

13.

I ANA Consi derations
Thi s docunent is a term nol ogy docunent and has no | ANA acti ons.

Note that the UET UDP destination port 4793 referenced in Table 4 is
expected to be assigned through the Utra Ethernet Specification
[UEC-1.0]; this docurment does not request any | ANA assignnent.

Security Considerations

Thi s docunent defines terninology and does not specify any protoco
mechanism It therefore introduces no new protocol -1evel security
consi derations beyond those of the underlying technologies it

ref erences. The considerations bel ow foll ow the BMAG convention
established in [RFC8238] and apply to any benchmarking activity
conducted using the terns defined herein.

Benchmarking activities as described in the conpani on net hodol ogy
docunents are limted to technol ogy characterization of Al fabrics
using controlled stinuli in a |laboratory environment, w th dedicated
address space and the constraints specified in those documents.

The benchnmarki ng network topology will be an i ndependent test setup
and MJUST NOT be connected to devices that may forward the test
traffic into a production network or msroute traffic to the test
managenment network. This isolation requirenment is particularly
important for Al fabric benchmarking because the | ossless transport
nodes referenced in Table 7 (PFC, DCQCN, CBFC) propagate congestion
hop- by-hop and can extend the blast radius of a misconfigured test
beyond t he inmedi ate DUT.

Benchmarking is performed on a "bl ack-box" basis, relying solely on
measur enents observabl e external to the DUT or SUT as defined in
Tabl e 1.

Speci al capabilities SHOULD NOT exist in the DUT specifically for
benchmar ki ng purposes. Any inplications for network security arising
fromthe DUT SHOULD be identical in the lab and in production
networks. In particular, RDVA nmenory-region permssions and KV cache
telenetry exposure are properties of the deployed configuration, not
of the benchmarki ng nmet hodol ogy, and SHOULD refl ect production
posture during testing. Synthetic inputs SHOULD be used for the

i nference benchmarks referencing the KV Cache and S KV terns in

Table 11 so that no production pronpt content is processed in the
test environment.
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Acr onyns

The foll owi ng acronynms are used in this document and in the companion
met hodol ogy docunents ([I-D.cal abri a- bmng-ai -fabric-traini ng-bench]
and [I|-D.cal abri a-bmng-ai -fabric-inference-bench]). Substantive
definitions for protocol- and benchmarking-rel evant ternms are
provided in the body of this docunent; the table bel ow provides
expansi ons only.

Acronyns specific to only one conpani on net hodol ogy docunent are
expanded on first use within that docunent and are not duplicated

her e.
| Acronym | Expansion |
[§ s pumejemsfummeiey s oo e o
| Al | Artificial Intelligence |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| API | Application Progranming Interface |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| ASIC | Application-Specific Integrated Circuit |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| BGP | Border Gateway Protocol |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| BTH | Base Transport Header |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| BusBW | Bus Bandwi dth |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| CBFC | Credit-Based Fl ow Control |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| CCcL | Collective Comruni cations Library |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| CDF | Currul ative Distribution Function |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| Cvs | Congestion Managenent Sub-|ayer (UET) |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| CRC | Cyclic Redundancy Check |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| Cv | Coefficient of Variation |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| DCQCN | Data Center Quantized Congestion Notification |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| DLB | Dynanic Load Bal anci ng |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| DMA | Direct Menmory Access |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| DSCP | Differentiated Services Code Point |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
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| ECWP | Equal -Cost Multi-Path |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| ECN | Explicit Congestion Notification |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| EP | Expert Parallelism |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| HBM | H gh Bandwi dth Menory |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| HOL | Head- of - Li ne |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| HPC | Hi gh-Perfornance Conputing |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| 1CRC | I'nvariant CRC |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| INT | I'n-band Network Tel emetry |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| JCT | Job Conpletion Tine |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| MAC | Media Access Control |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| M | Machi ne Lear ni ng |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| ME | Mxture of Experts |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| Mru | Maxi mum Transmi ssion Unit |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| NIC | Network Interface Controller |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| NGCs | Network Operating System |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| OFED | OpenFabrics Enterprise Distribution |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| OOCO | Qut-of-COrder |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| OSPF | Open Shortest Path First |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| PDC | Packet Delivery Context |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| PDS | Packet Delivery Sub-layer (UET) |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| PFC | Priority Flow Control |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| PSN | Packet Sequence Number |
B o m e e e e e e e e e e e e e e e e e e e e e e emamao o +
| QP | Queue Pair |
R oot o e e e e e e e e e e e e e e e e e e e e e e oo oo +
| RDVA | Renote Direct Menory Access |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
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B S o m m o m e e e e e e e e e e e e e e e e e e e e e e e e e e mma—oan +
| RTT | Round-Trip Tine |
R S —— o o e o e e e e e e e e e e e e e e e e e e oo oo +
| SES | Semantic Sub-layer (UET) |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| SuTr | System Under Test |
B S o m m o m e e e e e e e e e e e e e e e e e e e e e e e e e e mma—oan +
| TCAM | Ternary Content-Addressabl e Menory |
R S —— o o e o e e e e e e e e e e e e e e e e e e oo oo +
| TSS | Transport Security Sub-layer (UET) |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| UEC | Utra Ethernet Consortium |
B S o m m o m e e e e e e e e e e e e e e e e e e e e e e e e e e mma—oan +
| UET | Utra Ethernet Transport |
R S —— o o e o e e e e e e e e e e e e e e e e e e oo oo +
| VLAN | Virtual LAN |
S o m m e e e e e e e e e e e e e e e e e e e e mee— o on +
| vOQ | Virtual Qutput Queue |
B S o m m o m e e e e e e e e e e e e e e e e e e e e e e e e e e mma—oan +
| XPU | accel erator processing unit (generic) |
R S —— o o e o e e e e e e e e e e e e e e e e e e oo oo +

Tabl e 16: Acronyns
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Appendi x A: Term Cross-Reference to Conpani on Docunents

The following table identifies which terns fromthis docunment are
used in each conpani on nethodol ogy docunent.

[ oo ooy oo oo e s
| Term Cat egory | Used in Training | Used in Inference |
| | Bench | Bench |
| General | Al terms | Al terms |
| Benchmarking Terns | | |
| (82) I I I
o e e e e oo o e e e e oo o e e e e e e oo +
| Collective | Al'l Reduce, | Al ToOAI'l, BusBW |
| Communication (83) | Al Gather, | |
| | ReduceScatter, | |
| | AlToAl I, BusBW | |
| | CCL, Ring | |
| | Algorithm BSP, | |
I | SPMD I I
o e e oo o e e oo o +
| Parallelism | DP, TP, PP, EP, | EP, MoE, DP Attention |
| Strategies (8§4) | ME, ZeRO | |
o e e e o e e e o e e e e +
| RDVA / RoCEv2 | RDMA, RoCEv2, QP, | RDMA, RoCEv2, @, RC |
| (85.1) | RC node, RDMA Verb | node, G N, KVCXL |
o e e oo o e e oo o +
| UET Terms (85.2) | UET, PDC, ROD, | UET, RUD, G N |
| | RUD, RUDI, UUD, | |
| | LLR, Packet | |
| | Trimmng, CBFC, | |
| | UEC Profile, | |
I I I I

Ent ropy Val ue
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Fom e e e e e oo o Fom e e e e e oo o o +
| Congestion Control | PFC, PFC Storm | PFC, ECN, DCQCN, |
| (§6) | PFC Deadl ock, ECN, | Incast, Packet Spray, |
| | DCQCN, ECN Marking | ECWP |
| | Ratio, I|ncast, | |
| | I'ncast Ratio, | |
[ | Packet Spray, DLB/ | |
| | Flowet, ECMP, MWR | |
o e e e o e e e o e e e e +

Fabric Topol ogy | dos, Rail- | dos, Bisection BW |

(87) | Optimzed, | ToR, NIC, Buffer |

Bi secti on BW
Over subscri pti on,
ToR, Spine, N C,

| | Gccupancy, Link
I I
I I
| Buffer COccupancy, |
I I
I I
I I

Utilization

Zer o- | npact
Fai | over, Link
Utilization

rai ning-Specific | JCT, Roofline JCT, | Soak Test |
§ 8) | JCT Rati o, | |
| Gradient Sync, | |
| Step Tinme, Soak | |
I I I

Test
I I Fom e meeeeeemeecieaaaas +
| I'nference-Specific | — | TTFT, 1TL, TPS, KV |
| (§89) | | Cache, Prefill, |
| | | Decode, D saggregated |
| | | Serving, xPyD, |
| | | Continuous Batching, |
| | | PagedAttention, |
| | | Prefix Caching, |
| | | Normal /Low Lat ency |
| | | Dispatch, SLO |
O +
| KPI Cassification | Primary KPI (JCT | Primary KPl (TTFT, |
| (810) | Ratio, BusBW, | 1TL), Secondary KPI, |
| | Secondary KPI, | FH, Goodput, Zero |
| | FHI, Goodput, Zero | Packet Loss |
| | Packet Loss | |
O +

Table 17: Term Cross-Reference to Conpani on Docunents
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Appendi x B: Term Taxonomny Sunmmary

The foll owi ng table provides a concise summary of all defined terns

organi zed by category,

definition

Cal abria, et al.

DUT, SUT, RT, JFI, Ofered
Load, Trial Duration, Warmup
Peri od, Binary Search,
Percentil e Latency, Al
Fabric

Col I ective Qperation,

Al | Reduce, All Gat her,
ReduceScatter, AllToAll,
Ring Al gorithm BusBW CCL,
SPMD, BSP

Data Parallelism Tensor
Paral l el ism Pipeline
Paral | el i sm Expert

Paral lelism ME, DP
Attention, ZeRO

RDVA, RoCEv2, QP, Reliable
Connected (RC), RDVA Verb,
UET, PDC, ROD

RUD, RUDI, UUD, UEC Profile,
LLR, Packet Trinm ng, CBFC,
Entropy Value, AN, KVCXL

PFC, PFC Storm PFC

Deadl ock, ECN, DCQCN, ECN
Mar ki ng Ratio, Incast,

I ncast Ratio, Packet Spray,
DLB/ Fl ow et, ECMP, MVR

Cl os/Fat-Tree, Rail-

Optim zed, Bisection

Bandwi dt h, Oversubscri ption
Rati o, ToR Switch, Spine/
Superspine, NIC, Buffer
Cccupancy, Zero-I| nmpact

Fail over, Link Utilization

Expires 6 Decenber 2026

with the section reference for the full

::::::::::::::::::::+
Cat egory |
e ———————————
Gener al |
Benchnar ki ng |

I

I

I
____________________ +
Col l ective |
Conmruni cat i on |

I

I

I
____________________ +
Paral | el i sm |
Strategies |

I

I

I
____________________ +
Transport — RDMA / |
RoCEv2 |

I
.................... +
Transport — UET |
|

I
____________________ +
Congestion Control |
I

I

|

I
____________________ +

Fabric Topol ogy
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S o m o e Fom oo +
| 8 | JCT, Roofline JCT, JCT | Training-Specific |
| | Ratio, G adient | |
| | Synchronization, Step Tine, | |
| | Soak Test | |
S o m oo Fom oo +
| 9 | TTFT, ITL, TPS, KV Cache, | I'nference-Specific |
| | Prefill Phase, Decode Phase, | |
| | Di saggregated Serving, xPyD | |
| | Ratio, Continuous Batching, | |
| | PagedAttention, Prefix | |
| | Caching, Nornal Dispatch, | |
| | Low Latency Dispatch, SLO | |
| | Specul ative Decodi ng | |
S R o e e e e e e e e e e e e e e o e e e +
| 10 | Primary KPI, Secondary KPI, | KPI Cassification |
| | Fabric Health Indicator, | |
| | Goodput, Zero Packet Loss | |
S o m o e e Fom e +
| 11 | RFC 1242, RFC 2544, RFC | Referenced |
| | 8238, RFC 8239, RFC | Standards |
| | 2119/8174 | |
O oo oo Fom e oo +

Tabl e 18: Conpl ete Term Taxonony
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