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Abstract

Thi s docunent defines benchmarki ng term nol ogy, nethodol ogi es, and
Key Performance Indicators (KPIs) for eval uating Ethernet-based Al
i nference serving network fabrics. As Large Language Mdel (LLM

i nference depl oynments scal e to di saggregated prefill/decode
architectures spanni ng hundreds or thousands of accelerators (GPUs/
XPUs), the interconnect fabric becones the critical bottleneck
determning Tine to First Token (TTFT), Inter-Token Latency (ITL),
and aggregate throughput in tokens per second (TPS). This docunent
est abl i shes vendor-i ndependent, reproducible test procedures for
benchmar ki ng fabric-1evel performance under realistic Al inference
wor Kkl oads.

Cover age i ncludes RDMA- based KV cache transfer between di saggregated
prefill and decode workers, M xture-of-Experts (M)E) expert

parall elism Al |l TOAIl conmuni cation, request routing and | oad

bal anci ng for inference serving, congestion managenment under bursty
inference traffic patterns, and scal e/soak testing. The nethodol ogy
enabl es appl es-t o-appl es conpari son across inplenentations, NC
transport stacks (RoCEv2, UET), and fabric architectures.

Thi s docunent is a conpanion to [ TRAI NI NG BENCH], whi ch addresses
trai ni ng workl oads

About Thi s Docunent
This note is to be renoved before publishing as an RFC
The latest revision of this draft can be found at
https://fcal abri.github.io/bmng-ai-fabric-inference-bench/draft-
cal abri a-bmng-ai -fabric-inference-bench.htm . Status information for

this docunment may be found at https://datatracker.ietf.org/doc/draft-
cal abri a-bmng-ai - fabric-inference-bench/.
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Di scussi on of this docunent takes place on the BMAG Wirki ng G oup
mailing list (mailto:bmw@etf.org), which is archived at
https://mail archive.ietf.org/arch/browse/bmvg/. Subscribe at
https://ww.ietf.org/ mailman/listinfo/bmvg/.

Source for this draft and an issue tracker can be found at
https://github. com fcal abri/bmyvg-ai -fabric-inference-bench.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working documents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft documents valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”

This Internet-Draft will expire on 28 August 2026.
Copyright Notice
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Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Legal
Provisions Relating to | ETF Documents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
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1. Introduction

Large Language Mddel (LLM inference serving has energed as a

dom nant consuner of datacenter network capacity, with fundanmentally
different fabric requirenments conpared to training workloads. Wile
traini ng workl oads are characterized by bul k synchronous coll ective
operations (Al Reduce, Al Gather) with predictable periodicity,

i nference workl oads exhibit bursty, |atency-sensitive request/
response patterns with strict Service Level bjectives (SLOs) on per-
token latency and tinme-to-first-token

The advent of disaggregated serving architectures, where the
computationally intensive prefill phase (pronpt processing) is
physically separated fromthe nenory-bound decode phase (token
generation), introduces a new class of fabric-critical data novenent:
KV cache transfer. A single |arge pronpt processed by a typica

| arge-scal e nodel generates nultiple gigabytes of KV cache state that
must be transferred fromprefill workers to decode workers within a
fraction of the target TTFT SLO

As clusters scale with thousands of concurrent requests, this creates

sustai ned nulti-terabyte-per-second aggregate transfer demands on the
fabric. Sinultaneously, M xture-of-Experts (MdE) architectures
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i ntroduce expert parallelism (EP), which distributes expert sub-

net wor ks across GPUs and requires Al ToAll comunication for token-
to-expert routing. Wde EP configurations (e.g., 96-way EP across 12
nodes of 8 GPUs each) generate fine-grained, |atency-sensitive inter-
node traffic that contends with KV cache transfers on shared fabric
I'i nks.

Thi s docunent defines vendor-independent benchmarki ng met hodol ogi es
for evaluating how well a network fabric supports these inference-
specific traffic patterns. Al tests are designed for controlled

| aboratory environnments using either hardware traffic generators or
sof tware wor kl oad emul ators capabl e of reproduci ng inference serving
traffic profiles.

1.1. Requirenents Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in
BCP 14 [ RFC2119] [RFCB174] when, and only when, they appear in all
capital s, as shown here

1.2. Scope and Applicability

Thi s docunent addresses the benchmarki ng of Ethernet-based network
fabrics carrying Al inference serving traffic.

The scope covers Layer 2/3 fabric performance (switch forwarding,
link utilization, congestion nmanagenent), RDMA transport performance
(one-si ded PUT/ GET operations for KV cache transfer, two-sided SEND/
RECV for expert parallelismdispatch), and the interaction between
fabric behavior and application-Ilevel inference nmetrics (TTFT, ITL,
TPS) .

The docurent does NOT address benchmarki ng of individual accel erator
(GPU XPU) conpute performance, nodel accuracy or quality netrics,
benchmar ki ng of the inference serving software stack in isolation
fromthe fabric, or live production network testing. Al

met hodol ogi es assunme control |l ed | aboratory conditions per BMAG
conventi on.

1.3. Relationship to Existing BMAG Wr k
Thi s docunent builds upon the foundational BMAG benchmarki ng

framewor k established by [ RFC1242], [RFC2544], [RFC2889], and
[ RFC6349] .

Cal abria, et al. Expi res 28 August 2026 [ Page 5]



I nternet-Draft Al I nference Fabric Benchnarki ng February 2026

The test structure follows RFC 2544 conventions for trial duration
(m ni mum 60 seconds), statistical repetition (mnimm?20 trials for
| atency, 50 for burst), and reporting format (graphical and tabular).

The net hodol ogi es extend RFC 2544 Section 26 benchmarks (throughput,
| atency, frane |oss rate, back-to-back frames, systemrecovery,
reset) to inference-specific scenarios including KV cache transfer,
expert parallelismdispatch, and di saggregated serving request
routing.

1.4. Relationship to Conpani on Docunents

Thi s docunent is a conpanion to [ TRAINI NG BENCH], which defines
benchmar ki ng met hodol ogi es for Al training network fabrics. Both
docunents share comon term nol ogy (Section 2), test topol ogy
conventions (Section 3), and reporting formats (Section 14). Both
docunents SHOULD be used in conjunction with [ TERM NOLOGY], which
defines the common termnm nol ogy base for Al fabric benchmarki ng which
SHOULD be reused in both docunents.

Where training workl oads are dom nated by bul k synchronous col |l ective
conmmuni cation (Al Reduce, Al Gather) with high bandwi dth utilization
and periodi c synchronization barriers, inference workloads are

dom nated by bursty, latency-sensitive point-to-point transfers (KV
cache) and fine-grained All ToAIl dispatch (ME expert parallelism

I mpl enent ers depl oyi ng converged fabrics that serve both training and
i nference workl oads SHOULD run both test suites.

2. Term nology and Definitions

The foll owi ng terninol ogi es are used throughout this document. Terns
defined in the conpanion training docunent are referenced but not
redefined unless the inference context introduces substantive

di fferences.

TTFT: Tine to First Token. The elapsed tine fromreceipt of an
i nference request by the serving systemto enission of the first
out put token. Includes pronpt processing (prefill), KV cache
generation, optional KV cache transfer (in disaggregated
architectures), and initial decode step. Target: < 500 ns for
i nteractive serving.

ITL: Inter-Token Latency. The el apsed tine between successive
out put tokens during the autoregressive decode phase. Measured at
P50, P95, P99, and P99.9 percentiles. Target: < 50 ns P99 for
i nteractive serving.

TPS: Tokens Per Second. Aggregate throughput of the serving system
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measured as the total nunber of output tokens generated per second
across all concurrent requests. Reported separately for input
(prefill) TPS and out put (decode) TPS

KV Cache: Key-Value Cache. The internediate attention state (key
and val ue projection matrices) conputed during the prefill phase
and reused during each decode step. Size scales wth nodel
di mensi on, nunber of |ayers, nunber of attention heads, sequence
| ength, and nunerical precision. For a 70B paraneter nodel at
FP16 with 4K context: approxinmately 1.34 GB per request.

Prefill Phase: The conpute-bound phase of inference in which the
entire input pronpt is processed in parallel to generate the KV
cache and the first output token. Characterized by high
arithmetic intensity (200-400 ops/byte), high GPU utilization
(90-95%, and large activation tensors.

Decode Phase: The nenory-bound phase of inference in which output
tokens are generated autoregressively, one token per forward pass.
Characterized by low arithmetic intensity (60-80 ops/byte), |ower
GPU utilization (20-40%, and nenory-bandw dth-1inmited KV cache
r eads.

D saggregated Serving: An inference serving architecture in which

prefill and decode conputations are executed on physically
separate groups of accelerators (workers), connected by a network
fabric. The KV cache generated by prefill workers are transferred

over the fabric to decode workers.

xPyD Ratio: The allocation ratio of prefill (x) to decode (y)
resources in a disaggregated serving cluster. For exanple, 3P9D
indicates 3 prefill nodes and 9 decode nodes. The optimal ratio

depends on nodel size, pronpt |ength distribution, output |ength
di stribution, and SLO targets.

EP: Expert Parallelism A parallelismstrategy for M xture-of-
Experts (ME) nodels in which expert sub-networks are distributed
across multiple GPUs. Token routing to the appropriate experts
requires Al ToOAIl conmuni cation

Wde EP: Expert Parallelismspanning many GPUs (e.g., 96-way EP
across 12 nodes), requiring inter-node Al ToAl I comruni cation for
every ME | ayer forward pass

DP Attention: Data Parallelismapplied to the attention conputation,
where the KV cache is partitioned across data-parallel ranks.
Each rank holds 1/DP_SI ZE of the KV cache, and Al ToAll
conmmuni cation is used to exchange attention outputs.
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MoE: M xture of Experts. A nmopdel architecture that activates only a
subset of expert sub-networks for each token, enabling |arger
nmodel capacity with sub-1linear conpute scaling.

Nor mal Di spatch: A comunication node for Al ToOAll ME dispatch
optinmized for the prefill phase. Mxim zes throughput for |ong
i nput sequences but generates dynam c (synbolic) shapes
i nconpatible with CUDA G aph.

Low Latency Di spatch: A communication node for Al ToAl | ME dispatch
optinmized for the decode phase. Uses fixed i nput shapes
conpatible with CUDA G aph, reducing kernel |aunch overhead at the
cost of slightly | ower peak throughput.

RDVMA:  Renote Direct Menory Access. A transport nechani sm enabling
direct menory-to-nenory data transfer between hosts w thout CPU
i nvol venent. | nplenentations include InfiniBand Verbs and RoCEv2
(RDVA over Converged Ethernet v2).

RoCEv2: RDMA over Converged Ethernet version 2. An RDVA transport
that encapsul ates Infini Band transport over UDP/IP, enabling RDVA
semantics on standard Ethernet fabrics.

UET: Utra Ethernet Transport. A transport protocol defined by the
Utra Ethernet Consortium (UEC) Specification 1.0, offering
ordered/unordered reliable delivery, multipath packet spraying,
and integrated congestion control for Al/HPC workl oads.

KVCXL: KV Cache Transfer Library. A library providing standardi zed
poi nt-to-point data transfer primtives (register, transfer,
notify) for inference engines, abstracting underlying transports
(intra-node interconnect, RDMA, PCle, and storage interfaces).

Mul ti pl e open-source and vendor inplenmentations exist.

GN GCPUInitiated Networking. A communication paradi gm where GPU
threads directly initiate network operations (RDVA sends, one-
sided puts) without CPU invol verent, reducing |atency by
el i mnating CPU GPU synchroni zati on.

PagedAttention: A nenory nanagenent technique for KV caches that
stores attention keys and values in fixed-size pages (typically,
16-64 KB), enabling non-contiguous allocation and reduci ng nenory
fragment ati on.

Conti nuous Batching: A scheduling technique that dynam cally adds

new requests to an active inference batch as decode sl ots becone
avail abl e, inproving GPU utilization conpared to static batching.
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3.

3.

3.

3.

Prefix Caching: Reuse of previously conputed KV cache segnments for
pronpts that share a common prefix (e.g., systempronpt), avoiding
redundant prefill conputation

DUT: Device Under Test. |In this document, the DUT is one or nore
network fabric elenments (switches, NICs, or the conplete fabric)
whose performance i npact on inference serving i s being
characteri zed.

SUT: System Under Test. The conplete inference serving system
i ncluding accelerators, N Cs, fabric, and serving software, when
end-to-end netrics are being neasured.

RT: Router Tester / Traffic Generator. Test equi prment capabl e of
generating and receiving network traffic at specified rates with
ti mestanpi ng accuracy sufficient for the neasurenents defined
her ei n.

Test Topol ogy and Architecture
1. Reference Fabric Topol ogi es

The reference topol ogies fromthe conpani on training docunment (2-Tier
Clos, 3-Tier Clos, Rail-Optinmized) renmain applicable. |nference
serving introduces additional topology considerations related to

di saggregated prefill/decode placement and MoE expert distribution.

1.1. Topology A: 2-Tier O os (Leaf-Spine)

Applicable to inference clusters up to approximately 2,048
accelerators. Prefill and decode worker groups SHOULD be pl aced on
separate | eaf switches (or separate |eaf switch groups) to isolate KV
cache transfer traffic from decode-to-client response traffic.

Expert parallelism (EP) traffic within a single ME dispatch group
SHOULD be confined to a single leaf switch or a mnimal nunber of

| eaf switches to mnimze spine-hop | atency.

1.2. Topology B: 3-Tier Cos (Leaf-Spine-Superspine)

Required for inference clusters exceeding 2,048 accelerators or for
mul ti - nmodel serving depl oynments where different nodel instances
occupy different fabric pods. KV cache transfer traffic between
prefill and decode workers in different pods traverses the superspine
tier, making superspine bandwi dth and | atency critical
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.1.3. Topology C Disaggregated Prefill/Decode Pl acenent

A topol ogy variant specific to inference serving in which prefill
wor kers and decode workers are placed in distinct physical |ocations
within the fabric, connected by a dedicated KV cache transfer network

segnment. This topol ogy enabl es i ndependent scaling of prefill and

decode resources and all ows heterogeneous hardware (e.g., high-

compute GPUs for prefill, high-menory-bandwi dth GPUs for decode).
o e e e e e oo oo +

| Request Rout er |
| (KV- Awar e LB) |

S S +
I

R o e e - +

I I
oo Vommmm - + S V----- +
| Prefill Pool| | Decode Pool |
| (xP workers)| |  (yD workers) |
| Hi gh Comput e | H gh Mem BW |
| TP=8, DP=N 8| | TP=8, DP=M8 |
+o-m - - +o-m - - + AR, AR, +

I
| KV Cache RDVA Transfer|
| (One-sided PUT/Signal) |

Figure 1: Disaggregated Prefill/Decode Inference Topol ogy
.2. Disaggregated Prefill/Decode Topol ogy

The di saggregated topol ogy separates the inference pipeline into
physical ly distinct pools connected by the fabric. The test topol ogy
MUST i ncl ude the foll owi ng conponents:

* *Prefill Worker Pool:* N Prefill nodes, each containing G
accel erators with high-conpute capability. These workers execute
the prefill phase and generate KV cache state. Tensor Parallelism
(TP) is applied within each node; Data Parallelism(DP) is applied
across nodes. Each prefill worker comrunicates with one or nore
decode workers via RDMA-based KV cache transfer.

* *Decode Worker Pool:* M Decode nodes, each containing G
accel erators with high menory bandwi dth. These workers receive KV
cache state fromprefill workers and execute the autoregressive
decode phase. DP Attention may partition the KV cache across DP
ranks within the decode pool, requiring Al TOAl |l comruni cation
during decode.
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* *KV Cache Transfer Network:* The fabric segnment connecting prefil
and decode pools. This segnent carries one-sided RDVA PUT
operations (or PUT-with-signal) transferring KV cache bl ocks from
prefill GPU nenory to decode GPU nenory. The KV cache bl ocks
transfer can be intra-node transfer,e.qg.,NVLink transfer, or
inter-node transfer,e.g., Ethernet/InfiniBand or N C Bound
Transfer,e.g., PCle/CXL transfer.

* *Request Router:* A network-layer or application-|layer |oad
bal ancer that assigns incom ng inference requests to prefil
wor kers and subsequently routes KV cache to the appropriate decode
workers. KV-aware routing and prefix-aware caching policies are
under test.

3.3. Device Under Test (DUT) ldentification

The followi ng table defines the DUT configurations tested in this
docunent :
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I ndi vidual |eaf or spine swtch |
forwarding i nference traffic. |
Measures per-hop | atency, buffer |
absor ption, ECN marking accuracy. |

| End-to-end fabric fromprefill NC |
| egress to decode N C ingress. |
| Measures fabric-level KV cache |
| transfer |atency, throughput, and |
| congestion behavi or. |

| NIC RDVA transport stack processing KV |
| cache transfer operations. Measures |
| RDVA verb conpletion | atency, one- |
| sided PUT bandwi dth, QP scaling. |

| The conplete data path fromprefill |
| GPU menory through NIC, fabric, N C |
| to decode GPU nenory. Measures end- |
| to-end KV cache transfer including |
| NVLink, PCle, and fabric segnents. |

| Conplete inference serving system |
| including inference serving software, |
| RDVA transfer libraries, fabric, and |
| accel erators. Measures TTFT, ITL, TPS |
| as functions of fabric performance. |

Table 1: DUT Configuration Definitions

Tests in this docunment req

generatio
reports.

Traffic Generator and Workl oad Enul at or Requirenents

uire one or both of the following traffic

n modes. The npbde used MJUST be docunented in all test

1. Hardware Traffic Generator (RT) - M ni mum Requirenents

The hardware traffic generator MJST satisfy all of the follow ng:

* RDVA traffic generation supporting RoCEv2 and, where tested, UET
transport; configurable

si gnal

, two-sided SEND/
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* Configurabl e nessage sizes from4 KB (mni num KV cache page) to
256 MB (| arge KV cache bl ock).

* Configurable QP counts from1 QP to a mninmumof 256 QPs per
source-destination port pair.

3.4.2. Software Workl oad Enul ator (VWE) - M ni num Requi rements

A software workl oad enmul ator runs on actual accel erators and
generates realistic inference workloads. The WE MJST support all of
the foll ow ng:

* Configurable pronpt length distributions: uniform Zpf, and
trace-repl ay nodes.

* Configurable output Iength distributions and configurabl e request
arrival rates: Poisson, bursty, and trace-replay.

* Disaggregated prefill/decode execution with actual RDMVA-based KV
cache transfering between prefill and decode worker pools.

* NMDE expert parallelismw th actual Al ToAll dispatch where ME-
specific tests (Section 7) are perforned.

* Measurenent instrunentation providing per-request TTFT and | TL
with timestanmp accuracy <= 1 mllisecond.

When a software workl oad enul ator is used, the conplete software
configurati on MUST be docunented per Section 3.3, as franework
version, RDMA library version, and GPU driver version materially
affect results.

4. KPI Framework and Metrics Taxonomny

This section defines the Key Perfornance |ndicators neasured across
all test categories. KPlIs are organized into four tiers: Primary
Latency KPIs (end-user-facing response tinme netrics), Primary

Thr oughput KPIs (system|evel capacity metrics), Fabric-Level KPIs
(networ k-speci fic nmeasurenents), and Fabric Health Indicators
(operational nmonitoring nmetrics).

NOTE: Where nunerical reference val ues appear in the Target colum
of the KPI tables below (including TTFT, ITL, and other | atency
targets), these values are provided as informational reference
points reflecting current industry observations for interactive

i nference workl oads. They do NOT constitute benchmarki ng
acceptance criteria or performance requirenents. Per the BMAG
charter, the definition of acceptance criteria or perfornmance
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requirenents is explicitly outside the scope of this Wrking
Goup. SLO values cited in this docunment are illustrative
exanpl es fromcurrent industry practice. Inplenmenters MAY use
these val ues as contextual references when interpreting results;
they MUST NOT be used as pass/fail thresholds in vendor

eval uations. Deploynent-specific SLOs will vary by application,
nmodel architecture, and operator requirenents.

NOTE: Target values in this section are NON- NORMATI VE il lustrative
reference points derived fromcurrent industry practice as of
2025-2026. They do NOT constitute benchmarki ng acceptance
criteria or performance requirenments. Per BMAG charter, defining
acceptance criteria is explicitly out of scope. |nplementers MAY
use these values as contextual references only; they MJST NOT be
used as pass/fail thresholds.

4.1 Primary Latency KPIs
[ oo ool ool sl sy e
| KPI | Unit | Definition | Target | Measurenent
| | | | (Interactive) | Point |
[ b el e pu ety * oo ot s fo e g pu g pugpy o pujfpj—p—j——_—— L]
| TTFT | ns | Time from | <500 ns P99 | SUT-E |
| | | request | | request/ |
| | | arrival to | | response
| | | first output | | boundary |
| | | token | | |
| | | emission | | |
S Foommo- Fom e Fom e S +
| I'TL | ns | Time between | < 50 ns P99 | SUT-E token
| | | successive | | enission |
| | | output tokens | | timestanps
S R T T S +
| TTFT _fabric | ns | Fabric | <300 ns P99 | DUT-PD NIC |
| | | contribution | | to-NIC |
| | | to TTFT (KV | | neasurenent |
I I | cache I I I
| | | transfer | | |
| | | latency) | | |
S +o-m - - S S S +
| I'TL_fabric | ns | Fabric | <5 nms P99 | DUT-F EP |
| | | contribution | | dispatch |
| | | to ITL (EP | | round-trip |
I I | dispatch I I I
| | | latency per | | |
| | | decode step) | | |
S Foommo- Fom e Fom e S +
| E2E | atency | ns | End-to-end | Varies by | SUT-E |
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request | output length
| atency from |
arrival to |
conpl etion of |
al | output |
I

t okens

Table 2: Primary Latency KPIs

ughput KPI's

Aggr egat e i nput
(prefill) tokens
processed per second
across all workers

| Aggregate output

| (decode) tokens

| generated per second
| across all workers

| tokens/s/ | Qutput tokens per

| GPU | second nornalized by
| | nunber of decode

| | GPUs

| Effective output

| token rate excl uding
| tokens from

| preenpted, evicted,

| or failed requests

| Aggregate KV cache
| transfer bandwi dth
| between prefill and
| decode pools

| Maxi mum sust ai ned

| request arrival rate
| | neeting all |atency
| SLGs

Expi res 28 August 2026

February 2026

request/
response
boundary

= —m—m—m—m—=—4
Measur enment |
Poi nt |

SUT- E |
prefill |
conpl etion |
events |

| SUT-E token

| emission |
| events |
I I

| SUT-E |
| successful |
| conpletion |
| events |
I I

DUT- PD RDVA
counters

| SUT-E |
| admi ssion |
| control |
| boundary |
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Table 3: Primary Throughput KPIs

One-si ded RDVA PUT
completion time for a
singl e KV cache bl ock
transfer

Sust ai ned

uni di rectional KV cache

transfer throughput per
NI C port

Round-trip tine for a
compl ete MbE expert
paral | el i sm Al ToAl

di spat ch

Aggregate All ToAll
bandwi dt h across all
ranks during dispatch

Fl ow conpl etion tine

for a KV cache transfer |
flow through the fabric

Peak switch buffer
utilization during KV
cache transfer bursts

Fraction of packets
mar ked wi th ECN- CE
during inference
traffic

Nunber of PFC PAUSE
franmes generated per
unit tine

Aver age and peak |ink
utilization on fabric
l'inks carrying
inference traffic
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| Packet _drop_rate | ppm | Packets dropped per | DUT-F |
| | | mllion due to buffer | |
| | | overflow or transport | |
| | | error | |
e T o m e e e e e e aao o Fomm o - +
Tabl e 4: Fabric-Level KPIs
4.4. Fabric Health Indicators

[ el ey Ly

| I'ndicator | Threshold | Description |

| CPU Uilization | < 30% | Control plane CPU usage |

| (switch) | | on switches under

| | | inference traffic |oad |

o e e e oo Fom e o - o m e e e aa oo s +

| Menory Usage | < 70% | TCAM buffer, and |

| (switch) | | control plane nenory |

I I | usage

o e e e oo S S +

| FEC Error Rate | < le-12 | Forward Error Correction |

| | post-FEC | effectiveness on fabric |

| | BER | Iinks |

o R o m e e e e e e e oo - +

| CRC Error Count | O | Layer 2 CRC errors on |

| | | any fabric Iink |

o e e e e oo S o e m e e e e e oo +

| BGP/ OSPF | O flaps | Routing protocol |

| Stability | | adjacency stability |

| | | under inference | oad |

o e e e e oo - o m e e e oo - o e e e e e e oo o +

| NIC QP State | 100% active | All RDVA Queue Pairs in |

| | | active state (no error/ |

| | | reset)

o e e oo S o e e e e e e e e oo s +

| GPUNC PCle BW| > 90% of | PCle Gen5 x16 bandw dth |

| | theoretical | utilization between GPU |

| | | and NIC |

o e e e e oo S o e m e e e e e oo +

Table 5: Fabric Health Indicators
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5. Test Category 1: RDVA KV Cache Transfer Benchmarks

KV cache transfer between di saggregated prefill and decode workers is
the defining fabric workload for inference serving. Unlike training
collectives (Al Reduce, Al Gather) which are periodic and

predi ctabl e, KV cache transfers are event-driven (triggered by
prefill conpletion) and bursty.

5.1. Point-to-Point KV Cache Transfer Throughput

*(bj ective:* To determ ne the naxi mum sustai ned KV cache transfer
t hr oughput between a single prefill worker NIC and a single decode
wor ker NI C across the DUT fabric.

*Procedure:* Configure a single RDVA connection (QP) between the
prefill and decode endpoints. Send a sequence of one-sided RDVA PUT
operations with nessage sizes corresponding to KV cache bl ock sizes.
The nessage size sequence MUST include: 64 KB (single attention
page), 256 KB, 1 MB, 4 MB, 16 MB, 64 MB, 256 MB (|l arge pronpt KV
cache), and 1 GB. For each message size, transnmit at the maxi num
rate sustainable by the NIC for a mninumof 60 seconds per trial.
Repeat for 1, 4, 8, 16, 32, 64, and 128 concurrent QPs. The DUT is
the fabric path fromNICto NC.

*Measurenent: * Record throughput (GB/s), CPU utilization on both
endpoints, GPU menory-to-N C transfer overhead, and N C hardware
offload utilization. The test MJST be repeated a m ni mum of 20 tines
per configuration and the average reported.

*Reporting Format:* Results SHOULD be reported as a multi-line graph
with message size (log scale) on the X axis and throughput (GB/s) on
the Y axis. Separate lines for each QP count. A reference line
showi ng theoretical NIC line rate MJST be incl uded.

5.2. KV Cache Transfer Latency

*Objective:* To determ ne the | atency of individual KV cache bl ock
transfers across the DUT fabric under varying | oad conditions.

*Procedure: * Using the same endpoint configuration as Test 5.1,
measure the conpletion tine of individual RDVA PUT operati ons.
Latency is nmeasured fromthe initiation of the PUT verb on the
prefill NIC to receipt of the conpletion signal on the decode NIC
(for PUT-with-signal) or to polling of the renote conpl eti on queue.
Measure | atency under unl oaded conditions (single outstanding
operation) and under | oaded conditions (background traffic at 25%
50% 75% and 90% of fabric capacity). Message sizes MJIST include 64
KB, 1 MB, 16 MB, and 256 MB.
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*Measurenent:* Report |atency at P50, P95, P99, and P99.9
percentiles. The test MJST be repeated a mininumof 20 trials of at

| east 120 seconds each per configuration. The difference between P99
and P50 (tail |atency spread) SHOULD be reported as a derived netric.

*Reporting Format:* Results SHOULD be reported as a table with
columms for nessage size, background load level, and | atency at each
percentile. A conplementary CDF plot of latency distribution for

sel ected configurations SHOULD be i ncl uded.

5.3. Concurrent KV Cache Transfer Scaling

*Obj ective:* To characterize how aggregate KV cache transfer
performance scal es as the nunber of concurrent prefill-to-decode
transfer pairs increases.

*Procedure:* Configure N concurrent prefill-decode endpoint pairs,
where N ranges from1 to the nmaxi mum supported by the fabric (e.qg.,

1, 2, 4, 8, 16, 32, 64, 128 pairs). Each pair executes continuous KV
cache transfers of 16 MB nessages (representative of a mediumlength
pronpt). Measure aggregate throughput and per-pair latency as N

i ncreases.

*Measurenent : * Report aggregate throughput (GB/s), per-pair nedian
| atency (us), per-pair P99 latency (us), Jain Fairness |ndex across
pairs, and maxi mumfabric link utilization observed. The test MJST
be repeated a m ni mum of 20 tines per value of N

*Reporting Format:* Results SHOULD be reported as a dual -axis graph

with N (concurrent pairs) on the X axis, aggregate throughput on the
left Y axis, and P99 latency on the right Y axis. The JFI value for
each N SHOULD be annot at ed.

5.4. Milti-Tier Storage Transfer Characterization

*(bj ective:* To characterize KV cache transfer perfornmance across the
menory/ storage hierarchy: GPU HBMto GPU HBM (inter-node RDMA), GPU
HBMto renote CPU DRAM (of fl oad), CPU DRAMto GPU HBM (rel oad), and
GPU HBM t o NVMe/ SSD ( persi stent cache).

*Procedure:* For each tier pair, nmeasure unidirectional transfer

t hroughput and | atency for nessage sizes of 1 MB, 16 MB, and 256 MB
Use zero-copy transfers where supported (GDS for NVMe, GPUD rect RDVA
for inter-node).

*Measurenent : * Report throughput (GB/s) and | atency (P50, P99) for

each tier pair and nessage size. Report the tier throughput ratio
relative to GPU-to-GPU RDVA as a derived netric.
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*Reporting Format:* Results SHOULD be reported as a table with rows
for each tier pair and columms for throughput and | atency at each
message size

6. Test Category 2: Prefill/Decode D saggregati on Benchmarks

Di saggregated prefill/decode serving separates the two phases onto

di stinct hardware pools to enabl e i ndependent optim zation and
scaling. This section benchmarks the fabric’'s ability to support the
resulting KV cache transfer traffic patterns and their inpact on end-
to-end inference netrics.

6.1. End-to-End Disaggregated TTFT

*(bj ective:* To nmeasure TTFT as a function of pronpt length in a
di saggregated serving configuration, isolating the fabric
contri bution.

*Procedure: * Configure a disaggregated serving system (SUT-E) with a
specified xPyD ratio (e.g., 3P9D for a 12-node cluster). Submt

i nference requests with pronpt |engths of 128, 512, 1024, 2048, 4096,
8192, and 16384 tokens. For each pronpt |ength, neasure the tota
TTFT and deconpose it into: T prefill (prefill conmpute tine),

T transfer (KV cache fabric transfer tinme, neasured at DUT-PD), and
T decode_init (first decode step tine).

*Measurenent:* Report TTFT (ms) and its decomnposition at P50, P95,
and P99 percentiles. The ratio T transfer/ TTFT (fabric fraction)
SHOULD be reported as a derived netric. The test MJST be repeated a
m ni mum of 20 trials per pronpt |ength.

*Reporting Format:* Results SHOULD be reported as a stacked bar chart
with pronpt length on the X axis and TTFT (nms) on the Y axis, with
bars deconposed into T prefill, T transfer, and T decode init. A
tabl e of nunerical values MJST acconpany the chart.

6.2. xPyD Ratio Optim zation

*(bj ective:* To determine the optimal prefill-to-decode resource
ratio for a given nodel, pronpt distribution, and latency SLO as
limted by fabric transfer capacity.

*Procedure:* For a fixed total number of nodes N (e.g., 12), iterate
over xPyD ratios: 1P11D, 2P10D, 3P9D, 4P8D, 6P6D, 8P4D, 10P2D, 11P1D
For each ratio, submit a sustained request stream matching a target
request rate with a specified pronpt length distribution (e.g., Zipf
with al pha=1. 0 over [128, 8192] tokens). Measure TTFT P99, |TL P99,
TPS out put, and Goodput for each configuration
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*Measurenment:* Report all four netrics for each xPyD ratio and
request rate. ldentify the Pareto-optimal ratio(s) that nmaximze
TPS output while neeting TTFT P99 < 500 ns and I TL P99 < 50 nms.

*Reporting Format:* Results SHOULD be reported as a nulti-panel
figure with one panel per request rate, each showing xPyD ratio on
the X axis and nmetrics on dual Y axes (TTFT/ITL on left, TPS on
right). The Pareto frontier SHOULD be highlighted.

6.3. Heterogeneous Parallelism Configuration

*(bj ective:* To evaluate the fabric inpact of using different
parallelismstrategies on prefill vs. decode pools in a di saggregated
confi guration.

*Procedure:* Test the followi ng parallelismconfigurations:
* Prefill TP=8, Decode TP=8 (baseline, sanme parallelism

* Prefill TP=8, Decode TP=4 with DP_Attention=2 (reduced TP, added
DP)

* Prefill TP=4 with DP=2, Decode TP=2 with DP_Attention=4
(aggressi ve DP)

*Measurenent:* Report the nunber of concurrent RDVA flows, aggregate
bandwi dth (GB/s), TTFT (nms), and ITL (ns) at P50 and P99 for each
configuration.

6.4. Prefill Queue Depth Inpact on Transfer Latency

*Obj ective:* To neasure how queuing of prefill requests (due to
comput e contention) affects KV cache transfer burstiness and fabric
congesti on.

*Procedure: * Oversubscribe the prefill pool by submitting requests at
a rate exceeding prefill capacity. Measure the resulting KV cache
transfer burst characteristics: burst size, burst duration, inter-
burst gap, and peak fabric bandwi dth demand. Vary the
oversubscription ratio from1.0x (saturated) to 2.0x in 0.25x

i ncrements.

*Measurenent:* Report burst size distribution, peak and average

fabric bandwi dth, KV transfer |atency P99, and ECN PFC event counts
as functions of oversubscription ratio.
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7.

7.

7.

Test Category 3: ME Expert Parallelism Benchmarks

M xt ur e- of - Experts nodel s di stribute expert sub-networks across GPUs
and route tokens to the appropriate experts via Al ToAll

conmuni cation. This section benchmarks the fabric’'s ability to
support the resulting fine-grained, |atency-sensitive inter-GPU
traffic patterns.

1. A IToA |l D spatch Throughput

*bj ective:* To determ ne the nmaxi mnum Al |l ToAlI | di spatch throughput
for MOE expert parallelismacross the DUT fabric.

*Procedure:* Configure N GPUs in an EP group (e.g., N =8, 16, 32,
64, 96). Generate a synthetic ME dispatch workl oad where each GPU
sends token enbeddings to the experts selected by a top-k routing
function (k=2 typical). Measure the aggregate A | ToAIl bandw dth and
per-di spatch | atency for batch sizes of 1, 8, 32, 128, and 512
tokens, and EP group sizes of 8, 16, 32, 64, and 96.

*Measurenent: * Report aggregate bandwi dth (GB/s), per-dispatch

| atency (us) at P50 and P99, and GPU idle time waiting for dispatch
conpletion. The test MJST be repeated a m ninum of 20 tines per
configuration.

*Reporting Format:* Results SHOULD be reported as a heatmap with EP
group size on the Y axis, batch size on the X axis, and throughput
(GB/'s) as the color dinension. A conpanion |atency table MJST be

i ncl uded.

2. Normal vs. Low Latency Dispatch Mbdde Conpari son

*Obj ective:* To conpare fabric performance under Normal Dispatch
(optimzed for prefill, dynam c shapes, inconpatible with CUDA G aph)
and Low Latency Dispatch (optinized for decode, fixed shapes, CUDA
Graph conmpati bl e).

*Procedure: * Execute identical ME di spatch workl oads in both nodes
for EP group sizes of 8, 32, and 96 GPUs. For Nornmal Dispatch, use
batch sizes of 128, 256, and 512 (typical prefill). For Low Latency
Di spatch, use batch sizes of 1, 4, 8, and 16 (typical decode).

*Measurenent: * Report per-dispatch |atency (us) at P50, P95, P99 for
each node. Report the latency ratio LL/ Normal for equival ent EP
sizes. Report the fabric bandwidth utilization (% for each node.
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7.3. Wde Expert Parallelism Scaling

*(bj ective:* To characterize Al ToA |l dispatch perfornmance as EP
group size scal es beyond a single node (wide EP), requiring inter-
node fabric comunication

*Procedure:* Scale the EP group fromintra-node only (EP=8) to w de
EP (EP=16, 32, 48, 64, 96 spanning 2, 4, 6, 8, 12 nodes). Use a
fixed batch size of 128 tokens and a representati ve MbE nodel
configuration (256 experts, top-2 routing).

*Measurenent:* Report total dispatch latency (us), inter-node
bandwi dth (GB/s), and |l atency deconposition (intra-node vs. inter-
node fraction). Report the scaling efficiency: (EP=8 | atency) /
(EP=N l atency) * (N 8).

7.4. Expert Parallelismand KV Cache Transfer Contention

*Obj ective:* To neasure the nmutual interference between EP All ToAl
dispatch traffic and KV cache transfer traffic when both share the
same fabric |inks.

*Procedure:* On a shared fabric, sinultaneously execute: (a)
continuous KV cache transfers at a sustained rate (e.g., 50% 75% of
fabric capacity), and (b) periodic EP Al ToOA | dispatches (one per
MoE | ayer forward pass).

*Measurenent: * Report KV xfer |atency P99 (us) and

EP alltoall latency P99 (us) for the isolated and contended cases.
Report the contention penalty as the ratio of contended P99 to

i solated P99 for each traffic class. Report ECN PFC event counts
during contention.

8. Test Category 4: Congestion Managenment Benchnarks
Inference traffic patterns differ fromtraining in their burstiness,
het erogeneity (m xed KV cache transfers and EP di spatches), and
| atency sensitivity.
8.1. ECN Marking Under Inference |ncast
*(bj ective:* To verify that ECN marki ng thresholds are correctly

applied when multiple prefill workers sinmultaneously transfer KV
cache bl ocks to a single decode worker (incast pattern).
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*Procedure:* Configure Mprefill workers (M= 2, 4, 8, 16, 32) to
simul taneously transfer 16 MB KV cache bl ocks to a single decode

wor ker port. Repeat for ECN nmarking thresholds of 100 KB, 500 KB, 1
MB, and 5 MB. The DUT is the individual |leaf switch (DUT-S).

*Measurenent:* Report the ECN nmarking rate (fraction of narked
packets), the onset of marking, queue depth at marki ng onset, and
aggregat e throughput achi eved. Repeat a mninumof 20 tinmes per
confi guration.

8.2. PFC Behavi or Under Bursty KV Cache Transfers

*Obj ective:* To characterize PFC PAUSE frane generation and
propagati on under bursty KV cache transfer patterns typical of
di saggr egat ed servi ng.

*Procedure:* Generate KV cache transfer bursts: N burst concurrent
transfers (N burst = 4, 8, 16, 32), each of size 16 MB, arriving
within a wi ndow of T_arrival (100 us, 1 ms, 10 ns). Vary the PFC
threshold from10 KB to 1 MB.

*Measurenent: * Report PFC frame count, total PAUSE duration (us),
head- of -1 i ne bl ocki ng del ay i nposed on other traffic classes (us),
and KV cache transfer conpletion tine.

8.3. Congestion Control Convergence for Mxed Traffic

*(bj ective:* To neasure the convergence tinme of DCQCN (or UET
congestion control) when KV cache transfer traffic and EP Al | ToAl |
di spatch traffic share fabric capacity.

*Procedure:* Establish a sustained KV cache transfer at 80% of fabric
capacity. Introduce EP All ToAll dispatch traffic on the same fabric
links. Measure the convergence tinme to stable rate allocation.
Repeat with the roles reversed.

*Measurenent:* Report convergence time (ns) to within 5% of steady-
state rates, steady-state bandwi dth allocation between traffic
cl asses, packet |oss during convergence, and Jain Fairness |Index of
the steady-state allocation.

8.4. PFC Storm and Deadl ock Resilience

*Objective:* To verify that the fabric does not enter a PFC storm or
deadl ock condition under adversarial inference traffic patterns.
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*Procedure: * Per the conpanion training document, generate a PFC
storm scenari o by creating circul ar buffer dependency across nultiple
switches. Simultaneously inject KV cache transfer traffic on all

af fected paths. Mnitor for PFC storm propagation, deadl ock, and
recovery tinme. The test duration MJST be at |east 300 seconds.

*Measurenent : * Report whether PFC storm occurred (yes/no), deadl ock
occurred (yes/no), maxi mum PAUSE propagati on depth (nunber of hops),
maxi mum zer o-t hr oughput duration (nms), and recovery tine (ns).

9. Test Category 5: Request Routing and Load Bal anci ng

I nference serving introduces application-layer routing decisions that
interact with fabric-1ayer |oad bal ancing (ECWP, flow et, packet

spray) .
9.1. KV-Aware Request Routing Efficacy

*Obj ective:* To neasure the effectiveness of KV-aware request
routing, where the request router considers decode worker KV cache
menory occupancy and fabric path congestion when assigning requests.

*Procedure:* Configure a request router with Kv-aware routing
enabl ed. Subnmit a sustained request streamat rates of 10, 50, 100,
and 200 req/s. Conpare against round-robin routing (baseline).

*Measurenent:* Report the coefficient of variation (CV) of decode
wor ker nenory utilization, P99 TTFT, P99 |ITL, KV cache eviction rate,
and Goodput for both KV-aware and round-robin routing.

9.2. Prefix-Aware Cache Ht Rate

*(bj ective:* To nmeasure the fabric bandw dth savi ngs achi eved by
prefi x-aware caching, where requests with common prefixes are routed
to workers that already hold the correspondi ng KV cache segnent.

*Procedure: * Cenerate a request workl oad where P% of requests share a
common prefix of L tokens (P = 25% 50% 75% 90% L = 256, 512,
1024, 2048). Conpare agai nst non-prefix-aware routing.

*Measurenent: * Report cache hit rate (%, fabric bandwi dth reduction

(9%, TTFT reduction (nms), and TPS i nprovenent (% for each (P, L)
conbi nati on.
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3. ECWP and Dynamic Load Bal anci ng Under Inference Traffic

*Obj ective:* To evaluate fabric-layer | oad bal ancing effectiveness
under inference traffic patterns characterized by a m x of |arge KV
cache flows and snmall EP dispatch fl ows.

*Procedure:* Measure link utilization uniformty under: (a) KV cache
transfers only (large flows, 16 MB+), (b) EP Al ToAl|l dispatches only
(small flows, <1 MB), (c) mxed KV cache and EP traffic.

*Measurenent:* Report JFI, maximumlink utilization (%, mninmumlink
utilization (%, and the oversubscription ratio for each scenario and
| oad bal ancing al gorithm

4. Jain Fairness Index for Decode Worker Utilization

*(bj ective:* To nmeasure how evenly the fabric distributes KV cache
transfer | oad across decode workers.

*Procedure:* Wth N_D decode workers (N.D = 8, 16, 32, 64), subnit a
sust ai ned request stream and nmeasure per-worker KV cache receive
rate, GPU utilization, and output TPS

*Measurenent:* Report JFI for KV cache receive rate, GPU utilization,
and output TPS. Report the max/min ratio for each netric.

Test Category 6: Latency Benchmarks

Inference latency is the primary user-facing quality nmetric. This
section defines benchmarks that isolate the fabric's contribution to
end-to-end inference | atency.

1. TTFT Under Varying Pronpt Lengths

*(bj ective:* To characterize TTFT as a function of pronpt |ength,
i solating the fabric-dependent KV cache transfer conponent.

*Procedure: * Submit single requests (no concurrent |oad) with pronpt

| engt hs of 128, 256, 512, 1024, 2048, 4096, 8192, and 16384 tokens.
Measure TTFT and deconpose into T prefill, T transfer, and

T decode _init. The expected transfer size for a 70B nodel at FP16 is
approxi mately 0.33 MB per token

*Measurenent:* Report TTFT, T_transfer, and T_transfer/TTFT at P50,

P95, P99 for each pronpt length. The test MJST be repeated a m ni mum
of 100 tines per pronpt |ength.
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*Reporting Format:* Results SHOULD be reported as a line graph with
pronpt length on the X axis and TTFT (ns) on the Y axis, with
separate lines for P50 and P99. The T_transfer conmponent SHOULD be
shown as a shaded region.

2. |ITL Characterization and Tail Latency

*Obj ective:* To characterize inter-token |latency distribution and
identify fabric-induced tail |latency during the decode phase.

*Procedure:* Submit a single |ong-output request (e.g., 2048 output
tokens) and record the tinmestanp of each emtted token. Repeat
under: (a) unl oaded fabric, (b) |oaded fabric (50% of capacity), and
(c) heavily | oaded fabric (90% of capacity plus concurrent EP

di spat ches)

*Measurenent:* Report |ITL at P50, P95, P99, P99.9, and maxi num f or
each |l oad condition. Report the number of tokens exhibiting ITL >
100 s (stall events). The test MJST generate at |east 10,000 ITL
sampl es per condition.

3. End-to-End Latency Under Milti-Tenant Load

*Cbj ective:* To nmeasure inference |atency when nmultiple nodels or
nmodel instances share the same fabric.

*Procedure: * Deploy two or nore nodel instances on separate worker
pools sharing the sane fabric. Submt requests to both instances
concurrently.

*Measurenent: * Report per-instance TTFT P99, ITL P99, and the
interference penalty: (nmulti-tenant netric - single-tenant netric) /
single-tenant netric * 100%

4. Latency Sensitivity to Fabric Congestion

*Objective:* To establish the relationship between fabric congestion
| evel and inference | atency degradation

*Procedure:* Inject controlled background traffic on the fabric at
levels from0%to 95% of capacity in 5%increnments. At each |evel
submit inference requests at a fixed rate and nmeasure TTFT and | TL.

*Measurenent:* Report TTFT P99 and I TL P99 as functions of background
traffic level. Identify the inflection point at which | atency begins
to degrade significantly. Report the |atency degradation factor at
50% 75% and 90% background | oad.
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Test Category 7: Throughput Benchmarks

I nference throughput determ nes the cost-effectiveness of the serving
depl oynent .

1. Aggregate Tokens Per Second

*Obj ective:* To determ ne the maxi num sust ai ned aggregate TPS
achi evable while neeting | atency SLOCs.

*Procedure:* Increase the request arrival rate from1 req/s to the
poi nt where either TTFT P99 exceeds 500 ms or | TL P99 exceeds 50 ns.
At each rate, measure TPS output, TPS_ input, Goodput, and all |atency
KPI s.

*Measurenent : * Report TPS output, TPS input, Goodput, TTFT P99, ITL
P99, and fabric utilization at the SLO bounded t hroughput. Report
the fabric utilization at the SLO boundary as a key efficiency
metric.

2. Batch Size Scaling and Continuous Batching | npact

*(bj ective:* To neasure the interaction between inference batch size,
continuous batching, and fabric transfer patterns.

*Procedure: * Configure the serving systemw th varyi ng maxi mum bat ch
sizes (1, 4, 8, 16, 32, 64, 128). For each batch size, neasure: (a)
the nunber of concurrent KV cache transfers, (b) aggregate fabric
bandwi dt h consuned, (c) TPS output, and (d) TTFT P99. Enable

conti nuous batching and repeat.

*Measurenent:* Report TPS output, TTFT P99, fabric bandwi dth (GB/s),
and peak concurrent transfers for each batch size, with and without
conti nuous bat chi ng.

3. Goodput Under Preenption and Eviction

*Obj ective:* To neasure the Goodput |oss when fabric congestion
forces KV cache eviction or request preenption

*Procedure:* Oversubscribe the system beyond the SLO bounded

t hroughput (at 110% 125% 150% and 200% of the rate found in Test
11.1). Measure the rate of KV cache evictions, request preenptions,
and the resulting Goodput reduction.

*Measurenment : * Report Goodput, eviction rate (evictions/s),
preenption rate (preenptions/s), wasted fabric bandwi dth (GB/s), and
the Goodput/TPS output ratio (efficiency).
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Test Category 8: Scal e and Autoscaling

I nference serving clusters nmust scale dynamically to match request
demand.

1. Fabric Scale Limts for Inference Clusters

*Objective:* To determ ne the maxi num i nference cluster size
supportable by the DUT fabric while meeting performance requirenents.

*Procedure:* Progressively scale the cluster froma mni nal
configuration (e.g., 2 nodes, 16 GPUs) to the fabric's capacity
(e.g., 1024 nodes, 8192 GPUs). At each scale point (follow ng powers
of two), neasure KV cache transfer throughput and | atency, EP

Al ToAI'l dispatch latency, fabric control plane convergence tine,
routing table size, and end-to-end TTFT and TPS

*Measurenent:* Report all KPIs at each scale point. Identify the
scale limt as the point where any KPI degrades by nore than 10% from
the m ni mal -configurati on baseline.

2. Dynamic Autoscaling Response Tine

*(bj ective:* To nmeasure the tine required for the fabric to
accommpdat e dynani ¢ scaling of inference worker pools (adding/
renoving prefill or decode workers).

*Procedure:* Starting froma stable serving state, trigger a scal e-up
event (e.g., adding 4 decode nodes). Measure: (a) fabric convergence
time, (b) time fromfabric convergence to first KV cache transfer on
new nodes, (c) tine to reach steady-state throughput. Repeat for

scal e-down events.

*Measurenent:* Report fabric convergence tine (nms), first-transfer
time (ns), and tinme to steady-state (ns) for scal e-up and scal e-down
events. Report any packet |oss or |atency spikes during the scaling
transition.

3. Link Failure Convergence |npact on Serving
*bj ective:* To neasure the inpact of fabric link failures on

i nference serving performance and the convergence tine to restore
full service
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*Procedure: * During sustained inference serving at 80% of SLO bounded
throughput, fail a single fabric link on: (a) a | eaf-spine |ink
carrying KV cache traffic, (b) a spine-spine link, (c) a link on the
decode worker’s leaf switch. Measure traffic disruption and recovery
time. Repeat for dual link failures.

*Measurenent:* Report traffic disruption duration (nms), convergence
time (nms), TTFT degradation during convergence (nms above baseline
P99), TPS reduction during convergence (%, and tinme to full recovery
(ms). The test MJST be repeated a mnimumof 20 tines per failure
scenari o.

Test Category 9: Soak and Stability

Long-runni ng i nference serving depl oyments nust mai ntain performance
wi t hout degradation over tine.

1. 24-Hour Sustained |Inference Load

*Objective:* To verify that the fabric maintains perfornmance under
continuous inference serving |load for 24 hours.

*Procedure:* Configure the SUT-E at 80% of the SLO bounded t hroughput
determined in Test 11.1. Run a continuous request streamfor 24
hours with a realistic pronpt length distribution. Sanple the
followi ng metrics every 15 minutes: TTFT P99, |TL P99, TPS out put,
KV_xfer_latency P99, fabric link utilization, switch CPU nenory
usage, NIC counters (RDVA retransm ssions, QP errors), and PFC/ ECN
event counts.

*Measurenent:* Report the trend of all sanpled nmetrics over the
24-hour period. There SHOULD be zero NIC QP errors, zero routing
flaps, and less than 1% variation in TTFT P99 over the test duration

2. KV Cache Menory Leak Detection

*Objective:* To detect nmenory | eaks in the KV cache nmanagenent
subsystem that may manifest as fabric performance degradati on over
time.

*Procedure:* Monitor GPU nenory, CPU nenory, N C registered nenory
regi ons, and RDVA nmenory region counts on all prefill and decode

wor kers during the 24-hour soak test. Record the nunber of active KV
cache pages, RDMA nmenory registrations, and pinned nenory at each
sampling interval
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*Measurenment:* Report the trend of each nonitored nmetric. Flag any
monot oni ¢ i ncrease as a potential |eak. Report the maxi mum observed
menory usage and the usage at the end of the 24-hour period.

3. Long-Running Serving Stability

*Objective:* To verify that fabric-dependent conponents renain stable
under continuous inference serving.

*Procedure:* During the 24-hour soak test, nonitor: NIC QP state
transitions, switch buffer utilization trend, FEC error rate trend,
BGP/ OSPF adj acency stability, and RDVA retransmi ssion rate. At the
12-hour mark, trigger a controlled perturbation (single link flap)
and verify recovery.

*Measurenment:* Report the count of any QP state transitions, naximm
switch buffer utilization, FEC error trend, adjacency flap count, and
RDVA retransm ssion count. Report the recovery time fromthe 12-hour
l'ink flap perturbation

Reporting Format

Al test results MJST be reported followi ng the conventions
established in RFC 2544 Section 26. In addition, the follow ng
i nference-specific reporting requirenents apply:

* *System Configuration Report:* The report MJST include: nodel name
and paraneter count, parallelismstrategy (TP, DP, EP, PP
configuration for both prefill and decode pools), xPyD ratio,

i nference serving framework nanme and version, KV cache transfer

I'i brary name and version, accelerator type and count, N C type and
firmvare version, switch ASIC and software version, fabric

topol ogy, and |ink speeds.

*  *Workl oad Characterization Report:* The report MJST incl ude:
pronpt | ength distribution (nean, P50, P99, distribution type),
output length distribution, request arrival rate and distribution,
nunber of concurrent requests, and prefix sharing percentage.

* *Results Reporting:* For each test, results MJST include: the
specific test identifier (e.g., Test 5.1), the DUT/SUT
configuration tested, the nunber of trials, all neasured KPI
val ues with confidence intervals, and any anonualies observed.
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| Report El enent | For mat | Required?

[} e —————————— Ll —p—_—_——————_————————————— Ll —p——(—————
| System Configuration | Structured table per above | Yes |
| | | (required) |
g o e e e e e i eee oo n S +
| Workl oad Paraneters | Structured table per above | Yes |
| | | (required) |
T o e e e e e e e e a oo - S +
| KPI Summary Tabl e | Table with all measured | Yes |
| | KPI's | (required) |
g o e e e e e i eee oo n S +
| Latency Distribution | CDF or histogramper test | Recommended

| Plots | section | |
T o e e e e e e e e a oo - S +
| Throughput vs. Scale | Line chart per test | Recommended

| G aphs | section | |
g o e e e e e i eee oo n S +
| Fabric Health | Table per Section 4.4 | Yes

| I'ndicators | | (required) |
T o e e e e e e e e a oo - S +
| Raw Data Appendi x | Machi ne-readabl e fornmat | Optional |
I | (CSV, JSON I I
g o e e e e e i eee oo n S +

Tabl e 6: Reporting Format Requirenents
Security Considerations

Thi s docunent defines benchmarki ng net hodol ogies for controlled

| aboratory testing. Al tests MJST be conducted in isolated test
environments that are not connected to production networks or the
public Internet. The security considerations from[RFC2544] and

[ RFC6815] apply.

Additionally, inplementers SHOULD be aware that RDMA-based KV cache
transfer provides direct menory access between hosts; all RDVA
connections in the test environnent MJST use authenticated QPs where
supported. The test results thenselves may reveal performance
characteristics that could informdenial-of-service attack vectors;
results SHOULD be treated as sensitive when applicable.

I ANA Consi derations
This meno i ncludes no request to | ANA

Ref er ences
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Appendi x A.  KPI-to-Test Mapping Sunmary

The following table provides a cross-reference fromeach KPlI defined
in Section 4 to the test(s) in which it is neasured.
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| KPI | Primary Test(s) | DUT/ SUT |
[} e ———————————— = —p——_—_——————_—(——_—_ Ll —p—(—(——(——r
| TTFT | 6.1, 6.2, 10.1, 10.3 | SUT-E |
O O S I +
| ITL | 10.2, 10.3, 10.4 | SUT-E |
Fom e meeeeeemeecieaaaas Fom e meeeeeemeecieaaaas I IRy +
| TPS_out put | 6.2, 11.1, 11.2, 11.3 | SUT-E |
o e e e e o e e e e T +
| TPS_i nput | 11.1 | SUT-E |
O O S I +
| Goodput | 11.1, 11.3 | SUT-E |
o meeeeeeeeecieaaaas Fom e meeeeeemeecieaaaas I IRy +
| KV_xfer_|atency | 5.2, 5.3, 6.1, 6.4 | DUT-N, DUT-PD |
o e e e e o e e e e T +
| KV_xfer_bandw dth | 5.1, 5.3, 5.4 | DUT-N, DUT-PD |
O O S I +
| EP_alltoall _latency | 7.1, 7.2, 7.3, 7.4 | DUT-F |
T T Fom e meeeeeemeecieaaaas I IRy +
| EP_alltoall_bandwidth | 7.1, 7.3 | DUT-F |
o e e e e o e e e e T +
| Fabric_FCT | 5.2, 5.3 | DUT-F |
O O S I +
| Buffer_utilization | 8.1, 8.2 | DUT-S |
o meeeeeeeeecieaaaas Fom e meeeeeemeecieaaaas I IRy +
| ECN_marking_rate | 8.1, 8.3 | DUT-S |
o e e e e o e e e e T +
| PFC_frame_count | 8.2, 8.4 | DUT-S |
O O S I +
| Link_utilization | 5.3, 9.3, 12.1 | DUT-F |
o eeeeeemeeeceaaaas Fom e meeeeeemeecieaaaas I IRy +
| Packet _drop_rate | 8.1, 8.2, 12.3 | DUT-F |
o e e e e o e e e e T +
| Request_Rate | 11.1 | SUT-E |
O O S I +
| Prefix Cache Hit Rate | 9.2 | SUT-E |
Fom e meeeeeemeecieaaaas Fom e meeeeeemeecieaaaas I IRy +
| JFI (Decode Worker) | 9.4 | SUT-E |
o e e e e o e e e e T +

Table 7: KPI-to-Test Mpping
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I nference Serving Framework Capability Categories
(I'nformational)

Thi s appendi x describes the inference serving framework capability
categories relevant to Al fabric benchnmarking. This appendix is

i ntended to gui de docunmentation of SUT-E configurations and is NOT
normative. |Inplenenters using a Software Workl oad Enul at or (SUT-E
tests) SHOULD document which of the follow ng capabilities their
serving franmework supports.

| Capability
| Category

Rel evance to Fabric |
Benchmar ki ng |

| Di saggregated Physi cal separation of Det er m nes whet her |
| Prefill/ prefill and decode DUT- PD t opol ogy |
| Decode (PD) execution across different tests apply |
| accel erator pools (Section 6) |
I IRy L T T +
| KV Cache | Protocol and library used | Determ nes RDVA |
| Transfer | for prefill-to-decode KV | verb types under |
| Protocol | state transfer (one-sided | test and applicable |
| | PUT, two-sided SENDY RECV, | franme formats |
| | GPU-initiated) | (Appendi x C |
I IRy L . T +
| ME Expert | Distribution of MdE expert | Determ nes whether |
| Parallelism | sub-networks across GPUs | MoE EP tests apply |
| (EP) Support | and Al ToAll dispatch node | (Section 7) |
I | support I I
. T - +
| Conti nuous | Dynamic request admission | Affects request |
| Batching | to active inference | arrival rate |
| | batches | distributions and |
| | | load bal anci ng |
| | | tests (Section 9) |
. . - +
| Prefix / KV | Reuse of KV cache segnents | Deternines |
| Cache Sharing | for requests with comon | applicability of |
| | prefixes | prefix cache hit |
| | | rate test |
| | | (Section 9.2) |
. . - +
| RDVA | Underlying transport(s) | Must be documented; |
| Transport | supported: RoCEv2, UET, or | affects congestion |
| Support | other | managenent test |
| | | interpretation |
| | | (Section 8) |
. . - +
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GPU-Initiated Ability for GPU threads to Af fects RDVA

I I I I
| Networking | directly initiate RDVA | primtive choice in |
| (@ N) Support | operations w thout CPU | ME dispatch tests

| | invol vement | (Section 7) |
oo o e e e e e e ee oo s Fom e e e e e oo s +
| Kubernetes / | Native support for | Relevant for |
| Orchestration | container-based depl oyment | autoscaling tests

| I'ntegration | and horizontal scaling | (Section 12.2) |
T o e e e e e e e e a oo - o e e e e e oo - +
| Maxi mum | Maxi mum cl uster scale at | Docurnents |
| Reported | which the franework has | applicability of |
| Scal e | been validated | fabric scale tests

oo o m e e e e e e oo S +

Tabl e 8: Framework Capability Categories

NOTE: | npl ementers MJST docunent the specific franework nane,
version, and configuration in all test reports. Results obtained
with different frameworks are not directly conparable; franmework
identity is a required reporting parameter per Section 14.

Appendi x C. KV Cache Transfer Frane Format
Thi s appendi x defines the reference frame formats for KV cache
transfer benchmarki ng over RoCEv2. The frame format foll ows the

standard RoCEv2 encapsul ation wi th one-sided RDVA WRI TE ( PUT)
oper ati ons.
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0 1 2 3
01234567890123456789012345678901
B i s T T i i o S o T Ji I
| Destinati on MAC Address (bytes 0-3) |
R e s T o T S R El ok i R e e S S e o o s
Destination MAC (bytes 4-5) | Source MAC Address (0-1) |
R it S T S R e e i S R S i otk o B S R B S R R

Source MAC Address (bytes 2-5) |

s i S i S S S s o S S S

I

+

I

+- +- +-

| Et her Type = 0x0800/0x86DD | DSCP |ECN |
e T S i i T s i S S S S S S S S
| | Pv4/ 1 Pv6 Header (20 or 40 bytes) |
i e e R e o o e e s i ol SR R S S
| Src Port (entropy) | Dst Port = 4791 (RoCEv2) |
e o I e e ol i I T T T S S e e e e i i ol it T R R
| UDP Length | UDP Checksum |
e L o i T T e S t o i R S
| OpCode=RDVA WRI TE(Ox0A) | SE|M Pad | TVer | PKey |
i T e o o e et e i S S e e s
| Destinati on QP Nunmber (24 bits) | Al Reserved |
e o I e e ol i I T T T S S e e e e i i ol it T R R
| Packet Sequence Nunber (PSN, 24 hits) |
e L o i e e R  h th . i R S S
I
I
I
+
I
+
I
+
I
|
I
I
+
I
+

I
RETH: Virtual Address (64 bits) |
I

i I i i S S S i S i S S i

Renote Key (R Key, 32 hits) |
R s et S T it e I R S S e ol St (R B S e 5

DMA Length (32 hits) |
R it S T S R e e i S R S i otk o B S R B S R R

I
KV Cache Payl oad (variable, up to MIU) |
(key/value attention state data) |
I

i S T S e S S i i S S S

I CRC (4 bytes) |
B i i T i e T i i T I T T S S e R e i i o R

Figure 2: RoCEv2 KV Cache Transfer Frane (One-Sided RDVA WRI TE)

Not es: The UDP Source Port SHOULD use entropy-based val ues for ECWP
|l oad distribution. The RETH (RDVA Extended Transport Header) carries
the renote virtual address, remote key, and DMA | ength for the one-
sided WRI TE operation. For KV cache transfers, the DVA Length field
i ndi cates the size of the KV cache bl ock being transferred. Typical
MIU for RoCEv2 is 4096 bytes; |larger KV cache bl ocks (e.g., 64 KB
pages) are segnmented into multiple packets by the NIC. For PUT-with-
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signal operations, the |last packet in the transfer includes an RDVA
WRITE with I medi ate Data (OpCode O0x0B) to signal conpletion to the
decode wor ker.

Appendix D. ME A I ToAl |l Comunication Pattern

Thi s appendi x describes the Al ToAll communication pattern used for
MoE expert parallelismdispatch and its fabric-level traffic
characteristics. In a Mxture-of-Experts nodel with Mtotal experts
distributed across N GPUs (each GPU holds M N experts), a single ME
| ayer forward pass generates an Al TOAll comruni cation pattern where
each GPU sends a vari abl e-si ze payload to every other GPU

| Parameter | Normal Dispatch | Low Latency Dispatch |
| | (Prefill) | (Decode) |
[ ety el ey
| Batch Size | 128 - 512 tokens | 1 - 16 tokens |
I IRy e meeeeemeaaeeaeas T +
| Payl oad per | Variable (depends | Fixed (padded to max) |
| GPU pair | on routing) | |
S o e e e e m oo oo o e e e e e e oo oo oo +
| Shape | Dynamic (synbolic) | Static (CUDA Graph) |
| Compatibility | | |
IRy e meeeeemeaaeeaeas T +
| QP | 24 QPs per | 8 - 16 QPs per |
| Parallelism | connection | connection |
S o e e e e m oo oo o e e e e e e oo oo oo +
| RDVA | Two-sided SEND/ RECV | One-sided PUT (GPU |
| Primtive | or one-sided PUT | direct RDMA, A N) |
I IRy e meeeeemeaaeeaeas T +
| GPU | CPU-initiated or | G N (device-initiated, |
| Initiation | AN | GPU-to-NIC direct) |
S o e e e e m oo oo o e e e e e e oo oo oo +
| Typical per- | 1 - 10 MB aggregate | 10 KB - 1 MB aggregate |
| dispatch size | | |
I Ry e meeeeemeaaeeaeas T +
| Dispatch | Once per MoE layer | Once per ME |ayer per |
| Frequency | (prefill) | token (decode)

S o e e e e m oo oo o e e e e e e oo oo oo +
| Latency | <1 nme per dispatch | < 200 us per dispatch |
| Target I I I
I Ry e meeeeemeaaeeaeas T +

Table 9: ME Dispatch Traffic Characteristics by Mde
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For a representative | arge-scale ME nodel (256 experts, top-2
routing, hidden_di m=7168, EP=96 across 12 nodes), the inter-node
traffic per ME | ayer dispatch is approxi mtely:

* Normal Dispatch (prefill, batch=256): 256 * 2 * 7168 * 2 bytes /
96 GPUs = ~76 KB per GPU pair, ~870 MB aggregate across all pairs.

* Low Latency Dispatch (decode, batch=8): 8 * 2 * 7168 * 2 bytes /
96 GPUs = ~2.4 KB per GPU pair, ~27 MB aggregate.

Wth 61 MoE | ayers and a decode iteration tinme target of ~30 ns, the
decode phase requires 61 Al ToAl |l dispatches within 30 ms, yielding
~2, 000 di spatches per second per decode step, consuning approxi mtely
54 @B/ s aggregate inter-node bandwi dth for the Low Latency Di spatch
pat h.
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