I P Security Mintenance and Extensions A. Antony

I nternet-Draft S. Kl assert
Updat es: RFC7383 (if approved) secunet
I ntended status: Standards Track T. Brunner
Expires: 23 May 2026 codel abs GrbH

19 Novenber 2025

| KEv2 Fragnent Acknow edgrment Extension
draft-antony-i psecne-i kev2-fragnent-acknow edgnent - 01

Abst ract

Thi s docunent specifies an extension to the Internet Key Exchange
Protocol Version 2 (IKEv2) that enabl es acknow edgnent of |KEv2
message fragnents over UDP. The nechanismallows an | KE peer to
confirmreception of individual fragments during the | KE _AUTH
exchange and any subsequent exchanges where | KEv2 Fragnentation is
used. Support for this feature is negotiated using a new Notify
Message Status Type during |KE_SA INT, and fragment acknow edgnents
are exchanged using a separate Notification payload. This extension
improves reliability when | arge | KE nessages are exchanged, such as
t hose contai ni ng post-quantum cryptography (PQC payl oads, and
reduces retransm ssion overhead, thereby inproving | KEv2 round-trip
times in | ossy network conditions.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working documents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft documents valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."
This Internet-Draft will expire on 23 May 2026.

Copyri ght Notice

Copyright (c) 2025 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.
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Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Legal
Provisions Relating to | ETF Documents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these docunents carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded without warranty as described in the Revised BSD License.
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1. Introduction
The I nternet Key Exchange Protocol Version 2 (1KEv2) [ RFC7296] uses
an unreliable transport (UDP) for message exchange.
Oiginally, IKEv2 messages were small — typically a few hundred bytes

to a few kil obytes — such that a sinple fragnentati on [ RFC7383] and
retransm ssi on nechani sm operating over UDP, w thout congestion
control or partial acknow edgrments, was practically sufficient.
However, with the introduction of post-quantum cryptographic (PQC)
algorithms into | KEv2 [ RFC9370], | KE peers are now required to
exchange nuch | arger nmessages than those produced by cl assi cal

al gorithms, often tens of kil obytes and sonetinmes approaching 64

kil obytes in size.
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There are al so several proposals to extend | KEv2 beyond the
64- kil obyte payload limtation [I-D.nir-ipsecmne-big-payl oad],
[1-D. smysl ov-i psecne-i kev2-ext ended- pl d],

[1-D. tjhai-ikev2-beyond-64k-1imt].

In the current | KEv2 fragmentation nmechani sm[RFC7383], when one or
nmore fragnents are lost, the sender retransnmits all fragments of the
message. Practical experience shows that this can lead to
significant retransm ssion overhead and | ong del ays when | arge
fragment ed nessages are exchanged. |n sone chronic cases, peers may
fail to establish an | KE SA even after dozens of retransm ssions.
Thi s docunent proposes a fragnent acknow edgnent mechani smfor | KEv2,
simlar in concept to acknow edgnent schemes used in QU C [ RFC9000] .

VWhen both the responder and initiator support the new | KEv2 Fragnent
Acknowl edgrent, the initiator retransmts only the fragnents that the
responder reports as m ssing, reducing bandw dth consunption and

| at ency over head.

The current I KEv2 retransni ssion nmodel is entirely initiator-driven
only the initiator can decide when to retransmt a nmessage after a
timeout [ RFC7383]. The responder has no neans to request

retransm ssion or to signal that it has received an inconplete set of
fragments. This docunent proposes to extend that nodel slightly by
all owi ng the responder, upon receiving one or nore fragnments of an

| KE message and detecting that some fragments are nmissing, to send an
| KEv2 response, of the same exchange with Fragnment Acknow edgnent
notification indicating the nmissing fragments. This nessage is sent
with the I KEv2 Response flag set. It does not require a response,
does not advance the | KEv2 Message | D state.

1.1. Term nol ogy

Thi s docunent uses the following terns defined in [ RFC7296]:
I KE_SA INIT, | KE_AUTH, CREATE CHILD SA, SK e, SK a.

Thi s docunent al so uses the following terns defined in [ RFC9242]:
| KE_I NTERMEDI ATE

Thi s docunent al so uses the following terns defined in [ RFC7383]:
| KEv2 Fragnentation, Total Fragnents,
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2. Requirenents Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [RFC2119] [RFCB174] when, and only when, they appear in all
capitals, as shown here.

3. FRAGMVENT_ACK Notify Message Status Type payl oad

The Fragment Acknow edgnent Notifier, FRAGVENT _ACK, is primarily
useful during | KE_AUTH, | KE_|I NTERVEDI ATE, and CREATE_CHI LD_SA
exchanges. During | KE_AUTH and | KE_| NTERMEDI ATE, peer authentication
may still be inconplete. 1In these exchanges, fragnments are already
protected by encryption and integrity using SK e and SK a, which nust
have been derived but not yet authenticated. The format of the
fragnment header is specified in [ RFC7383].

#Request
Initiator Responder
| KE_ | NTERVEDI ATE -------------- > received sonme fragnents send back ACK
[------- | KE_| NTERVEDI ATE (with ACK only)
/
Full retransmt /
| KE_| NTERVEDI ATE ----/--------- >
< - -
Only send nmissing fragnents
| KE_| NTERVEDI ATE - ------------- > Possi bly repeat above until all

fragments received

Figure 1: | KE_| NTERMEDI ATE request
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# Response

Initiator Responder
[----- | KE_| NTERVEDI ATE (actual response)

/
Only send nissing fragnents
| KE_| NTERVEDI ATE - - --- - [------- >

/ Full retransmt if at |east one
<---/ fragment received (although see bel ow)

Recei ved at | east one [----- | KE_| NTERMEDI ATE
f ragnment /

| KE_| NTERMEDI ATE (with ACK) --->
/ Only send nissing fragnents

<----/ [----- | KE_| NTERMEDI ATE
Possi bly send anot her /
ACK etc. /

<----- /

Fi gure 2: | KE_|I NTERMEDI ATE response

1 2 3
01234567890123456789012345678901
S e +
| Next Payload !C! RESERVED ! Payl oad Length |
I IRy S RIS e eSS +
| Protocol ID ! SPI Si ze ! Notify Message Type |
T T o e e e e e e e e e e aa o - +
| ACK #1 (16) | Mssing #1 |
e L o i T e R  h th o i R SR S
| ACK #2 (16) | Mssing #2 |

i s i T S e S T T il o S R S S S
e e e et e b
Fi gure 3: FRAGVENT_ACK
* Protocol ID (1 octet) - MJIST be 0. MIST be ignored if not O.
* SPI Size (1 octet) - MJST be 0. MJIST be ignored if not O.
* Notify Status Message Type value (2 octets) - set to TBD2.
* Pairs of ACK # and Range
The payl oad enumerates the set of missing fragnents for a single | KE
message. The ACK # field identifies the | owest-nunbered nissing

fragment, and the Mssing # field specifies the contiguous range of
additional mssing fragments. This allows the sender to selectively
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retransmt only those fragnments that have not been received. The
Total Fragments field is present in each fragnent header, as defined
in [RFC7383], Section 2.5. For exanple: 4,4; 7,10; and so on.

3.1. Sending Fragnent Acknow edgnent response

The responder MAY send a response to an exchange w th Fragnent
Acknowl edgrent notification after receiving one or nore fragnents of
a request. See Figure 1. Simlarly, the initiator MAY send a
Fragment Acknow edgnment notification after receiving one or nore
fragnments of a response. See Figure 2.

When the initiator sends a FRAGVENT _ACK notification in response to a
fragmented response, it MJST set the | KE header Response (R) bit.
This results in a nessage that is technically a “response to a
response” and reuses the same Message I D, which is unusual in |KEv2.
However, this nessage is informational in nature, does not advance
the Message I D state, and does not require a response. [NOTE: O her
sol uti ons/i deas?]

3.2. Processing Fragnment Acknow edgment Message

Unli ke typical | KEv2 exchanges, which conplete when a response with
the mat ching Message I D arrives, Fragnent Acknow edgnent notification
do not indicate conpletion of the exchange. Instead, this nessage
requests retransm ssion of the mssing fragnents and MJUST NOT advance
the 1 KEv2 Message | D counter.

When the sender retransmits in response to a Fragnent Acknow edgnent,
it SHOULD begin with the |owest missing fragnent. (See editor’ s note
bel ow regardi ng potential use of | NFORMATI ONAL exchanges.)

4. Negotiation

The use of Fragnment Acknow edgnent MUST be negotiated during the

| KE_SA INIT exchange. Both the initiator and the responder indicate
support for this extension by including the FRAGVENT_ACK SUPPCRTED
Notify Message Status Type (value TBDl) in the IKE_SA INIT request
and response nessages. The presence of this notification in both
directions confirns that both peers support the Fragnent

Acknowl edgrment nechani sm

If either peer omts the FRAGVENT_ACK SUPPORTED notification in

IKE_SA INIT the extension MUST NOT be used in subsequent exchanges
within that | KE SA
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The FRAGVENT_ACK SUPPCRTED notification follows the general rules for
Notify Message Status Types as specified in [ RFC7296], Section 3.10.
It does not include any data in the Notification Data fi el d.

5. Backward Compatibility

Recei pt of a FRAGVENT_ACK notification MJST NOT be interpreted as
advanci ng the | KEv2 exchange state. Instead it is signal to
retransmt only the m ssing fragments.

6. Operational Considerations

The FRAGMVENT_ACK notification nessage SHOULD NOT be | arge enough to
cause path-MIU i ssues. [|If the nunmber of acknow edged fragnments
results in a payl oad that approaches the path MIU or the | KEv2
fragnment size, the sender MAY linit the nunber of m ssing fragnent
ranges included in a single nessage and send mul ti pl e FRAGVENT _ACK
messages i f necessary. |nplenmentations SHOULD ensure that each
FRAGVENT_ACK nessage fits within a single UDP datagramto avoid | P-
| ayer fragnentation.

When the sender receives nultiple FRAGVENT _ACK nessages, the sender
treats the union of all ranges acknow edged so far as the
authoritative view

6.1. When to Send a Fragnent Acknow edgmnent

Since the I KEv2 retransm ssion nodel is sender-driven, the responder
SHOULD be conservative about when to send the first FRAGVENT ACK
message. A responder MAY send a FRAGVENT _ACK only after it detects
that the sender has retransnitted at | east one fragment of the sane
message, indicating that one or nore fragnents were likely lost. In
general, an | KE peer sending a FRAGVENT _ACK nmessage SHOULD do so only
when it can provide useful information about nmissing fragnments, in
order to avoid unnecessary traffic and nessage processing overhead
and to remain consistent with the sender-driven retransni ssion nodel
of IKEv2. However, with [arge nunber of fragnents this may take |ong
time to converge.

6.2. |V reuse when using AEAD

One potential inplenmentation issue | can see with these ACKs is the
IV when using AEAD. Both the request and the response use the sane
Message I D as the actual messages nore than once. |If the I KEv2
Message IDis used as IV this wuld lead to reuse of 1V. Wich MIJST
be avoi ded.
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6.3. Update to RFC7383

[ RFC7383] specifies that when an | KE nessage is retransnmitted, all
fragnments of that nessage, including the first fragnent, MJST be
retransmtted. The selective retransni ssion enabled by the

FRAGVENT _ACK nechani sm defined in this docunent relaxes that
requirenent by allow ng the sender to retransnmit only the fragnents
that the peer identifies as mssing. Accordingly, this docunent
updat es [RFC7383] by nodifying the retransm ssion behavi or specified
in Section 2.6. Wen FRAGVENT _ACK is negotiated, a sender MAY
retransmt only the fragnents indicated as m ssing by the peer,
rather than retransmtting all fragnents including fragnent nunber 1.

Section 4 of [RFC7383] should be updated to allow fragnent
acknow edgment .

7. Editors Notes Open |ssues

* Path MIU di scovery mentioned in [RFC7383] is currently ignored;
applicability TBD.

* \When fragnents exceed the path MIU, they may not be acknow edged,
and the IKE state will not advance. This will have re-fragnented
as specified in [ RFC7383]

*  \Why not use | KEv2 | NFORMATI ONAL? That nay adhere nore to | KEv2
However, every | NFORMATI ONAL needs a response. And if there is no
response the | NFORVATI ONAL nessage MUST be retransnmitted to
advance |KE state. This would |l ead to conpl ex unpredictable
retransm ssions.

* Wy not nake new | KEv2 exchange without a response? |nstead of
responding to the sane : responding with | KE_AUTH or
| KE_| NTERVEDI ATE this is worth considering. New Exchange
| KE_FRAG ACK : which has no response. The nessage will carry |KE
exchange and nessage IDit is responding to. This night be bigger
change. This will bigger protocol change.

* Shoul d every acknow edgnent sent by an | KE peer MJST include the
entire state of the buffer. That is, acknow edgnents are
cunul ati ve. However, when the entire state does not
conservatively fit into one packet FRAGVENT_ ACK nessage woul d be
parti al .

* Rename ACK to NACK? -ve acknow edgnent ?
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7.1. New Exchange: | KE_FRAG ACK?

A possible design alternative is to define a new | KEv2 exchange type,
| KE_FRAG ACK, which carries fragment acknow edgnent information but
does not have a response. FEach | KE FRAG ACK nessage woul d i ncl ude
the Exchange Type and Message I D of the | KE nessage it acknow edges.
Thi s exchange has no response specified. It is one shot message.
Thi s approach woul d decoupl e fragnent acknowl edgnent from existing

| KE exchanges such as | KE_AUTH, | KE_|I NTERVEDI ATE or CREATE_CHI LD_SA

7.2. Wiy not TCP?

Rel i abl e transport for | KEv2 over TCP, as proposed in
[I-D.ietf-ipsecne-ikev2-reliable-transport], adds inplenmentation
complexity and resource cost. It requires maintaining both TCP and
UDP sockets, increasing energy use on | ow powered devices. Using TCP
for IKE while keeping ESP in UDP node through NAT gateways introduces
additional state and resource requirenents. It nmay al so be |ess
compati ble with hardware offl oading and inefficient for | ow power or
mobi | e pl atf ormns.

Antony’'s position is that using TCP for IKEv2 is not an idea

solution for inproving reliability. Wile a UDP based ideas borrowed
from QU Cbased could provide reliable transport and nay be one day
congestion control! It would be conplex for the linited goal of
fragment acknow edgnent and sel ective retransnission. Qher authors
may have different views on this topic.

8. | ANA Consi derati ons

Thi s docunent defines one new registration for the I ANA "I KEv2 Notify
Message Status Types" registry.

[} bbb ety ety o}
| Value | Notify Message Status Type | Reference |
| [TBD1] | FRAGMVENT_ACK SUPPORTED | [this document] |
Fomm e - o - o e e e e e e e o e e e e oo - +
| [TBD2] | FRAGVENT_ACK | [this docunment] |
S SRR oo e e e e e e i oo oo oo o e e e e oo +

9. Acknow edgnents

ACKs TBD
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10. Security Considerations
TBD
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