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Abstract

Thi s docunent describes a nethod for using Milti-Protocol Label
Switching (MPLS) encapsul ation to perform scal able and vendor -
agnostic network probing within AI/M data centers. The goal is to
detect and isolate gray failures—non-determ nistic hardware and
software faults—in large-scale | ossl ess networks. The approach
enabl es targeted probing at per-link and per-node granularity,

i ndependent of 1P/ BGP control plane operation, and is extensible to
Various CLOS topol ogi es.
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This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and nmay be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."
This Internet-Draft will expire on 23 April 2026.

Copyri ght Notice

Copyright (c) 2025 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Mahal e, et al. Expires 23 April 2026 [ Page 1]



Internet-Draft MPLS for AlIDC Cct ober 2025

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Documents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
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1. Introduction

The advent of |arge-scale AI/M data centers and the adoption of

| ossl ess networki ng paradi gns have increased the operational risk of
gray failures—partial, intermttent, or non-determnistic faults in
net wor k conponents. These failures are notoriously difficult to
detect and isolate, especially in high-perfornmance environnents that
rely on congestion control mechani sms such as PFC, ECN, and DCQCN

Thi s docunent proposes a vendor-agnostic probing nmechani sml everagi ng
MPLS encapsul ation to detect gray failures. The techni que provides
deterministic path visibility and decoupl es the probing
infrastructure fromthe routing control plane

Mahal e, et al. Expires 23 April 2026 [ Page 2]



Internet-Draft MPLS for AlIDC Cct ober 2025

2
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3.

Probl em Statenent: Gray Failures

Gay failures refer to partial or intermttent faults in network
devi ces such as switches, routers, NI Cs, optics, and cables that do
not manifest as conplete outages. These failures often evade
nmonitoring systems and nay take hours or days to isolate.

Traditional white-box nonitoring approaches that rely on ASIC error
counters or register captures are insufficient because the failure
node is not deterministic. ASICs nmay not be capable of self-

det ection when specific functional blocks wedge or stall.

Proactive network probing provides a neans of external validation of
dat a- pl ane health by exercising network paths in controlled ways.

Net wor k Probi ng Overvi ew

Net wor k probi ng suppl enments standard telenetry and nonitoring systens
by introducing synthetic traffic to verify forwardi ng correctness.
There are two primary categories of network probing nmechani sns:

End-t o- End Probi ng
* Direct Network Probing

General |y prober machines are co-located with other Al conpute and
attached to the | eaf switches.

1. End-to-End Probing

End-to-end probing systens, such as [Pingnmesh], rely on hosts sending
probes to all other hosts to verify reachability. While effective at
i dentifying connectivity and control -pl ane issues, this approach
| acks sufficient entropy to exercise all paths in |large CLOS networks
and does not directly nap probe failures to specific conmponents.

2. Direct Network probing

Direct network probing targets internediate hops and |inks directly.

I mpl enent ati ons such as [ Net Norad] generate probes toward every
network node or link fromeach source. This provides superior fault

| ocal i zation but presents challenges in targeting granularity,
particularly in pure I P networks where multiple encapsul ati ons nmay be
required.

MPLS provides a clean mechanismto express path and target semantics
t hrough | abel stacki ng.
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4. MPLS Operations for Probing in Al DC
4.1. MPLS Refresher

MPLS is a 4-byte shim header inserted between Ethernet and IP

headers. It contains:

* 20-bit Label field

* 3-bit QS (Traffic d ass)

* 1-bit Bottom of Stack (BOS)

8-bit TTL

MPLS allows multiple labels to be stacked to represent a sequence of
hops or |inks, enabling source routing and fine-grai ned path control

The 20-bit |abel space (1,048,576 possible |abels) is sufficient for
even the largest data centers. MPLS |abels nmay al so be used to
exerci se |l ossless and | ossy queues by mapping QoS bits to specific
har dwar e queues.

4.2. MPLS Qperations and Label Stack Use
The POP operation is central to MPLS probing. Each network el enent
receiving a packet with a | abel stack renoves the top | abel and
forwards the remai ni ng packet based on the next |abel or |P header
Thi s enabl es hierarchical targeting where each | abel represents a
link or node. A single probe packet can traverse nultiple |ayers of
the CLCS fabric.

4.3. WMPLS Myths and C arifications
_MPLS needs an additional protocol to function. _
MPLS is an encapsul ation, not a routing protocol. Labels MAY be
di stributed using dynam ¢ protocols such as LDP, RSVP, or BGP, but
they MAY al so be configured statically. Static assignment is
sufficient for probing use cases.
_MPLS is complex to inplenent in ASICs.
MPLS | ookup is sinpler than | Pv4/1Pv6 LPM | ookups, as it is an exact
match on a fixed-width 20-bit key. Moddern ASICs inplenent MPLS
forwarding efficiently using hash-based tabl es.

_Network ASICs cannot handle nultiple |abels. _
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5.

Most nodern data center ASICs support 8 or nore MPLS labels in the
stack, sufficient for nulti-stage C os topol ogies.

_SRv6 obsol etes MPLS. _
Wil e SRv6 provides simlar functionality, it requires |IPv6 and adds
consi der abl e packet overhead and inpl enentati on conplexity. MLS
offers a |ightweight and control -pl ane-agnostic alternative suitable
for 1Pv4-only environnents.
MPLS for Al Cluster Network Probing
1. Topol ogy Considerations
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In a three-stage CLCS topol ogy, MPLS | abel s are provisioned
statically for each | eaf and spine link. A probe server connected to
each |l eaf switch sends | abel ed packets that describe both the forward
and return paths.

For exanple: * Stage-1 probes target directly connected | eafspine
links. * Stage-2 probes target rempte |eafspine |inks.

Each probe’ s IP destination is set to the |ocal probe server,
enabling the packet to return once all |abels are popped.

Label s have | ocal significance and may be reused across the topol ogy,
simplifying configuration

Exampl e: Label 20: LF-1 to SP-1 link Label 30: SP-1 to LF-1 link
The prober sends a two-I|abel packet for Stage-1 probing. LF-1 pops

| abel 20 and forwards label 30 to SP-1. SP-1 pops |abel 30 and
returns the packet toward LF-1, completing the | oop
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St age-2 probing uses four-label stacks to test multi-hop paths. A
compl ete nesh of connectivity can be established across the entire
data center fabric.

5.2. Scaling and Label Allocation
MPLS provides a 20-bit | abel space (1 million+ |abels). Even |arge
topol ogi es with thousands of | eaf-spine interfaces consune only a
smal | fraction of the space
Label provisioning may be static or automated via controller
software. A consistent |abel pattern can be repeated across | eaves
and spines, sinplifying operational overhead.
An Exanpl e | abel allocation schene can use a formula like: 2 * (m+ M
* n) + 100 Where mis leaf index and n is spine index and Mis nunber
of | eaf switches.

5.3. Failure Correlation and Control Plane | ndependence
Because MPLS probing operates entirely in the data plane, it
continues to function even if the IP or BG control plane is
unavai l able. End-to-end probing shares fate with routing protocols,
whereas MPLS probing isol ates data-plane verification

Thi s separation provides inproved resilience and faster failure
| ocalization in large Al/M clusters.

6. Security Considerations
MPLS probi ng MIUST be isolated fromtenant or production traffic.
Probes SHOULD be rate-linited and authenticated where feasible.
I ncorrect |abel provisioning MAY cause uni ntended forwarding | oops or
| eakage into production paths. Al so MPLS TTL will prevent forwarding
| oop packets from |l ooping indefinitely.

7. | ANA Consi derations
To be added.
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